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Chapter 1

Introduction

Over the past decades the amount of goods shipped globally has increased drastically. For
example, according to a recent study [15], the total number of parcels sent per year in
Germany has increased from roughly 1.5 billion in the year 2000 to above 3.5 billion in
2019. Projections indicate that the annual volume could increase to 4.3 billion by the year
2024. Data collected by Pitney Bowes, a company specialized in services for postal systems,
shows that in 2019 the global volume of parcels exceeded 100 billion for the first time [86].
The reasons for this increase are numerous, but the global relocation and centralization of
production facilities for economic reasons as well as the shift towards online shopping are
important factors.

As to these developments the logistics sector is confronted with a growing demand for
transportation services, increasing customer expectations, ongoing legislative changes and
a decreasing pool of possible employees due to the growth of the sector. The quality of
service as perceived by the customers is especially important as multiple logistics service
providers compete in the same market. From the customer’s point of view, the logistics ser-
vice provider should guarantee rather accurate time windows and stick to these reliably, such
that the customers can integrate the stream of arriving parcels into their daily routine. The
ongoing changes in the logistics sector and general trends of society are reflected in legisla-
tive changes w.r.t. environmental concerns or working hour regulations of drivers and other
logistics personnel. The combination of increasing demand, increasing expectations, stricter
regulations, the competition, costs for fuel, toll and vehicles provides a strong motivation for
the logistics service providers to further optimize their operations. Facilitating the optimiza-
tion and the efficient implementation of appropriate processes requires the logistics service
providers to tackle a large set of additional challenges besides their day-to-day transporta-
tion and handling tasks. These challenges result in complex systems, spanning topics from
data management, databases, hardware, software to adequate human-computer-interaction
interfaces for customers and employees.

Vehicle routing problems (VRPs) arise in these complex systems in stages associated with
planning, from long-term decision making to day-to-day operations. They address the rout-
ing of vehicles like bikes, trucks, ships and airplanes. In this context a routing consists of
a sequence of operations interleaved with vehicle movements, for example the delivery of
goods from a central depot to multiple customers with a delivery truck. The truck starts at
the depot loaded with the required amount of goods and then moves from one customer to
the next according to a specified route. At each customer location the requested amount of
goods is unloaded and delivered. In the majority of realistic scenarios, the routing decisions
are subject to constraints, e.g., the capacities of the considered vehicles or time windows ne-
gotiated with the customers need to be respected. Besides these hard constraints, additional
criteria may be considered to assess and quantify the quality of a routing. The exact criteria
depend on the specific scenarios and may include the travel cost induced by the route, the
total duration of a set of routes and quality of service indicators like delays or maximum
waiting times. Regarding these criteria the goal is to find a best or high-quality routing.

Research in the field of optimization problems and VRPs in particular is well-motivated
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Chapter 1 Introduction

by the challenges encountered in logistics, from practical and theoretical perspectives alike.
The research area covers a wide range of topics, from modeling of new problems and their
variants to the study of efficient and effective algorithmic approaches for well-established
problems. Modeling allows researchers to take a look at novel approaches and decisions
on the strategic, tactical and operational levels and evaluate their economic benefits and
implications in a controlled environment. By applying the models to real-world or synthetic
data representative of real-world scenarios, managerial insights can be gained. For certain
well-established problems that arise regularly, either in isolation or as components of larger
combined problems, the research focus shifts towards efficient and effective techniques to
solve these problems.

As outlined above, the scale of logistics processes increases in at least two dimensions:
the number of items shipped and the size of the operational area. This leads to a certain
discrepancy between practice and research as the latter tends to focus on smaller, more
restricted problems with a focus on novel ideas. Generalizing performance results obtained
on these comparably small instances is questionable. Large-scale instances in conjunction
with small amounts of computational resources to derive best possible solutions provides a
valid motivation for further research.

In this thesis, we consider challenging problems that represent specific aspects of complex
real-world problems. We focus on efficient heuristic solution techniques that are effective
even on large-scale instances and under tight restrictions of the computational budget. To
achieve that, we focus on combinations of global and local search approaches embedded in
higher order methods that take the available computational budget into account and allocate
the available computing resources adaptively.

Organization of the thesis

In Chapter 2 we give descriptions of the background required for the remainder of this
thesis. First, we provide a high-level description of two fundamental VRPs, associated special
cases and the underlying motivation derived from real-world problems. Second, regarding
efficient solution techniques, we give a quick overview over heuristic solution approaches
including local search and metaheuristics. Finally, we take a look at empirical research in
the context of heuristics and discuss implications and pitfalls to keep in mind when designing
and performing experiments and computational studies.

In Chapter 3 we consider the vehicle routing problem with unit demands (VRPU), a unit-
demand variant of the capacitated vehicle routing problem (CVRP) and develop a heuristic
based on the multi-insertion neighborhood (MIN), an exponential neighborhood proposed in
the literature. This highlights how constraints like unit and homogeneous demands can be
exploited to derive global search procedures that can be used efficiently, especially on large
problem instances and relatively constrained computing resources.

In Chapter 4 we tackle the preemptive stacker crane problem (PSCP) that has been studied
for more than three decades. We study theoretical properties of the problem and extend the
existing literature regarding bounds and solution representations. We propose constructive
algorithms for the PSCP based on algorithms for well-known routing problems. In a large
computational study, we evaluate the proposed algorithms and observe that they outperform
the state-of-the-art heuristics in both solution quality and required computation time. As
such, these algorithms are suitable for larger problem sizes.

In Chapter 5 we tackle a complex multi-period vehicle and technician routing problem
with synchronization constraints. The problem considers the delivery of machines from a
central depot to customers and subsequent installations of these machines by technicians.
The delivery trucks and the technicians require their own routes and schedules, respec-
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tively. Additionally, delivery trucks and technicians need to be synchronized. We extend
the adaptive large neighborhood search (ALNS) method to realize a decomposition approach
w.r.t. the overall problem that efficiently allocates computing resources to the subproblems
in such a way as to derive solutions of high quality under tight restrictions of the compu-
tational budget. In the restricted resources challenge of the VeRoLog Solver Challenge 2018–
2019 (VSC2019), our method outperformed all other competing methods and achieved the
first rank.

In Chapter 6 this thesis is concluded with a summary, its contribution and an outlook on
future research opportunities regarding efficient heuristic solution methods for large-scale
VRPs.
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Chapter 2

Background

In this chapter we provide background information that is referred to throughout this thesis.
This information encompasses the basics of vehicle routing problems and heuristic solution
methods. All descriptions are provided on a rather abstract level to convey the basic ideas
and problems at hand. We provide references to surveys and in-detail descriptions for each
topic covered.

In Section 2.1 we give brief descriptions of vehicle routing problems (VRPs) and pickup and
delivery problems (PDPs). We discuss a few special cases and their relationships, e.g., the
traveling salesman problem (TSP) and the vehicle routing problem with unit demands (VRPU).
In Section 2.2 we discuss the basics of heuristic solution approaches including local search
and metaheuristics. Furthermore, we discuss aspects to keep in mind when implementing
algorithms, performing experiments and interpreting the results.

2.1 Vehicle routing problems

Routing problems are optimization problems that deal with the generation of routes in a
given network, possibly subject to additional constraints. The generality of this notion allows
for a wide area of application, e.g., the routing of trains, trucks or data packets in rail, road
or computer networks, respectively.

VRPs are routing problems historically stemming from logistics and transportation con-
texts. Widely encountered constraints include vehicle capacities, time windows, maximum
vehicle distances or maximum travel times. Usual objective functions consider the cost or
time required to perform a given set of transportation requests. Among others, the costs
may be derived from the number of vehicles used, the distances traveled by the vehicles and
delays or other penalties.

One of the most simple routing problems imaginable is the TSP. Colloquially speaking, the
TSP asks for a shortest round trip that connects a given set of locations under the constraint
that each location is visited exactly once. A detailed treatment of the TSP’s history and
results of the earlier research are provided by Lawler et al. [73].

Problem 2.1 (Traveling salesman problem (TSP)). Given a complete directed graph G = (V,A)
with nodes V = t1, . . . ,nu and costs cij for all arcs (i, j) P A, find a permutation π of the
nodes V such that the cost of the closed tour implied by π is minimum.

Despite the simple description of the TSP, the associated decision problem is NP-complete
by reduction from the Hamiltonian cycle problem, which in turn belongs to the 21 classic
NP-complete problems of Karp [63]. The TSP remains NP-complete for Euclidean distances
in two dimensions [82] and thus for symmetric and metric distances.

Although the TSP has a large area of application, a lot of real-world applications are
more complex and need to consider additional requirements. In this regard, VRPs typically
generalize the TSP in some way, e.g., by additional constraints or by combining the TSP with
other planning and optimization problems.
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Chapter 2 Background

In the remainder of this section we give a brief description of two fundamental VRPs and
their relationships to the TSP, other optimization problems and their areas of application.

2.1.1 The capacitated vehicle routing problem (CVRP)

Consider the task of delivering a few paper envelopes to the mailboxes of a dozen facilities
located in the limits of a small town. Usually a single vehicle or even a bicycle is sufficient
to deliver all of these envelopes in a single day. Given these circumstances, it is enough to
consider the TSP, find an optimal or good enough route and call it a day.

The circumstances may change in various ways, e.g., (i) instead of a small town, the
facilities may be spread out over a large area, (ii) instead of a single day, all envelopes need
to be delivered in a single hour or (iii) instead of envelopes, large boxes of different sizes
need to be transported. Smaller changes may be alleviated by, e.g., choosing a larger or
faster vehicle or increasing the working hours, but at some point these measures will reach
physical or legal limits and, thus, the TSP alone will not be sufficient to model the problem.

Cases (i) and (ii) are comparable in that the relationship between the distances to be
traveled and the provided time frame changes. Case (iii) does not incorporate any notion
of time, instead it does only consider the sizes of the transported goods and the vehicle’s
capacity, i.e., the total amount to be delivered may exceed the capacity of the considered
vehicles. Hence, the delivery vehicle needs to return to its depot and start a new tour.
Alternatively, multiple vehicles may perform tours simultaneously. The capacitated vehicle
routing problem (CVRP) corresponds to this scenario.

The CVRP was first introduced by Dantzig and Ramser [31] and is a straightforward gen-
eralization of the TSP that adds concepts of a central depot, vehicle capacity and customer
demands. As such, the problem arises in two equivalent settings, (i) the supply of customers
from a central depot, e.g., parcels, and (ii) the collection of goods from customers and their
delivery to a central depot, e.g., the collection of waste and its delivery to a central dump.

Problem 2.2 (CVRP). Given a complete directed graph G = (V,A) with nodes V = t0, 1, . . . ,nu,
costs cij for all arcs (i, j) P A, a vehicle capacity C ě 1, demands 0 ď di ď C, i P t1, . . . ,nu,
and a maximum number of vehicles K ě 1.

Find at most K tours, each starting and ending at the depot 0, such that each customer
i P t1, . . . ,nu is visited exactly once in one of the tours, the total demand of each tour does not
exceed the vehicle capacity C and the total cost of the tours is minimized.

All decisions made to derive a TSP solution are concerned with the order of the locations,
i.e., the routing. In contrast, the decisions made to derive a CVRP solution also contain an
additional problem dimension, the grouping. The grouping decisions result in disjoint sets
of customers such that the total demand of the customers in a single set does not exceed the
vehicle capacity. Then, all customers in a single set including the depot are routed to derive
an actual tour. Hence, the grouping of the CVRP corresponds to the decision problem of the
bin-packing problem (BPP) and the routing to the optimization problem of the TSP.

The CVRP and various of its variants have been extensively researched. An overview of
various models and exact, approximation and heuristic methods to solve them are given in
Laporte [72], Toth and Vigo [98] and Cordeau et al. [29].

In Chapter 3 we consider a special case of the CVRP called the VRPU. The VRPU corre-
sponds to the CVRP with the exception that all customer demands di = 1 are equal. Thus,
the BPP associated with the CVRP becomes trivially solvable, which in turn can be used to
develop efficient heuristic algorithms for the VRPU by exploiting this unit-demand structure.
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2.1 Vehicle routing problems

2.1.2 Pickup and delivery problems (PDPs)

The role of the central depot in the CVRP is twofold. On the one hand, it is the origin
and destination of the vehicles. On the other hand, it is either the origin or the destination
of the goods being transported. In other words, the central depot ties the production or
consumption of goods to their delivery or collection.

In contrast, consider a taxicab company. The taxi vehicles begin and end their shift at
the company’s central depot. However, clients call to request a taxi ride from one location
to another location in the company’s area of operations. Usually neither of these locations
coincide with the depot. As such, the direct connection between the depot and the origin or
destination of goods or clients is dissolved resulting in the more general class of pickup and
delivery problems (PDPs).

Savelsbergh and Sol [93] introduce the generalized pickup and delivery problem (GPDP)
that generalizes a wide range of VRPs and PDPs. Furthermore they survey the early literature
on problems that are generalized by the GPDP, different objective functions, constraints
and solution methods. As the GPDP is rather general we further discuss two extensively
researched special cases, namely the pickup and delivery problem with time windows (PDPTW)
and the dial-a-ride problem (DARP).

Problem 2.3 (PDPTW). Given a complete digraph G = (V,A) with nodes V = t0, 1, . . . ,nu,
travel times tij ě 0 for all arcs (i, j) P A, a vehicle capacity C ě 1, a maximum number of
vehicles K ě 1 and a set of requests R = t1, . . . ,mu. Each request r P R is associated with
a demand qr ě 1 that needs to be transported from a pickup location v´

r P V to a delivery
location v+r P Vztv´

r u. The pickup and delivery operations are associated with time windows
[e´

r , ℓ´
r ] and [e+r , ℓ+r ], and service times s´

r and s+r , respectively. Node 0 corresponds to the depot
and is associated with a time window [t0, tmax].

Find a set of at most K routes, each starting after time t0 and ending before tmax at the depot 0,
such that all requests are satisfied exactly once, and the vehicle capacity is never exceeded. A
request is satisfied if its pickup and delivery operations are performed in the same tour (coupling)
and the pickup is performed prior to the delivery (precedence). Additionally, all pickup and
delivery operations need to start inside their respective time windows. If a vehicle arrives at a
location too early it must wait until the corresponding time window opens. When performing a
pickup or delivery operation, the corresponding service time is incurred.

A set of tours is optimal iff it minimizes the number of vehicles used as a primary criterion
and the total travel distance as a secondary criterion. The total travel distance is derived from
the sum of travel times tij over all arcs traveled by the vehicles.

The PDPTW as stated considers a lexicographic objective function of two values. Never-
theless, the exact objective functions used in the literature vary between publications, e.g.,
Li and Lim [74] additionally consider the total schedule duration corresponding to the sum
of durations of all routes and the total waiting time corresponding to the sum of all waiting
times as third and forth minimization criteria, respectively.

The time windows associated with the depot, the pickup operations and the delivery op-
erations increase the complexity of the problem considerably. Without the time windows,
finding a feasible solution is trivial because all requests could be performed by a single vehi-
cle in any order as long as the precedence and capacity constraints remain satisfied, e.g., a
tour π =

@

0, v´
1 , v+1 , . . . , v´

m, v+m, 0
D

. In contrast, finding a feasible solution for the PDPTW is
already an NP-hard problem (cf. [93]).

Considering the initially mentioned taxicab company, the description of the PDPTW may
seem insufficient as there is no notion of client satisfaction. As such, the DARP is a specific
extensions that adds so called maximum ride-time constraints limiting the maximum time that
any client (request) can spend in transit between pickup and delivery. Note that Savelsbergh
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Chapter 2 Background

and Sol [93] state that the DARP is a unit-demand problem, i.e., qr = 1, such that each
request corresponds to exactly one client. However, recent publications tend to allow for
groups of qr ě 1 people that may not be split up. Thus, the essential difference between the
DARP and the PDPTW is the existence of maximum ride-time constraints or possibly other
restrictions related to the quality of service as perceived by human clients.

For a description of further PDP variants we refer the interested reader to the classification
and survey articles by Berbeglia et al. [14] and Parragh et al. [83].

2.2 Heuristics

Developing a naive algorithm to solve a NP-hard combinatorial optimization problem, e.g.,
the TSP, is usually simple. The number of possible solutions is finite, thus a full enumeration
of all possible candidate solutions is sufficient. During the enumeration, the current best
feasible solution is maintained and corresponds to an optimal solution after all solutions
have been enumerated. Otherwise, if no candidate solution is feasible, then the problem
instance itself is infeasible.

However, the number of solutions to consider in a full enumeration is exponential in the
size of the problem instance. Therefore, the full enumeration is impractical. Structures
of the problem may be exploited to derive algorithms that improve on full enumeration,
e.g., branch-and-bound, mixed integer programming (MIP), constraint programming or dy-
namic programming. Nevertheless, for certain problems and input sizes encountered in
real-world instances in combination with runtime requirements often render these improved
exact methods also impractical. One way to combat this issue is the use of heuristics that
trade the guarantee of proven optimality for reduced computation time.

On the conceptual level, a heuristic is a procedure to derive a decision or solution for a
problem. For example, consider shopping for groceries in a supermarket. When approaching
the check-out with the selected items, one may have the choice between multiple queues and
cashiers. At this point, the problem may be as follows: select a queue such that the time to
the completion of the check-out is minimized. A simple heuristic would be to select a queue
that is shortest in terms of the number of people in the queue or the amount of items on the
conveyor belt. The experienced reader will know that such a heuristic is rarely optimal. As
such, selecting a queue at random is also a reasonable heuristic.

With respect to combinatorial optimization problems and VRPs in particular, the situation
is similar at first. For example, for the TSP any random permutation of the nodes implies a
feasible solution and therefore, selecting such a random permutation is sufficient to derive a
solution. However, heuristics are often designed using knowledge about the problem struc-
ture. For example, instead of choosing a random permutation, an arbitrary initial node is
chosen and the nearest, not yet visited neighbor is chosen. Starting from this chosen neigh-
bor, the next not yet visited neighbor is chosen and so on, until a complete tour is formed.
This so-called nearest neighbor heuristic for the TSP (cf. [12]) tends to generate solutions
of higher quality while consuming more computation time. Thus, different heuristics for
the same problem may realize different trade-offs between solution quality and computation
time, just as it is the case for exact methods and heuristics in general.

Heuristics can be classified w.r.t. different properties. One of these is the distinction be-
tween construction and improvement heuristics. Construction heuristics take an input in-
stance and produce a solution from scratch. In contrast, improvement heuristics usually take
an already existing solution as input with the goal to improve it w.r.t. the objective function
value. The distinction between both classes is not strict, i.e., construction heuristics may use
components from improvement heuristics and vice versa.
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2.2 Heuristics

The literature on heuristics is vast, from reference works over surveys on the individual
heuristic methods to works on specific applications. For a comprehensive overview of heuris-
tic methods in general, we refer the reader to Martí et al. [77] and Gendreau and Potvin [46].
In the following, we will focus on the description of some fundamental building blocks of
heuristics that will occur regularly throughout this thesis.

2.2.1 Local search

The idea underlying local search is that an existing solution may be improved by performing
local and small changes. For a detailed treatment of local search and its theory, we refer the
reader to Michiels et al. [78].

One of the essential concepts of local search is that of a neighborhood. Assume a mini-
mization problem with cost function c(¨) and the set of all solutions S. For a single solu-
tion S P S, its neighborhood N(S) Ď S corresponds to a subset of all possible solutions. A
solution S 1 P N(S) is called neighbor of S in N. To improve a solution S its neighborhood N(S)
is searched for a better solution S 1 P N(S) with c(S 1) ă c(S) and S is replaced by S 1.

A solution S is locally optimal w.r.t. a neighborhood N iff c(S) ď c(S 1), @S 1 P N(S), i.e.,
the solution is at least as good as its best neighbors. A locally optimal solution S is globally
optimal iff c(S) ď c(S 1), @S 1 P S. Consider the directed graph GN = (S,A) with A =
t(S,S 1) : S P S,S 1 P N(S)u induced by the neighborhood N. A neighborhood N is connected
iff for each pair of distinct solutions S,S 1 P S there exists a directed path from S to S 1 in GN.
Let pS,S 1 be such a path in GN with the minimal number of arcs among all paths from S to S 1.
The diameter of a neighborhood N is the maximum number of arcs over all these paths, i.e.,
maxS,S 1PS

␣ˇ

ˇpS,S 1

ˇ

ˇ

(

.
The size of a neighborhood corresponds to the number of neighbors |N(S)|. However, often

the exact size may vary depending on the specific input problem and solution. Therefore
the size is regularly discussed in terms of asymptotic growth in O-notation. The size of
the neighborhood provides an upper bound for the computational complexity of finding a
best neighbor. Besides the sizes, different neighborhoods can be analyzed w.r.t. the sets
of neighbors they contain. A neighborhood N1 is contained in another neighborhood N2
iff N1(S) Ď N2(S), @S P S. As such, the containing neighborhood may be used in place of
the contained neighborhood although its possibly larger size may incur a larger time to find
a best or improving neighbor.

The neighborhood concept is rather broad and in general, neighborhoods may be arbi-
trarily defined. However, neighborhoods are often derived from operations performing well
defined local changes to the solution or its representation. For example, in the context of per-
mutations, possible operations may interchange two adjacent elements or swap two arbitrary
distinct elements of the permutation. The neighborhoods resulting from these operations are
called Napi (adjacent pairwise interchange) and Nswap, respectively.

Example 2.1. Consider the permutation π1 = (1, 2, 3). Its neighbors in Napi are Napi(π1) =
t(2, 1, 3), (1, 3, 2)u. The neighborhood Nswap(π1) = t(2, 1, 3), (1, 3, 2), (3, 2, 1)u contains one
additional neighbor (3, 2, 1) while all neighbors in Napi are also contained in Nswap. For |π| = 2,
both neighborhoods are equivalent, but for |π| ě 3 the property Napi(π) Ă Nswap(π) generally
holds.

While the neighborhoods Napi and Nswap can be applied to any problem whose solutions
are representable by permutations of objects, a lot of problem-specific neighborhoods are
proposed in the literature. For instance, the k-opt neighborhood of Lin [76] is a rather
well-known neighborhood for the TSP and thus for other routing problems containing TSP
subproblems as well. For an overview and description of neighborhoods and other local
search methods for VRPs we refer the reader to Funke et al. [43] and Cordeau et al. [29].
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Regardless of the specific problem, the local search operators for VRPs can be classified
into intra-tour and inter-tour operators. The former operate on a single tour while the latter
operate on multiple tours at once. Note that operators may belong to both classes simulta-
neously. While some operators target the specific structure of the considered VRP variant,
others like k-opt are more general and in widespread use.

Searching neighborhoods The way a neighborhood operator is used depends on the
broader algorithmic framework it is embedded in. However, the most common uses in-
clude sampling and enumeration. In case of sampling, a random neighbor is chosen from the
neighborhood. In case of enumeration the neighborhood is searched in a systematic way,
either until an improving neighbor (first fit) or a best neighbor (best fit) has been found. A
simple procedure called iterative improvement searches for an improving or best neighbor
and repeats the search starting from this neighbor until no improving neighbors are found
indicating that the resulting solution is locally optimal.

Combining neighborhoods Multiple neighborhoods may be combined into a larger neigh-
borhood. A common way to combine a set of neighborhoods is by ordering them in a fixed
sequence. The first neighborhood in the sequence is iteratively searched until no improving
neighbors can be found. Then the process continues with the second neighborhood and so
on. The process terminates when the current solution is locally optimal w.r.t. all considered
neighborhoods. This process is called variable neighborhood descent (VND) and a recent re-
view of this method along with successful applications in the literature is provided by Duarte
et al. [35].

2.2.2 Large neighborhoods

The local search operators described above induce neighborhoods of polynomial size and
can thus be searched for best or improving neighbors in polynomial time as well. However,
for a variety of problems, larger neighborhoods usually lead to better local optima on the
one hand and larger computation times on the other. Consider neighborhoods of increasing
size. At some point, the size of the neighborhood will actually be exponential w.r.t. the
input problem size, leading to the concept of so-called exponential neighborhoods or large
neighborhoods in general. For a more detailed overview of different large neighborhood
methods, we refer the reader to Pisinger and Ropke [85].

Given a neighborhood of exponential size, searching for a best or improving neighbor by
full enumeration becomes impractical. However, for some exponential neighborhoods the
problem of finding a best neighbor is still polynomial-time tractable. Heuristics for combina-
torial optimization problems applying neighborhoods from this class of exponential neigh-
borhoods are called very large-scale neighborhood search (VLSN) heuristics. A survey of these
methods is provided by Ahuja et al. [2]. Most of the research articles on exponential neigh-
borhoods study theoretical properties like the neighborhood diameter or the complexity of
finding a best neighbor (cf. [3, 22, 32, 55, 56, 87]). Other articles report results of compu-
tational studies (cf. [20, 59]).

If finding a best or improving neighbor is not possible in polynomial time, it makes sense
to resort to a heuristic approach that samples neighbors. One popular approach introduced
by Shaw [94] is the so-called large neighborhood search (LNS). Thereby a possibly expo-
nential neighborhood is generated through a combination of destroy and repair operators.
The sampling of a neighbor is performed in two stages. First, the destroy operator reduces
the solution by removing objects from it and returns the reduced partial solution and the
set of removed objects. Subsequently, the repair operator inserts the removed objects into
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the partial solution thereby recreating a new solution with possibly lower cost. To utilize the
repair and destroy operators in an iterative approach, the neighbors are sampled by random-
izing either the destroy operator, the repair operator or both. Note that the randomization
does not need to be uniform, i.e., the operators may derive probabilities for certain destroy
or repair operations from their respective input solutions and considerations regarding the
problem structure. One rather straightforward option is to couple a randomized destroy
operator with a deterministic greedy insertion heuristic.

2.2.3 Metaheuristics

Neighborhoods provide a way to move from one solution S P S to a neighbor solution
S 1 P N(S). This property on its own is often not sufficient to derive good solutions for
given problem instances. To mitigate that issue, neighborhoods are embedded in higher
order methods that guide the search process by orchestrating the use of problem-specific
heuristics and solution management. These higher order methods are called metaheuris-
tics, because they are often similar across different problems and thus problem independent.
Metaheuristics may operate on a single solution or a so-called population of solutions.

The central issues addressed by metaheuristics are the diversification and intensification
of the search space. The former corresponds to a broad sampling of the search space to
identify promising regions. The latter corresponds to an intensified search of promising
regions to identify solutions of high quality. Given that most optimization processes are
subject to limited computing resources, metaheuristics also need to balance diversification
and intensification to realize a trade-off resulting in solutions of high quality.

The field of metaheuristics is rather huge due to its versatility and success in tackling a
broad range of optimization problems. In the following, we will describe certain metaheuris-
tic concepts that are relevant in the scope of this thesis. For a further in-depth treatment of
different metaheuristics, we refer the reader to Gendreau and Potvin [46] and additionally
to Sörensen [96] for an analysis of the field w.r.t. the variety of methods and the resulting
problems to keep track of new developments and to tell apart new from known approaches.

Simulated annealing

The iterative improvement method described above only accepts improving neighbors until a
local optimum is reached. As such, iterative improvement realizes a rather strong intensifica-
tion but no diversification of the search space. The other extreme is realized by performing a
random walk through the graph induced by the neighborhood, i.e., any neighbor solution is
accepted, improving or not. Simulated annealing (SA) realizes a trade-off between these two
extremes by accepting non-improving candidates stochastically while taking the difference
between the current and the candidate solution as well as the progress of the search process
into account.

The SA metaheuristic was proposed by Kirkpatrick et al. [68] and is inspired by the phys-
ical process of annealing metals. Abstractly speaking, as long as the temperature of the
system under consideration is relatively high, drastic state changes are more likely. When
the temperature decreases, the likelihood of state changes decreases as well. In the con-
text of the SA metaheuristic this concept is replicated by a so-called temperature with higher
temperatures corresponding to an increased probability that a non-improving neighbor is
accepted. Note that despite the name, in usual applications of SA the connection to the
annealing of metals is only metaphorical and not an actual simulation of a physical system.

A detailed description of the SA heuristic is provided in Algorithm 2.1. In each iteration a
candidate solution is derived, for example by choosing a neighbor solution from the neigh-
borhood of the current solution. Let S be the current solution and S 1 the candidate solution.
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In the original method as proposed by Kirkpatrick et al. [68] an improving candidate is
always accepted. The probability that a worse candidate is accepted

p(S,S 1, τ) = e
´

(︂
c(S 1)´c(S)

τ

)︂
(2.1)

depends on the difference between the current and the candidate solutions, and the current
temperature τ. Higher temperatures and smaller differences increase the probability of ac-
ceptance. During the search, the temperature is regularly modified according to a so-called
cooling schedule. A common schedule is the geometric cooling τt+1 = ατt for a parameter
0 ă α ă 1 resulting in a monotonically decreasing temperature trajectory.

Algorithm 2.1 Simulated annealing (SA)
Input: Initial solution S

Output: Solution
1: S‹ Ð S

2: τ Ð τ0 Ź initial temperature
3: while time or iteration limit is not reached do
4: S 1 Ð SELECT(N(S)) Ź derive candidate

5: if c(S 1) ă c(S) or RAND(0, 1) ď e
´

(︂
c(S 1)´c(S)

τ

)︂
then Ź accept

6: S Ð S 1

7: end if
8: if c(S 1) ă c(S‹) then
9: S‹ Ð S 1

10: end if
11: τ ÐCOOLING(τ) Ź update temperature
12: end while
13: return S‹

To use a SA based heuristic in practice it is necessary to decide (i) how to derive an initial
temperature τ0, (ii) which cooling schedule to use and (iii) how candidate solutions are
derived. Note that the acceptance probability given in Equation (2.1) uses the temperature
τ to scale the difference between the objective function values of two solutions. This implies
that the temperature τ is not robust against scaling of objective function coefficients, e.g.,
multiplying all costs in a TSP instance by a constant yields an equivalent problem instance
but would require different temperatures to derive the same acceptance probabilities for
structurally equivalent solutions. Thus, choosing initial temperatures and cooling schedule
parameters may have to be done dynamically w.r.t. a specific problem instance.

Franzin and Stützle [39] provide a recent survey and comparative study of the various
variants of SA based heuristics. A dynamic adjustment of the cooling schedule w.r.t. a given
time limit seems to be rather rare throughout the literature. In contrast, we will use such
an approach in Chapters 3 and 5 to derive SA based heuristics that ensure that a certain
temperature trajectory is traversed in a fixed, user specified time limit.

Iterated local search

Another way to overcome local optima is through the use of a shaking procedure that takes a
locally optimal solution and generates another solution that is hopefully not locally optimal
and may be improved by local search beyond the quality of the input solution. In other
words, the current solution is moved away from a local optimum and the search is restarted.

An overview of the iterated local search (ILS) method is shown in Algorithm 2.2. Each
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iteration starts with a shaking phase and the resulting solution is improved by a local search
phase. The locally optimal candidate solution S2 is then accepted according to a specified ac-
ceptance criterion, e.g., only improving solutions are accepted. Another option is to combine
ILS and SA by utilizing the SA acceptance criterion.

The essential component is the shaking procedure. On the one hand, it must perturb
the current solution enough to overcome the current local optimum, i.e., the subsequent
local search phase should not result in the same solution. On the other hand, it should
not completely destroy all structures and attributes generated by the search process so far,
otherwise the ILS corresponds to a process that iteratively applies local search to randomly
generated initial solutions. As such, the shaking procedures are usually randomized while
taking structural properties of the specific problem into account.

Algorithm 2.2 Iterated local search (ILS)
Input: Initial solution S

Output: Solution
1: S‹ Ð S Ź best solution
2: while time or iteration limit is not reached do
3: S 1 Ð SHAKE(S) Ź diversify
4: S2 Ð LOCAL SEARCH(S 1) Ź improve by local search
5: if ACCEPT(S2, S) then
6: S Ð S2

7: end if
8: if c(S2) ă c(S‹) then
9: S‹ Ð S2

10: end if
11: end while
12: return S‹

Adaptive large neighborhood search

Adaptive large neighborhood search (ALNS) is an extension of the LNS method of Shaw [94]
that allows for multiple repair and multiple destroy operators. The operators themselves are
chosen randomly in each iteration, weighted by their past performance in the search pro-
cess. Such an approach is beneficial if it is unclear how to develop a heuristic or operator
that works equally well on all possible instances. Instead, multiple operators are provided
and the appropriate choices are determined during the search process w.r.t. the specific prob-
lem instance.

Before we go into more detail regarding the ALNS method, we take a brief look at the
general idea of hyper-heuristics (HHs). Informally, HHs are heuristics to choose heuristics. A
more precise definition is given by Burke et al. [23] who survey HHs, give a classification of
different methods and review applications. They state that “[the] defining feature of hyper-
heuristics is that they operate on a search space of heuristics rather than directly on a search
space of problem solutions”. They distinguish between generating HHs and selection hyper-
heuristics (SHHs). The former deal with the generation of heuristics and operators for a
given problem. The latter consider the selection of heuristics from a fixed pool of candidate
heuristics. A recent survey on SHHs is provided by Drake et al. [34].

Furthermore, SHH can be grouped into online and offline methods. In online methods, the
selection of heuristics and adaptation is performed at runtime, i.e., while a specific instance
of an optimization problem is solved. Offline methods select heuristics by using a prepared
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training set of instances and evaluate various selection and parameter options. An under-
lying assumption is that the training set is representative of future, yet unknown instances,
such that all generated selections and parameters remain applicable.

An example of an offline method is automatic parameter tuning (cf. [1, 7, 30, 60]) whereby
the search for an optimal or rather good set of parameters for a solution method is regarded
as a higher-level optimization problem. The parameter space corresponds to the search
space. The objective function value associated with a specific parameter configuration is
derived from results obtained by the solution method over a training set of instances. Note
that both, online and offline methods can be combined appropriately by offline tuning a
subset of the parameters and online tuning the remaining parameters. According to this
classification, ALNS should be regarded as an online SHH.

Ropke and Pisinger [92] develop the ALNS method that extends LNS by allowing for multi-
ple repair and multiple destroy operators, and an adaptive layer that is used to control which
specific operators are applied. The method is illustrated in Algorithm 2.3. The adaptive layer
is realized by a collection of weights W, one weight for each operator. In each iteration, a
repair and a destroy operator are chosen w.r.t. probabilities derived from the weights, e.g.,
by dividing all weights corresponding to a single decision by the sum of these weights. The
weights are adjusted regularly during the search process to adapt to the specific problem
instance. The underlying idea is, that operators that lead to improving solutions more often
should have higher weights and should be selected more often.

Detailed descriptions of LNS, ALNS, the adaptive layer, the weight adjustments and the
operator selection alongside examples of successful applications of the methods are given in
Pisinger and Ropke [85].

Algorithm 2.3 Adaptive large neighborhood search (ALNS)
Input: Initial solution S, set of destroy operators Hd, set of repair operators Hr

Output: Solution
1: S‹ Ð S Ź best solution
2: Initialize weights W for operators h P Hd Y Hr

3: while time or iteration limit is not reached do
4: Choose destroy and repair operators hd P Hd and hr P Hr w.r.t. W
5: S 1 Ð hr(hd(S)) Ź generate neighbor
6: if ACCEPT(S 1, S) then
7: S Ð S 1

8: end if
9: if c(S 1) ă c(S‹) then

10: S‹ Ð S 1

11: end if
12: Update weights W Ź learning
13: end while
14: return S‹

Similarities and Combinations

To conclude the overview of metaheuristics used in this thesis, we want to stress that despite
the separate description of the individual methods and the large body of publications dealing
with them in isolation, they are far from mutually exclusive. Both, ILS and ALNS may use SA
acceptance criteria. The shaking phase of an ILS procedure may be realized through prob-
lem specific destroy and repair operators. Likewise, an ALNS approach may be augmented
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with a local search phase. Hence, a problem specific heuristic may correspond to multiple
metaheuristic approaches at the same time.

2.2.4 Empirical heuristics research

As noted before, heuristics trade the guarantee of proven optimality in favor of reduced
computation time or other resources. For a given problem, multiple heuristics may be avail-
able, possibly with multiple actual implementations. Given the choice, this raises the general
question of what heuristic to use. Clearly, there is no single answer, instead the answers de-
pend on the specific requirements and use cases. For example, assume two heuristics for the
same problem. If either one of the heuristics outperforms the other in terms of quality and
time, then the choice may be relatively simple because there is no trade-off to be made. On
the contrary, if one heuristic yields solutions of lower quality in a short time while the other
provides solutions of better quality while consuming more time, then an actual decision has
to be made, favoring either quality over time or vice versa.

Prior to such a decision, it needs to be established whether one heuristic does in fact out-
perform another w.r.t. quality, time or both. From a theoretical perspective, available tools
include upper and lower bounds, approximation guarantees and the analysis of the run-
time complexity. However, these results do not always map to results obtained on practical
problem instances as well, e.g., a method with a better average case quality guarantee may
still perform worse on average in practical settings because the set of practical instances is
not representative of the complete set of instances. Additionally, a large set of heuristics
currently elude theoretical analysis due to randomization and the complex nature of the
operations they perform, i.e., a purely theoretical analysis is currently impractical although
it may be possible. Thus, the performances of the heuristics have to be established empiri-
cally in computational studies through experimentation using computer hardware, software
implementations of the heuristics under study and problem instances.

Computational studies and empirical research of algorithms has been considered repeat-
edly in the literature (cf. [11, 50, 53, 57, 58, 75, 90]). Issues discussed include (i) the
selection of benchmark instances, (ii) the experimental setup, i.e., computers, software and
reproducibility, (iii) the algorithms’ sensitivities to external and fixed parameters like SA
cooling schedules and (iv) appropriate statistical approaches, e.g., w.r.t. missing responses
due to timeouts. The validity and generalization of the results obtained and inferred from
computational studies strongly depend on sensible approaches to these issues. Rardin and
Uzsoy [90] note that a fair way to compare possibly drastically different algorithms for the
same problem is by providing them with the same budget of computational resources and
compare the obtained solutions. Computational resources usually refer to a time limit or
other quantities like the number of operations. In the following paragraphs we take a closer
look at the selection of benchmark instances, the experimental setup and the implementation
effort w.r.t. experiments that include a notion of time, either as restriction of computational
resources or as a dependent variable that is reported along with the solution quality.

Instances

There exist several ways to obtain benchmark instances. In widespread use are real-world
instances, randomly generated instances and combinations thereof. A published and generally
available set of instances with known properties is a so-called library (cf. [53]). Perform-
ing computational studies over well-known instance libraries is the most prevalent practice.
Using the same set of instances when comparing multiple algorithms is called blocking on in-
stances by Rardin and Uzsoy [90]. They show that such an approach works better to uncover
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differences between multiple algorithms as opposed to running the algorithms on different
instances generated randomly from the same distribution.

Real-world instances are harder to obtain and therefore less numerous. Additionally, com-
plete sets of real-world instances may originate from the same source which may negatively
impact the set’s diversity. This situation leads to frequent criticism questioning the valid-
ity of the results and the derived conclusions. Hooker [57] notes that criticizing the non-
representativeness of library instances is always possible in principle because the reference,
i.e., the set of instances that should be represented, is not made explicit nor is it obvious
what the reference should be. One option is the set of all possible instances. However,
this set may contain a lot of instances that are rather dissimilar to real-world or other more
interesting instances. Therefore, the drawn conclusions may be inadequate regarding the
practical settings that the algorithms are used in.

Random generation of instances is one option to remedy this issue (cf. [75]). Instead
of a uniform distribution of instances, instances may be generated according to predefined
ranges of parameters resulting in specific instance properties, e.g., the properties of distances
and times like symmetry, satisfaction of the triangle inequality and clustering. In this way,
algorithm performances can be compared and analyzed w.r.t. these instance properties. In
conclusion, the selection of benchmark instances should depend on the research questions
being tackled.

Environment

The environment in which experiments are conducted encompasses all hardware and soft-
ware components as well as external or fixed parameters as discussed by Golden et al. [50],
i.e., it corresponds to the laboratory and its equipment. In the majority of publications, a
description of the environment is provided to varying degrees of detail. Rardin and Uzsoy
[90] discuss the extent to which the setup of the environment should be described in order
to ensure reproducibility of the results by other researchers. They note that the degree of
detail required is a matter of ongoing discussion in the research community. Additionally,
a description of the environment allows the reader to gain an intuition while interpreting
measured quantities like durations, as the number of operations executed per time frame by
a contemporary CPU exceeds the number of operations performed by a 40 year old CPU by
multiple orders of magnitude.

Publications usually report the exact CPU model, the size of the available RAM, the op-
erating system including its major version, the implementation programming language, the
compiler, the version of its runtime and the versions of additional third-party libraries and
tools, e.g., MIP solvers or graph algorithm libraries. While this information is sufficient for
the reader to derive an intuition of the presented results, it is questionable how well these
results generalize to other hardware and software architectures.

The following examples highlight the impact of modern hardware developments on the
perceived performance of programs and thus, the influence on observed variables like dura-
tions required to perform a specific computation. Analogously, this performance impacts any
computation that is limited to a certain time limit, like iterative heuristics or MIP solvers.
Mytkowicz et al. [80] consider the so-called measurement bias in experiments conducted on
computer systems, i.e., biases introduced by the experimental setup that skew the results
such that wrong conclusions may be drawn. They show that minor changes, like running
software under a different username on a UNIX system may impact the performance of a
program by ˘30%. This impact is due to the fact that the user’s environment variables are
loaded into RAM together with the program. Thus, the size of the user’s environment vari-
ables affects the relative position of the program in RAM which in turn affects the speed of
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the memory access to the individual procedures of the program. Kaligosi and Sanders [62]
consider runtime optimal choices of the pivot-element for the quicksort algorithm. They
show that modern advanced CPU techniques like branch-prediction lead to runtime improve-
ments, if instead of the theoretically optimal median pivot-element a different element is
chosen, such that the branch-predictor of the CPU is more likely to correctly predict the
branching outcomes. This shows how certain algorithmic choices may be beneficial on some
hardware components while they may be not on others. Similarly, the so-called speculative
execution is able to increase perceived processor speed by executing certain program paths
before it is determined whether they should be executed at all. This led to security vul-
nerabilities (e.g., Meltdown, Spectre) which in turn can be mitigated via software updates.
Whether these software-based mitigations are enabled or not may impact the perceived per-
formance of programs, both positive and negative, as shown by Bowen and Lupo [19].

Performing computational studies that correct for all these influences and reporting all ex-
act details of the implementations, settings, user’s environment variables and so on is highly
impractical. Nevertheless, it should be kept in mind that these influences exist and that tim-
ing results obtained in a specific environment may not simply generalize to another setup.
An essential takeaway however is that computational studies comparing multiple algorithms
and their implementations should be performed in the same environment, especially if they
report CPU or wall-clock times.

Implementation effort

Comparing algorithm implementations in the same environment incurs additional challenges
if one or more of the algorithms have been reported in the existing literature. Then, either
implementations of the algorithms by other authors are available or they have to be imple-
mented again from the descriptions provided by the original authors. Even if an existing
implementation is available, the quality of that implementation must be assessed regarding
its suitability for a fair comparison. This generally raises the question what kind of effort
should be invested into implementations.

Rardin and Uzsoy [90] distinguish between a research phase and a development phase.
The former corresponds to the study of new methods and algorithms to solve a problem
in a mostly scientific environment to generate insights about the problem, its structure and
suitable solution approaches. In contrast, the development phase is concerned with finding
the most efficient implementation for a given problem and scenario, usually performed in a
commercial setting with real-world applications. Rardin and Uzsoy [90] agree with Hooker
[57] that “excessive emphasis” on the efficient implementation of algorithms in the research
phase diverts time from the actual research. However, this tautological statement does not
help to determine the actual effort, although it may imply that the efficiency of implementa-
tions may not be that important.

We think any limit on the implementation effort is arbitrary. However, deriving a generally
most efficient implementation is impractical if not impossible, especially in the context of the
influences of hardware and software components of the environment as explained above. As
such, any limit of the effort does also realize a trade-off that should be made w.r.t. the goals
of the computational study. As time related quantities frequently occur in computational
studies, either as time limits or dependent variables, we assert that efficient implementations
are in fact important. This can be done by selecting proper algorithms and data structures
for subproblems and representations of problem instances and solutions, respectively. The
choices should be evaluated and justified in preliminary computational experiments. In
conclusion, efficient implementations are important and a certain amount of time should be
invested into the implementation of algorithms.
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Chapter 3

The vehicle routing problem with unit
demands

In this chapter, we continue research on the exponential multi-insertion neighborhood (MIN)
for the vehicle routing problem with unit demands (VRPU) that was proposed by Angel et al.
[3] in a purely theoretical work. The VRPU is a special case of the capacitated vehicle routing
problem (CVRP) that imposes unit demands for all customers. Thus, the vehicle capacity
effectively limits the number of customers in each tour (cf. Section 2.1.1). The MIN is applied
to a solution of the VRPU by selecting a set of so-called mobile nodes and removing it from
the solution. Subsequently the mobile nodes are optimally reinserted into the remaining
partial solution under the constraint that at most one mobile node is inserted between any
pair of two consecutive remaining nodes in the tours of the partial solution. We extend the
study of this exponential neighborhood in theory and practice. Parts of this chapter have
already been published in the peer-reviewed research article Buckow, Graf, and Knust [21].

Contribution We contribute a theoretical analysis of the MIN by studying its connectivity,
diameter and the quality of local optima in comparison to other well-known local search
neighborhoods. We show that finding an optimal set of mobile nodes is NP-hard. From
a practical perspective we contribute an extensive computational study comparing differ-
ent node selection approaches and we evaluate the proposed embedding of the MIN in a
simulated annealing (SA) metaheuristic with other solvers from the literature. On the ab-
stract level we show that using a global approach as provided by the MIN is beneficial espe-
cially at the beginning of a search process on large-scale instances or when the time limit is
rather small. However, when sufficient computing resources are available, a combination of
global and local approaches provides the best results.

Organization In the following Section 3.1 we provide an introduction to the MIN, the
VRPU and related literature. In Section 3.2 we describe the considered VRPU and the MIN
more precisely. In Section 3.3 we study the MIN from a theoretical point of view. We
prove that the problem of finding a best set of mobile nodes for a solution is strongly NP-
hard, consider the question of how many nodes may be chosen as mobile, and study the
connectivity of the neighborhood as well as the quality of local optima. Section 3.4 is devoted
to a practical algorithm incorporating the MIN by combining it with a SA acceptance criterion
in a two-stage approach akin to the large neighborhood search (LNS) approach: in the first
stage a set of mobile nodes is selected and in the second stage the selected mobile nodes are
optimally reinserted into the partial solution. For the first stage we propose different node
removal heuristics. Computational results for all the considered approaches are reported in
Section 3.5. The chapter closes with concluding remarks regarding the MIN and implications
for this thesis in Section 3.6.
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3.1 Introduction

The MIN generalizes an exponential neighborhood originally proposed for the traveling sales-
man problem (TSP) in Punnen [87] and Gutin [55]. It is based on first removing a set of
mobile nodes from the tours and subsequently reinserting them in possibly different posi-
tions in the remaining tour. Angel et al. [3] show that in case of the VRPU and a chosen set
of mobile nodes, a best reinsertion of these mobile nodes can be determined in polynomial
time by solving a particular case of a generalized matching problem. However, no computa-
tional study was performed, i.e., it remains unclear how well a very large-scale neighborhood
search (VLSN) procedure utilizing this neighborhood performs. Additionally, several details
of such an approach were not specified by the original authors and there exist many possi-
bilities to implement them. For example, how to choose the nodes that are to be removed
from the tours before they are reinserted in a best possible way.

While a huge amount of literature considers the CVRP, its generalizations and several
variants as described in Section 2.1.1, the VRPU has not been studied that often. Regarding
the VRPU as special case of the CVRP, Campos et al. [24] studied the polytope and inequali-
ties for a specific formulation, while Kudva et al. [71] developed a branch-and-cut method.
The VRPU is also a special case of the black and white traveling salesman problem (BWTSP).
Bourgeois et al. [18] solved the BWTSP heuristically and Ghiani et al. [47] proposed an ex-
act branch-and-cut approach. Talluri [97] considered a special case without arc costs arising
in the maintenance process of aircraft and proposed exact and heuristic methods.

To the best of our knowledge, there are no specialized heuristics for the VRPU itself. How-
ever, the problem has practical relevance since it appears in routing scenarios where all items
have the same size and the vehicle capacity sets only a limit on the number of items trans-
ported simultaneously. These scenarios include the distribution of goods having equal size,
e.g., containers of food or parcels and the transportation of workers or students between
their homes and factories or schools, respectively. Another area of application is the routing
of aircraft with maintenance stops as considered by Talluri [97].

3.2 The multi-insertion neighborhood for the VRPU

The VRPU can be stated as follows. Given a directed graph G = (V,A) with node set
V = t0, 1 . . . ,nu consisting of n customers and a single depot node 0. The arcs (i, j) P A

are weighted with costs or distances cij. We do not assume that the costs satisfy the triangle
inequality, i.e., cih + chj ě cij for all nodes i, j,h is not required. Additionally, there are K

vehicles with capacity C available at the depot node 0. The number K may either be bounded
(K ă n) or unbounded (K = n). The goal is to find a set of at most K tours with minimum
total cost such that every tour starts and ends at the depot 0, every customer is visited exactly
once, and in each tour at most C customers are visited.

For every tour k P t1, . . . ,Ku we denote by ℓk the number of customer nodes in that tour.
A tour k is called active if ℓk ą 0, otherwise it is inactive. For a solution S consisting of K
tours, we denote by ℓ(S) the tuple (ℓ1, . . . , ℓK) and by c(S) its costs.

As the VRPU is a special case of the CVRP, all mathematical formulations for the CVRP
(e.g., Toth and Vigo [98]) can also be used to model the VRPU. However, depending on the
formulation, the model may be simplified with respect to the capacity constraints.

Example 3.1. Consider the VRPU instance shown in Figure 3.1 with n = 5 customers, K = 3
vehicles with capacity C = 3, and costs cij as displayed in Figure 3.1a. A feasible solution S for
this instance with ℓ(S) = (2, 0, 3) is shown in Figure 3.1b. The first and third tours are active
while the second tour is inactive. The total cost of S is c(S) = 13 + 0 + 15 = 28.
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(b) A feasible solution S

Figure 3.1: Example instance for the VRPU.

For the CVRP and other vehicle routing problems (VRPs) several neighborhoods have been
suggested in the literature (cf. Funke et al. [43]). The neighborhoods Nrelocate and Nswap
are two simple and well-known neighborhoods. In Nrelocate, a neighbor solution is obtained
by removing a single node and reinserting it into a possibly different tour at an arbitrary
position while respecting the vehicle capacity C. In Nswap, instead of a single node, two
distinct nodes are selected and their positions are swapped, either in a single tour or across a
pair of tours. Due to the unit demands, swapping is always feasible w.r.t. the vehicle capacity.
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0

1

2

3

4

5

(b) Neighbor in Nswap

Figure 3.2: Examples for the neighborhoods Nrelocate and Nswap based on the solution
S from Figure 3.1b.

Example 3.2. To illustrate these two neighborhoods, two neighbor solutions based on the solu-
tion S from Figure 3.1b are illustrated in Figure 3.2. The solution in Figure 3.2a is achieved by
relocating the node 4 from the third to the first tour when using Nrelocate. On the other hand,
the solution in Figure 3.2b is obtained by swapping the nodes 2 and 4, using Nswap.

In Angel et al. [3], the exponential MIN was introduced as follows. For a given solution
of the VRPU consisting of a set of tours, first a subset of so-called mobile nodes is chosen.
The remaining nodes and the depot are called fixed nodes. A neighbor solution is a set
of tours where each mobile node has been inserted between two fixed nodes and where
at most one mobile node is inserted between two fixed nodes. If m mobile nodes and m

insertion positions have been chosen, there are m! permutations of the nodes to be placed
in the insertion positions. Thus, the number of neighbors in this neighborhood may be
exponential in the number of nodes. However, in [3] it was shown that a best neighbor in
this neighborhood can be calculated in polynomial time given that a set of mobile nodes has
been chosen.

We extend this neighborhood by also varying the subsets of mobile nodes in the first step.
For m P N,m ă n and a given solution S, let MINm(S) be the neighborhood consisting of
all neighbors where an arbitrary subset of m nodes in S is chosen as mobile and reinserted
afterwards according to the requirements of the MIN. Note that there are

(︁
n
m

)︁
possibilities to

choose m mobile nodes among the n customers, however, not all choices lead to feasible
solutions as we show in Section 3.3.2. Additionally, let MINm

+ (S) be the neighborhood

21



Chapter 3 The vehicle routing problem with unit demands

consisting of all neighbors that can be derived by choosing up to m nodes as mobile in S,
i.e., MINm

+ (S) =
Ťm

µ=1 MINµ(S).
Note that in the original neighborhood defined in [3], the number of tours in a solution

cannot increase. Either it remains the same or it decreases if in a tour the depot is the
only fixed node and no mobile node is inserted into this tour. Since sometimes it may be
advantageous to increase the number of tours, we additionally consider insertion positions
in currently inactive tours.
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(d) Neighbor solution S2

Figure 3.3: Examples for neighbors in MIN1(S) and MIN2(S) based on the solution S

from Figure 3.1b.

Example 3.3. Two example neighbors based on the solution S from Figure 3.1b are shown in
Figure 3.3. Removing the mobile node 3 results in the partial solution show in Figure 3.3a. This
corresponds to a move in the neighborhood MIN1, because only a single mobile node is chosen.
Reinserting node 3 between the two fixed nodes 5 and 4 results in the neighbor solution S1 P

MIN1(S) shown in Figure 3.3b. A neighbor in MIN2 is obtained by removing and reinserting
two mobile nodes. The remaining partial solution obtained by removing mobile nodes 3 and
4 as illustrated in Figure 3.3c. After reinserting node 3 between the fixed nodes 5 and 0 and
reinserting node 4 between the fixed nodes 2 and 0, the neighbor S2 P MIN2(S) shown in
Figure 3.3d is obtained. Both neighbor solutions S1,S2 are contained in MIN2

+(S) = MIN1(S)Y

MIN2(S).

The neighborhood MINm is a generalization of the simple neighborhoods introduced
above. It is easy to see that MIN1 corresponds exactly to Nrelocate. A swap of two non-
adjacent nodes in a tour can be simulated with MIN2. In order to swap two adjacent nodes,
we may instead relocate one of them. Thus, Nswap is contained in MIN2

+, however, the re-
verse is not true as MIN2

+ may contain several additional neighbors. On the other hand,
the well-known 2-opt neighborhood for the TSP (remove and insert 2 arcs) is not contained
in MINm

+ for any m, since the subsequence between the two exchanged arcs is effectively
reversed in a 2-opt move.

As shown by Angel et al. [3], after a subset of mobile nodes has been selected, a best
insertion can be calculated in polynomial time. Let Ŝ be a partial solution derived from a
solution S by removing a set U of mobile nodes. Then, a minimum-cost insertion of the
mobile nodes U into Ŝ can be calculated by reducing the problem to the so-called minimum-
weight particular restricted complete matching problem (MIN-WPRCM). The MIN-WPRCM
itself can be reduced to a specific minimum-cost network flow problem (MCFP), which is
then solved in polynomial time. The corresponding MCFP s-t-network G 1 = (V 1,A 1) is
constructed as follows. The node set V 1 = ts, tu YV 1

U YV 1
P YV 1

K is composed of four disjoint
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3.2 The multi-insertion neighborhood for the VRPU

sets: the source and sink nodes ts, tu, a set of nodes V 1
U = tu 1 : u P Uu representing the

mobile nodes U, a set of nodes V 1
K = tκk : k P t1, . . . ,Kuu representing the tours of Ŝ and a

set of nodes V 1
P representing the insertion positions. The set V 1

P contains a node v 1
ij for every

pair (i, j) P V ˆ V if i is visited directly before j in a tour of Ŝ. Additionally, V 1
P contains

a copy of the node v 1
00 for each empty tour in Ŝ. Each arc a P A 1 is associated with a cost

c 1
a and a capacity Capa ě 0. The arc set A 1 = A 1

U Y A 1
P Y A 1

K Y A 1
C is composed of four

disjoint sets. The arcs A 1
U = tsu ˆ V 1

U connect the source node to all mobile nodes. The
insertion arcs A 1

P = V 1
U ˆ V 1

P connect all mobile nodes to all insertion positions. The arcs

A 1
K =

!

(v 1
ij, κk) : v 1

ij P V 1
P, tour k contains arc (i, j)

)

connect all insertion positions v 1
ij to the

node representing the tour k that contains the nodes i and j. The capacity arcs A 1
C = V 1

Kˆttu

connect the tour nodes to the sink node. All arcs a P A 1
U Y A 1

K have zero cost and capacity
Capa = 1. The insertion arcs (u 1, v 1

ij) P A 1
P have cost c 1

u 1v 1
ij
= ciu + cuj ´ cij and capacity

Capu 1v 1
ij
= 1. The capacity arcs (κk, t) P A 1

C have zero cost and capacity Capκkt = C ´ ℓk,

i.e., the capacities of the arcs equal the remaining capacities of the respective tours in Ŝ.
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(b) MCFP s-t-network

Figure 3.4: Example for the construction of the MCFP network. The arcs in Figure (b)
are labeled c 1

a/Capa.

Example 3.4. We consider a VRPU instance with K = 2 vehicles with capacity C = 3, and unit
costs, i.e., for arcs (u, v) P A with u ‰ v the costs are cuv = 1 and cvv = 0 otherwise. In Fig-
ure 3.4a, a partial solution Ŝ and the mobile node set U = t2, 3u are shown. The corresponding
MCFP network is given in Figure 3.4b.

Angel et al. [3] consider the basic vehicle routing model as described in the beginning
of this section. However, heterogeneous vehicle capacities and vehicle fixed costs may be
incorporated into the model such that the ability to calculate minimum-cost insertions in
polynomial time is maintained.

Heterogeneous capacities Instead of homogeneous vehicles with capacity C, the vehicles
k P t1, . . . ,Ku may have individual capacities Ck. To incorporate these capacities, we asso-
ciate each tour with exactly one specific vehicle and modify the capacity arcs (κk, t) P A 1

C

such that Capκk,t = Ck ´ ℓk for each tour k. All other arcs, capacities and costs remain
unchanged.
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Chapter 3 The vehicle routing problem with unit demands

Vehicle fixed costs In the basic model, the maximum number of vehicles K is fixed and
only the travel costs determine the total solution cost. To consider a trade-off between the
number of vehicles used and the travel costs, so-called fixed costs Fk can be associated with
any active tour k. Recall that every node v 1

00 P V 1
P represents a single insertion position in a

currently inactive tour and using such an insertion position turns an inactive tour into a tour
with a single customer. Therefore, we associate such an insertion with the additional fixed
costs Fk and the costs become c 1

u 1v 1
00

= c0u + cu0 + Fk for every u P U.

3.3 Theoretical properties of the multi-insertion neighborhood

In this section, we study the MIN from a theoretical point of view. In Section 3.3.1 we show
that the problem of finding a best set of mobile nodes for a given solution is strongly NP-
hard. In Section 3.3.2 we consider the question of how many nodes may be chosen as mobile
such that a feasible reinsertion can be performed. The connectivity of the neighborhood and
the quality of its local optima are discussed in Sections 3.3.3 and 3.3.4, respectively.

3.3.1 Calculating a best set of mobile nodes is NP-hard

As described above, the techniques in Angel et al. [3] can be used to efficiently determine
best insertion positions for a fixed subset of mobile nodes. In this subsection, we consider the
more general problem of finding a best subset of mobile nodes which leads to a best neighbor
in the complete neighborhood MINm

+ . We prove that this problem is strongly NP-hard.

Proposition 3.1. Calculating a best neighbor solution in the neighborhood MINm
+ is strongly

NP-hard.

Proof. We use a reduction of vertex cover (VC), which is one of the classical 21 problems that
are proven to be strongly NP-hard by Karp [63]. A VC instance consists of an undirected
graph G 1 = (V 1,E 1) and a threshold y P N. It has to be decided whether a node subset
W Ď V 1 with |W| ď y exists such that v P W or w P W for every edge tv,wu P E 1.

Given an arbitrary instance of VC, we construct a VRPU instance with a complete graph
G = (V,A), and a feasible initial solution S, represented by K tours starting and ending at
the depot. We want to decide whether there is a neighbor solution S 1 P MINm

+ (S) with costs
c(S 1) ď y.

W.l.o.g. we may assume that G 1 does not contain isolated nodes (they can never cover an
edge). Let M ą |V 1| be a large number. We define a VRPU instance with n = 2|V 1| + 3|E 1|

customers and vehicle capacity C = maxuPV 1 t|N(u)|u + 2, where N(u) = tu 1 : tu,u 1u P E 1u

denotes the nodes adjacent to u in G 1. All costs between nodes v,w P V with v ‰ w which
are not explicitly specified below, are set to c(v,w) = M.

The graph G of the VRPU instance contains the following nodes V:

– One node 0 corresponding to the depot.

– For each original node u P V 1, we introduce two nodes vua , vub
P V. The arc costs are

set to c(0, vua) = c(vub
, 0) = 0 and c(vua , vub

) = 1.

– For each original edge z = tu,wu P E 1, there are one node ez P V as well as two
node copies vez

u , vez
w P V of the nodes u and w which can cover edge z. The arc costs

are c(0, vez
u ) = c(vez

u , ez) = c(ez, vez
u ) = c(vez

u , 0) = 0 and c(0, vez
w ) = c(vez

w , ez) =
c(ez, vez

w ) = c(vez
w , 0) = 0.

The initial solution S contains K = |V 1| + |E 1| tours and is created as follows:
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3.3 Theoretical properties of the multi-insertion neighborhood

– Each node ez P V representing an edge z P E 1 is arranged in a separate, so-called edge
tour. The costs are c(0, ez) = M and c(ez, 0) = 0, i.e., each of these tours has total
costs of M.

– For every node u P V 1 there is a so-called node tour with |N(u)| + 2 nodes. The node
vua is visited at the beginning of this tour. After it, the |N(u)| nodes ve1

u , ve2
u , . . . ,

v
e|N(u)|

u belonging to the edges e1, e2, . . . , e|N(u)| incident to node u are visited. At the
end of the tour the node vub

is visited. We set the arc costs c(vua , ve1
u ) = c(ve1

u , ve2
u ) =

. . .= c(v
e|N(u)|

u , vub
) = 0, i.e., each of these tours has total costs of 0.

Obviously, the transformation is polynomial in the input length of VC.
In Figure 3.5, we illustrate the reduction by a small example using the graph G 1 with 5

nodes and 5 edges from Figure 3.5a. The resulting initial solution S is shown in Figure 3.5b
where the depot node 0 is reproduced multiple times for better visibility. At the top, the edge
tours with costs of M are shown, below, the node tours with costs 0 can be found.
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(b) Initial solution S corresponding to G 1

Figure 3.5: Example for the reduction

In the following, we show that there is a VC of size at most y in G 1 if and only if there is a
neighbor solution S 1 P MINm

+ (S) with m = 2|E 1| having costs c(S 1) ď y.
“ñ”: Starting with a vertex cover W = tv1, . . . , vγu Ď V 1 with γ ď y nodes, a feasible

neighbor solution S 1 can be created by selecting the nodes ve1
1 , . . . , v

e|N(v1)|

1 , . . . , ve1
γ , . . . ,

v
e|N(vγ)|

γ P V as mobile. Since we select at most
řγ

µ=1 |N(vµ)| ď 2|E 1| = m mobile nodes, the
resulting neighbor S 1 is contained in MINm

+ (S).

25



Chapter 3 The vehicle routing problem with unit demands

The selected mobile nodes are inserted in the edge tours belonging to the edges which
are incident to the corresponding nodes in the original graph. Because each node ez P V

corresponding to edge z P E 1 is in its own tour, there are exactly two insertion positions. If in
the first position no mobile node has been inserted yet, we insert the node there, otherwise,
in the other. Thus, both node copies can be inserted if an edge is covered by two nodes.
Because W is a VC, each edge is covered by at least one node, which avoids the large costs
M per edge. Consequently, all edge tours have costs 0. The node tours corresponding to the
nodes not contained in W remain unchanged and hence have costs 0. In contrast, each node
tour corresponding to a node u P W contains only the nodes vua and vub

with total costs of
1. Because these are the only tours with positive costs and at most y nodes are in the vertex
cover, c(S 1) ď y holds.
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Figure 3.6: Neighbor solution S 1 P MINm
+ (S)

In Figure 3.6, we show a neighbor solution S 1 with c(S 1) = 2 corresponding to the vertex
cover W = tv3, v4u of size 2 for the graph G 1 from Figure 3.5a. Note that here edge e4 is
covered by two nodes.

“ð”: Conversely, we show that from a neighbor solution S 1 with c(S 1) ď y, a VC W with
at most y nodes can be derived.

If the node tour belonging to an original node u P V 1 in the neighbor solution S 1 is changed,
we include node u into the set W. On the other hand, u is not included in W if the tour is
unchanged. First of all, it can be stated that in such a neighbor solution S 1 the edge nodes
ez for all z P E 1 are never chosen as mobile. Otherwise, the large costs M ą y would arise
when inserting ez into a node tour because ez would be adjacent to at least one node that
is not intended to cover the corresponding edge. Likewise, the cost M may not arise in the
edge tour belonging to ez. Therefore, a node covering ez must have been chosen as mobile
and inserted directly next to ez in S 1. Because two mobile nodes cannot be directly inserted
next to each other, ez is inevitably a fixed node. The resulting set W is a VC because each
edge is covered to avoid the costs M in the corresponding edge tour. If nodes from a node
tour are selected as mobile, they must be reinserted either in their original positions or in
an edge tour whose edge is covered by the node. Otherwise, the costs M would arise. If
at least one node has been moved from a node tour to an edge tour, this causes costs of at
least 1. For every node tour corresponding to a node u P V 1, the nodes vua and vub

are never
adjacent in the initial solution S, because G 1 does not contain isolated nodes. Thus, in S 1

the costs of node tours corresponding to nodes not contained in the set W are 0. Because
c(S 1) ď y holds, at most y node tours have been changed. Thus, the set W also contains at
most y nodes.
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3.3 Theoretical properties of the multi-insertion neighborhood

3.3.2 Mobile node selection

In this subsection, we study in more detail how many nodes may be chosen as mobile such
that a feasible reinsertion exists. In the exponential removal-insertion neighborhood for the
TSP suggested by Punnen [87] and Gutin [55], the nodes in a tour are first partitioned into
two sets: a set of mobile nodes, and the remaining fixed nodes. Then, the neighborhood
contains all solutions where each mobile node is inserted between two fixed nodes. Ob-
viously, in order to have a sufficient number of insertion positions, in a TSP with n nodes
at most tn/2u nodes may be chosen as mobile. However, in the VRPU case the situation is
more involved. In the following we show that the maximum number of nodes which may be
chosen as mobile, depends on the instance as well as the current solution’s number of tours.
First, we consider a solution with a single tour containing all n customers. This corresponds
to a TSP tour with n + 1 nodes including the customers and the depot, such that at most
t(n+ 1)/2u customer nodes can be removed. Adding another tour to the solution introduces
another copy of the depot and therefore another arc where a single customer node can be
inserted. We conclude that in the case of K tours the number of mobile nodes can be at most
t(n+ K)/2u.

Punnen’s exponential neighborhood for the TSP permits a feasible reinsertion for any mo-
bile node set of size m ď n/2. Contrary to that, for the more general VRPU with C ă n,
there may be no feasible reinsertions for a given solution and some mobile node sets of size
m ď t(n+ K)/2u. This is due to the fact that the number of insertion positions does not only
depend on the number of available arcs in the remaining tours, but also on the capacities of
the vehicles.

Example 3.5. Consider the initial solution S shown in Figure 3.7a for an instance with n = 6
nodes and K = 2 vehicles of capacity C = 3.
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Figure 3.7: Existence of neighbors depends on the selected mobile nodes.

Not every subset of m = t(n+ K)/2u = t(6 + 2)/2u = 4 mobile nodes can be chosen, as the
example in Figure 3.7b shows, where the partial solution Ŝ1 results from removing the mobile
node set U = t2, 4, 5, 6u. Only one mobile node can be inserted in the left tour due to the limited
tour capacity. As the right tour is inactive, it provides only a single insertion position. Overall,
only two mobile nodes can be inserted in the partial solution Ŝ1, even though there are four
mobile nodes. Thus, there is no valid neighbor solution for the chosen set of mobile nodes. On
the other hand, choosing the nodes U = t1, 3, 4, 6u as mobile results in the partial solution Ŝ2 as
shown in Figure 3.7c. There are two arcs in each tour. In addition, the vehicle capacity in each
tour allows the insertion of two mobile nodes. Thus, there are valid neighbor solutions because
all four mobile nodes can be reinserted. This example shows that the existence of neighbor
solutions does not only depend on the number of mobile nodes, but also on the actually selected
mobile nodes.

For the VRPU a feasible reinsertion for all mobile node sets U Ă V with |U| = m is only
guaranteed for m = 1. To see this, consider a solution S with ℓ(S) = (C, . . . ,C, 2), i.e., K ´ 1
full tours and a single tour K with ℓK = 2. Choosing both nodes from tour K as mobile,
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Chapter 3 The vehicle routing problem with unit demands

leaves a single arc for insertions, i.e., this mobile node set U with |U| = 2 does not permit a
feasible reinsertion.

In the following, we investigate the maximum number of mobile nodes such that at least
one mobile node set of this size allows for a feasible reinsertion. Since all results can be
obtained for the more general setting of heterogeneous vehicle capacities Ck, we study this
setting.

Proposition 3.2. Given a solution S with n customer nodes, K ď n tours and odd capacities
Ck, then for all m ď t(n+ K)/2u there exists a set of mobile nodes U Ă V with |U| = m that
permits a feasible reinsertion.

Proof. Let S be a solution. For each tour k with ℓk ą tCk/2u, we can remove customer nodes
until ℓk = tCk/2u since the number of remaining arcs ℓk + 1 = rCk/2s is exactly as large as
the maximal number of nodes removed from the tour. Therefore, each removed node can be
reinserted into the tour it was removed from. Furthermore, the number of fixed and depot
nodes in each tour is at most as large as the remaining capacity. Hence, all arcs can be used
for insertions without violating any capacity constraint.

Assuming that the total number of selected mobile nodes m 1 is still smaller than
t(n+ K)/2u, we observe that the total number of remaining fixed and depot nodes
f ą r(n+ K)/2s satisfies f ´ m 1 ě 2. Since the number of remaining fixed and depot
nodes f equals the number of insertion positions p and p ´ m 1 ě 2 holds, we can select
another mobile node decreasing p and increasing m 1 by one, respectively. Afterwards, we
still have p ´ m 1 ě 0 and a feasible insertion of all mobile nodes is ensured. The argument
can be iterated until m 1 = t(n+ K)/2u.

For even capacities Ck the situation is more complex as shown in the following example.

Example 3.6. Consider an instance with n = 16 nodes, K = 5 tours, and capacity C = 4. Let
S1,S2 be two solutions with ℓ(S1) = (4, 3, 3, 3, 3) and ℓ(S2) = (4, 4, 4, 4, 0). While 10 mobile
nodes can be selected in S1 (e.g., two from each tour), at most 9 mobile nodes can be selected
in S2. Removing 10 mobile nodes from the first four tours of S2 implies that at least two nodes
need to be moved to the fifth tour. This is impossible as the fifth tour has only a single insertion
position. Hence, for even capacities the maximal number of mobile nodes also depends on the
distribution of nodes among the tours.

However, we can establish the following general bound, independent of the actual node
distribution among the tours.

Proposition 3.3. Given a solution S with n customer nodes, K ď n tours and even capacities
Ck, then for all m ď rn/2s there exists a mobile node set U Ă V with |U| = m that permits a
feasible reinsertion.

Proof. We consider each tour k with ℓk ď Ck individually. Selecting rℓk/2s mobile nodes
leaves tℓk/2u + 1 ě rℓk/2s arcs and at least rℓk/2s of available capacity. Thus, if we select at
most rℓk/2s nodes in each tour a feasible reinsertion exists. Note that selecting exactly rℓk/2s

nodes in every tour ensures that at least rn/2s mobile nodes have been selected in total.

3.3.3 Connectivity of the multi-insertion neighborhood

In this subsection, we study the question for which values of m the neighborhood MINm

is connected, i.e., each solution can be iteratively transformed into any other solution by a
finite number of moves in the neighborhood. Note that exactly m mobile nodes must be
selected for a move in MINm. However, it is often useful if also only µ ă m mobile nodes
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can be chosen. For this purpose, we introduce the concept of so-called dummy nodes. These
are mobile nodes, which are chosen in addition to the µ actual selected mobile nodes and
which can be inserted in their original positions in the target solution. For example, if only
µ = 3 mobile nodes are to be selected in MIN10, we must choose d = m ´ µ = 10 ´ 3 = 7
additional dummy nodes, which can be reinserted in their original positions.

The following lemma guarantees the existence of a minimum number d of possible dummy
nodes. For that matter, two cases are distinguished. In the first case, the µ mobile nodes can
be inserted in arbitrary positions. In the second case, the µ nodes are restricted to be inserted
at the beginning or at the end of a tour, which implies that some more dummy nodes can
be selected.

Lemma 3.1. When using the neighborhood MINµ, at least d = r(n ´ 3µ)/2s dummy nodes
can be selected. If all µ nodes are restricted to be inserted at the beginning or at the end of a
tour, at least d = rn/2s ´ µ dummy nodes can be selected.

Proof. Let S,S 1 be two arbitrary solutions. We show how additional dummy nodes can be
selected to reach S 1 in the neighborhood MINµ(S). The selection of these dummy nodes
depends in particular on the target solution S 1.

A node is called blocked if it is adjacent to one of the µ mobile nodes in the target solu-
tion S 1. When using the MIN, two mobile nodes cannot be inserted next to each other. Thus,
a valid dummy node must not be blocked. If one of the µ mobile nodes is located at the
beginning or at the end of a tour in S 1, it is adjacent to at most one node besides the depot.
Otherwise, at least one of the µ mobile nodes is neither the first nor the last node in a tour
and has therefore exactly two adjacent nodes in S 1. Hence, there are at most 2µ blocked
nodes in the general case and at most µ blocked nodes if all µ mobile nodes are inserted at
the beginning or at the end of a tour.

All µ mobile nodes and the corresponding blocked nodes cannot be chosen as dummy
nodes. Consequently there remain n ´ µ ´ 2µ = n ´ 3µ (respectively n ´ µ ´ µ = n ´ 2µ)
possible dummy node candidates. Because dummy nodes are chosen as mobile, they cannot
be inserted next to each other as well. This means that only half of the candidates can
be chosen as dummy nodes. Thus, there are at least d = r(n ´ 3µ)/2s (respectively d =
r(n ´ 2µ)/2s = rn/2s ´ µ) valid dummy nodes that can be selected.

Example 3.7. Consider the example shown in Figure 3.8 with n = 8 nodes and µ = 2. Assume
that the two mobile nodes 4 and 5 are removed from the solution S and reinserted resulting in
the solution S 1. The nodes 1, 6 and 7 adjacent to 4 and 5 in S 1 are blocked. Hence, the dummy
node candidates 2, 3 and 8 remain and only one of the adjacent candidates 2 and 3 can be chosen
as dummy node. Overall, d = 2 ě r(8 ´ 3 ¨ 2)/2s = 1 dummy nodes can be selected (e.g., nodes
2 and 8).
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(a) Solution S
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(b) Solution S 1

Figure 3.8: Example for choosing valid dummy nodes when using MINµ = MIN2.

Now we can show that the smaller neighborhood MINm 1

is contained in the neighborhood
MINm for 2 ď m 1 ă m if there are a sufficient number of nodes.
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Chapter 3 The vehicle routing problem with unit demands

Lemma 3.2. For all m ě 2, the neighborhood inclusion relationship MINm´1 Ď MINm holds
if n ě 3m ´ 1.

Proof. To simulate the neighborhood MINm´1 with MINm, we must be able to select one
dummy node in addition to the µ = m ´ 1 actual chosen mobile nodes. According to
Lemma 3.1, at least d = r(n ´ 3(m ´ 1))/2s dummy nodes can be selected. Thus, there
exists at least one dummy node if r(n ´ 3(m ´ 1))/2s ě 1 holds which is satisfied for n ě

3m ´ 1.

This lemma implies that for up to m ď (n + 1)/3 mobile nodes, MINm also contains all
solutions which can be generated with fewer mobile nodes.

In Gutin and Yeo [56] it was shown that for the TSP with n nodes (n even) the exponential
removal-insertion neighborhood in general is not connected if the maximal possible number
n/2 of nodes is chosen as mobile. However, if less than n/2 nodes are chosen, the neigh-
borhood is connected even with the additional requirement that all pairs of chosen mobile
nodes are not adjacent in the tour. The following proposition shows that MINm is connected
if up to m = rn/2s mobile nodes are chosen.

Proposition 3.4. The neighborhood MINm is connected if 2 ď m ď rn/2s.

Proof. At first, we define a smaller neighborhood which is connected and contained in MINm

for 2 ď m ď rn/2s. Let Nfirst
relocate Ă Nrelocate denote the neighborhood which allows to remove

one arbitrary node and reinsert it at the beginning of an arbitrary tour. Furthermore, let
Nfirst

2relocate be the neighborhood which allows to remove two arbitrary nodes and reinsert them
at the beginning of two different tours. With the neighborhood Nfirst

2relocate, each distribution
of nodes among the tours can be achieved by iteratively relocating nodes. Thus, for each
given solution we can transform it into a solution having the desired numbers of nodes in
the tours of the target solution. Moreover, the neighborhood Nfirst

relocate allows us to establish
any sequence of nodes inside of each tour. Hence, Nfirst

relocate Y Nfirst
2relocate is connected.

According to Lemma 3.1, at least d = rn/2s ´ µ dummy nodes can be selected when
choosing µ mobile nodes and reinserting them at the beginning or at the end of the tours.
Consequently, MINm includes the neighborhoods Nfirst

relocate (where µ = 1 mobile node is
chosen) and Nfirst

2relocate (where µ = 2 mobile nodes are chosen) if at least m ´ µ additional
dummy nodes can be selected. We have

d ě m ´ µ ô

Qn

2

U

´ µ ě m ´ µ ô

Qn

2

U

ě m.

Since we must choose at least µ = 2 mobile nodes to simulate Nfirst
2relocate, we also must have

m ě 2. Thus, for 2 ď m ď rn/2s the neighborhood MINm contains Nfirst
relocate Y Nfirst

2relocate and
hence is also connected.

As mentioned above, for m = 1, the neighborhood MIN1 corresponds to Nrelocate, which
in general is not connected. For m ą rn/2s, the TSP example from [56] shows that in this
situation MINm may also not be connected.

In Gutin and Yeo [56] it was additionally shown that for the TSP the diameter of the
removal-insertion neighborhood graph is quite small: if among the n nodes, t(n ´ 1)/2u

nodes are chosen as mobile, every solution can be reached from any other solution in at
most four steps in the neighborhood. Moreover, for any µ ď n/2 ´ 1 and t(n ´ µ)/2u mobile
nodes, the diameter of the neighborhood graph is bounded by 8. However, in the situation
of more than one vehicle, we do not have a constant diameter since the following example
shows that there are instances where at least Ω(logn) steps are required.
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3.3 Theoretical properties of the multi-insertion neighborhood

Example 3.8. For λ ě 1 consider a VRPU instance with n = 2λ customers, capacity C = n

and a solution S with n non-empty tours, i.e., each tour serves exactly one customer. The
target solution S 1 contains n ´ 1 empty tours and a single tour with n customers. We choose
one designated tour in S, into which all customers will be inserted. As the designated tour
initially contains 2 arcs, at most 2 customers can be inserted into the designated tour in the first
neighborhood move. The resulting tour contains 3 customers and 4 arcs. Generally, in the µ-th
neighborhood move, at most 2µ customers can be inserted into the designated tour and after
the µ-th neighborhood move the designated tour contains at most 2µ+1 ´ 1 customers. Hence,
reaching solution S 1 from solution S requires at least logn = λ neighborhood moves.

3.3.4 Quality of local optima

In this subsection, we study the quality of local optima w.r.t. MINm. When studying larger
neighborhoods in comparison to smaller neighborhoods, it is often desirable that the former
allow for better local optima. In this way, they compensate for the larger runtime cost associ-
ated with searching these larger neighborhoods for improving neighbor solutions. However,
as shown in Ergun et al. [37], for some exponential neighborhoods this is not always true.
For example, for the TSP the set of local optima w.r.t. the exponential compounded indepen-
dent 2-opt neighborhood is the same as the set of local optima w.r.t. the much smaller 2-opt
neighborhood of size O(n2). However, the following example shows that for the VRPU, even
when the triangle inequality is satisfied, there are solutions that are locally optimal w.r.t.
both neighborhoods Nrelocate and Nswap of size O(n2), but that are not locally optimal w.r.t.
the larger neighborhood MIN2

+ Ą Nrelocate Y Nswap.

Example 3.9. Consider an instance with n = 5 nodes, K = 2 vehicles with capacity C = 4,
and the cost matrix with c ě 4 in Figure 3.9a that satisfies the triangle inequality. Node 1 is
very close to the depot, whereas the remaining nodes t2, . . . , 5u have the larger distance c to the
depot. Therefore, nodes t2, . . . , 5u should be together in one tour, such that the large cost c to
the depot is incurred only once on the way to these far away nodes and once on the way back.

0 1 2 3 4 5
0 0 1 c c c c

1 1 0 c c c c

2 c c 0 1 3 2
3 c c 1 0 2 3
4 c c 3 2 0 1
5 c c 2 3 1 0

(a) Costs cij with c ě 4

0
1

2

34

5

(b) Solution S

0
1

2

34

5

(c) Solution S 1 P MIN2
+(S)

Figure 3.9: Local optimum w.r.t. Nrelocate Y Nswap which is not locally optimal w.r.t.
MIN2

+

A solution S with c(S) = 4c + 3 having nodes t4, 5u in the first tour and nodes t1, 2, 3u in
the second tour, is shown in Figure 3.9b. The nodes within the two tours are arranged in such a
way that an improvement of the solution is only possible if the nodes t2, . . . , 5u are in the same
tour. After any swap move, the nodes t2, . . . , 5u are still in different tours, as only two nodes can
be swapped. Thus, the solution S is locally optimal w.r.t. the neighborhood Nswap. Since only
one node can be shifted by a relocate move, but two nodes need to be shifted in order to insert
the nodes t2, . . . , 5u into a single tour, the solution is also locally optimal w.r.t. Nrelocate. On
the other hand, when using the neighborhood MIN2

+, an improving neighbor solution can be
generated if nodes 2 and 3 are selected as mobile and then reinserted into the left tour between
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Chapter 3 The vehicle routing problem with unit demands

nodes 4 and 5. The resulting neighbor solution S 1 with c(S 1) = 2c+9 is visualized in Figure 3.9c.
This is possible, since MIN2

+ allows to perform two independent relocate moves simultaneously.

3.4 A two-stage approach

The generation of neighbor solutions in MINm can be seen as a two-stage process. In the
first stage, a set of m mobile nodes is selected and removed from the solution. Afterwards,
as described in Angel et al. [3], a best reinsertion of the mobile nodes can be calculated in
polynomial time. Since the subproblem of finding a best subset of mobile nodes in the first
stage is NP-hard (cf. Proposition 3.1), in this section, we propose different heuristics for
this problem.

At first, we use so-called node evaluators which assign an individual non-negative priority
value to each node. A larger priority value increases the probability that a node is chosen as
mobile. Then, so-called node selectors choose the actual mobile nodes based on the priority
values assigned by a node evaluator.

Note that such a two-stage approach can also be perceived as a LNS approach with a
destroy operator that removes nodes from a solution and a repair operator that subsequently
reinserts the removed nodes into the remaining partial solution (cf. Section 2.2.2). As such,
the combination of a node evaluator and a selector corresponds to a destroy operator, and
the optimal reinsertion corresponds to a repair operator, respectively.

The following three node evaluators have been implemented.

– Random evaluator (RD). Assign to each node a random number, uniformly drawn
from the interval [0, 1] Ă R.

– Node count evaluator (NC). Assign to each node the number ℓk of nodes in the cor-
responding tour k that contains the node.

– Cost savings evaluator (CS). Assign to each node i the cost savings of removing the
node from its current position. If node i is currently located between the nodes u and
v, the cost savings are given by max tcui + civ ´ cuv, 0u.

The random evaluator has the advantage that it generates diversified sets of mobile nodes
which may help to leave local optima. On the other hand, the random evaluator has the
disadvantage that it does not use any information about the current solution. Obviously, in
tours with many nodes there exist more insertion positions than in other tours with fewer
nodes. Hence, when using the node count evaluator, nodes are chosen as mobile for which
more insertion positions exist. The idea of the cost savings evaluator is that large deletion
costs indicate that a node is placed in a suboptimal position. Deleting such a node and
reinserting it in another position may have a good chance to improve the solution. Note
that the 2nd and 3rd evaluator may be used in a static or dynamic way. While in a static
procedure, all priority values are calculated only once, in a dynamic procedure, the priority
values may change after selecting a mobile node, e.g., if a node from tour k is chosen as
mobile, then the number ℓk of nodes in tour k is reduced by one.

After an evaluator has assigned a priority value to each node, we use one of the following
selection heuristics to choose a feasible set of mobile nodes. For a given number m ď rn/2s,
the selectors provide a set of m mobile nodes so that at least one feasible neighbor solution
exists. To ensure this, each node selector chooses at most rℓk/2s nodes in each tour k (cf. the
proof of Proposition 3.3).

– General selector (GS). Choose m nodes with the largest priority values ensuring that
at most rℓk/2s nodes are chosen in each tour k.
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3.4 A two-stage approach

– Iterative selector (IS).

1. Among the tours k with less than rℓk/2s chosen mobile nodes, select a node with
largest priority as next mobile node.

2. If in total less than m nodes have been chosen, update the priority values and go
to Step 1.

– Roulette wheel selector (RW).

1. Among the tours k with less than rℓk/2s chosen mobile nodes, select a node with
a probability corresponding to its priority.

2. If in total less than m nodes have been chosen, update the priority values and go
to Step 1.

In the general selector, the node evaluator is used in a static way, i.e., it is called only
once at the beginning of the selection procedure. Contrary to that, the iterative and roulette
wheel selectors use dynamic priority values which are updated each time a node has been
chosen as mobile.

Note that with these three selectors, in principle every subset of m nodes can be selected.
In order to search for good solutions in MINm, we implemented a SA procedure denoted
by MIN-SA that is shown in Algorithm 3.1. The SA portion of the method uses a geometric
cooling schedule with a cooling factor f P [0, 1]. The initial temperature t = c(S)/p depends
on the objective function value c(S) of the initial solution and a fixed parameter p ą 0.

Since good solutions tend to have a smaller number of tours, only initial solutions realizing
the minimum possible number of tours rn/Cs are constructed. Two different start heuristics
are considered. The so-called first-fit heuristic successively inserts nodes at the end of the
first tour which has sufficient capacity. The so-called best-fit heuristic inserts each node in a
position with minimum cost increase, i.e., minimum value ∆cost = cuv + cvw ´ cuw for all
nodes v when inserted between the nodes u and w.

Algorithm 3.1 MIN simulated annealing (MIN-SA)
Input: Initial solution S, e.g., by first-fit or best-fit
Output: Solution S‹ with c(S‹) ď c(S)

1: S‹ Ð S Ź best solution
2: t Ð c(S)/p
3: while time or iteration limit is not reached do
4: Select heuristically a set U of m mobile nodes in S

5: Remove nodes U from S to obtain the partial solution Ŝ

6: Solve the MCFP modeling the corresponding MIN-WPRCM
7: Perform best insertions of nodes U into Ŝ and obtain neighbor S 1 P MINm(S)

8: if c(S 1) ă c(S) or RAND(0, 1) ď e
´

(︂
c(S 1)´c(S)

t

)︂
then

9: S Ð S 1

10: end if
11: if c(S 1) ă c(S‹) then
12: S‹ Ð S 1

13: end if
14: t Ð t ¨ f

15: end while
16: return S‹
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3.5 Computational study

In this section, we present a detailed computational study of the MIN and solution ap-
proaches that incorporate the MIN. First, in Section 3.5.1, the quality of local optima is
examined in comparison to those in smaller neighborhoods. In Section 3.5.2, different val-
ues for the number of chosen mobile nodes and the proposed node selection strategies are
evaluated. Finally, in Section 3.5.3, different MIN-based algorithms are compared to other
VRP heuristics.

For the following experiments, the four instance sets summarized in Table 3.1 have been
used. The set VRPU from [89] (also collected in the TSPLIB [91]) contains VRPU instances
with 16–48 nodes. Since these instances are rather small, we derived other sets of unit-
demand instances CMTU, GoldenU and XU from the CVRP instances of Christofides et al. [27],
Golden et al. [49] and Uchoa et al. [99], respectively. To derive these instances, the cost
matrix was reused and all customer nodes were assigned a demand of 1. The original vehicle
capacity C was adapted for unit demands by calculating the minimum number of tours K

required by any feasible solution to the original CVRP instance. The new capacity C 1 :=
rn/Ks was set in such a way that the resulting number of tours in a VRPU solution is similar
to the number of tours in a corresponding solution to the original CVRP instance.

Table 3.1: Instance sets

|V|

name min. max. #inst. derived from

VRPU 16 48 13 Ralphs [89]
CMTU 51 200 14 Christofides et al. [27]
GoldenU 201 484 20 Golden et al. [49]
XU 101 1001 100 Uchoa et al. [99]

all 16 1001 147 all aforementioned instance sets
allS 16 200 27 VRPU Y CMTU

In the following experiments, the obtained results are reported relative to the values of
best known solutions (BKSs). For the set VRPU, optimal solutions can be obtained at the web
site [89]. For all derived instance sets CMTU, GoldenU and XU the BKS values originate from
our experiments.

All algorithms were implemented in C++ and compiled with GCC version 5.5.0. To solve
the matching problem MIN-WPRCM by network flow techniques, the network simplex al-
gorithm implemented in the Lemon library [33] (version 1.3.1) was used. All experiments
involving the neighborhood MINm and the HGS-CARP solver [100] were run on an Intel
Core i7-3770 3.4GHz machine with 64Bit Ubuntu Linux 16.04 and 16GB RAM.

For comparison, we also used the spreadsheet solver [36] which is embedded in Microsoft
Excel. Since this code is not executable on Linux based systems, all experiments related to
the spreadsheet solver were run on a comparable Intel Core i7-6700 3.4GHz machine with
64Bit Windows 10 and 16GB RAM.

3.5.1 Quality of local optima

In the first experiment, we study the quality of local optima from a practical point of view. In
Example 3.9 we have seen that theoretically there may be solutions which are locally optimal
w.r.t. the smaller neighborhoods Nrelocate and Nswap, but that are not locally optimal w.r.t.
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the larger neighborhood MIN2
+. In the following, we want to see whether such situations

also occur in practice on the aforementioned instance sets. For this purpose, we use an
iterative improvement procedure to compare MIN2

+ with the neighborhoods Nrelocate, Nswap,
and Nrelocate Y Nswap.

To use MIN2
+, for each solution considered during the local search process, all subsets with

one or two mobile nodes are enumerated. For each subset, a corresponding optimal solu-
tion is determined by solving the MIN-WPRCM as a MCFP. Moreover, the best-fit (BF) and
first-fit (FF) heuristics are used to calculate initial solutions. The iterative improvement pro-
cedure is stopped when a local optimum is reached. For each combination of start heuristic,
neighborhood and instance, a single run is performed as the search is deterministic.

Table 3.2 shows the quality of local optima w.r.t. different neighborhoods. The results
are reported grouped by the instance sets and the start heuristics. Columns avg. gap report
the average gaps between the local optimum of a specific start solver and neighborhood
combination and the best local optimum found in any combination. Furthermore, column
avg. time reports the average time to reach a local optimum.

Table 3.2: Quality of local optima w.r.t. different neighborhoods and start heuristics.

avg. gap [%]

start neighborhood VRPU CMTU allS avg. time [ms]

MIN2
+ 0.70 1.18 0.95 30482.67

Nrelocate Y Nswap 6.01 14.42 10.37 34.48
Nrelocate 13.22 19.20 16.32 15.41

BF

Nswap 9.25 19.81 14.73 14.67

MIN2
+ 1.60 2.57 2.11 32414.74

Nrelocate Y Nswap 6.86 13.09 10.09 36.30
Nrelocate 8.31 19.67 14.20 19.74

FF

Nswap 12.06 17.74 15.01 19.22

It can be seen that MIN2
+ leads to the best local optima with average gaps smaller than

2.11% over all runs and smaller than 0.95% for the runs starting from an initial solution
obtained with the BF heuristic. The second best is the neighborhood Nrelocate Y Nswap. Note
that for a few instances, the neighborhood Nrelocate Y Nswap found better local optima than
MIN2

+. On the other hand, the (in general not connected) neighborhoods Nrelocate and Nswap
behave very differently for different instances. This may be due to the fact that with Nrelocate
not every distribution of nodes in a solution can be achieved, while with Nswap only solutions
which have the same numbers of nodes in the tours as in the start solution can be reached.

While MIN2
+ provided the best results, the computation times to reach these local optima

were up to three orders of magnitude larger than those of the other neighborhoods. Thus,
there is an obvious trade-off between the quality of local optima and the required computa-
tion time.

When comparing the results of the two start heuristics, it can be seen that neither BF nor
FF outperforms the respective other for all neighborhoods. For example, on average, BF per-
forms better than FF for MIN2

+, while FF performs better than BF for Nrelocate. However, the
differences between the start heuristics are comparatively small compared to the differences
between the neighborhoods. As BF outperforms FF for MIN2

+, the BF heuristic is used for all
further experiments considering approaches based on MINm or MINm

+ .
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3.5.2 Mobile node selection

The next computational experiment compares the mobile node selection strategies as de-
scribed in Section 3.4. Each selector was tested along with each node evaluator and differ-
ent values for the number m of mobile nodes. Instead of using constant values for m, we
vary them in relation to the total number of nodes n. Ratios between 5% and 50% with
increments of 5% were tested. Each configuration was run in the MIN-SA algorithm with 10
replications and two stopping criteria: (i) a time limit of 60 s and (ii) an iteration limit of
100 000.

Preliminary experiments were conducted to derive the initial temperature t0 and the fi-
nal temperature t‹ as functions of the initial solution S0 and the current best solution S‹,
respectively:

t0 = c(S0) ¨
1

´ ln(0.4)

t‹ = c(S‹) ¨
10´5

´ ln(10´5)

Given the number of remaining iterations and the current best solution, the cooling factor f
can be calculated such that the final temperature will be reached in the last iteration. In the
case of the time limit criterion, the number of remaining iterations needs to be estimated
regularly and the cooling factor is calculated w.r.t. this estimate.

In total, there are too many tested configurations to show all results in detail. At first, we
give an overview of the best combinations of selectors and node evaluators, before studying
different percentages of mobile nodes. We compare our results with BKSs for each instance.

Table 3.3 shows the average gaps to the BKSs over all instances and percentages of mobiles
nodes. Table 3.3a shows the results for the time-based stopping criterion and Table 3.3b for
the iteration-based stopping criterion. The average gaps range from around 2% to around
37% for both criteria. Generally, all completely deterministic combinations, i.e., the selectors
GS and IS combined with the evaluators NC and CS perform worse than combinations in-
cluding either randomized selectors, randomized evaluators or both. The reason is that the
same nodes are chosen over and over again thereby impeding the exploration of the search
space. The evaluator RD should yield equally good results regardless of the chosen selector,
yet small differences remain for both stopping criteria.

Table 3.3: Average gaps to the BKSs [%] for different combinations of selectors and
node evaluators, averaged over all instances and percentages of mobile nodes.

(a) Stopping criterion with time limit 60 s

evaluator

selector RD NC CS

GS 1.98 25.62 23.11
IS 2.07 24.57 36.66
RW 2.11 2.07 4.15

(b) Stopping criterion 100 000 iterations

evaluator

selector RD NC CS

GS 2.11 25.96 23.06
IS 2.20 24.93 36.66
RW 2.15 2.16 4.36

In the following, the most promising combinations for each evaluator are compared. These
include GS-RD representing all combinations of the random evaluator RD and the partially
randomized combinations RW-NC and RW-CS.

The results for the most promising combinations of the three evaluators for the time-based
and iteration-based criterion are given in Tables 3.4 and 3.5, respectively. The tables report
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Table 3.4: Average gaps to the BKSs [%] for the best three node selection heuristics
with different percentages of mobile nodes. Time-based stopping criterion with 60 s.

mobile nodes [%]

instances SEL NE 5 10 15 20 25 30 35 40 45 50

GS RD 5.99 1.37 0.09 0.00 0.01 0.03 0.04 0.24 0.52 2.01
RW CS 7.03 1.47 0.11 0.05 0.09 0.22 0.46 1.11 2.14 4.51VRPU
RW NC 7.03 0.94 0.10 0.01 0.05 0.06 0.07 0.24 0.58 2.08

GS RD 0.77 0.47 0.37 0.48 0.92 1.57 2.79 4.44 6.55 9.39
RW CS 2.32 1.32 1.64 2.33 3.62 5.33 7.34 10.00 12.64 15.71CMTU
RW NC 0.62 0.43 0.35 0.45 0.74 1.50 2.58 4.35 6.40 9.67

GS RD 3.06 0.86 0.24 0.27 0.52 0.89 1.58 2.59 3.90 6.14
RW CS 4.39 1.39 0.97 1.33 2.07 3.08 4.31 6.09 8.02 10.78allS
RW NC 3.44 0.65 0.24 0.26 0.44 0.86 1.48 2.54 3.84 6.33

Table 3.5: Average gaps to the BKSs [%] for the best three node selection heuristics
with different percentages of mobile nodes. Iteration-based stopping criterion with
100 000 iterations.

mobile nodes [%]

instances SEL NE 5 10 15 20 25 30 35 40 45 50

GS RD 6.82 1.00 0.14 0.01 0.02 0.05 0.10 0.35 0.94 2.56
RW CS 7.38 1.66 0.41 0.21 0.26 0.40 0.82 1.50 2.96 5.77VRPU
RW NC 7.38 1.58 0.07 0.06 0.06 0.09 0.15 0.35 1.00 2.80

GS RD 1.14 0.53 0.40 0.53 0.84 1.42 2.64 4.21 6.21 9.15
RW CS 2.93 1.47 1.70 2.44 3.57 5.27 7.42 9.96 12.60 15.54CMTU
RW NC 1.35 0.55 0.48 0.51 0.77 1.36 2.40 3.96 6.22 9.45

GS RD 3.64 0.74 0.28 0.31 0.48 0.82 1.52 2.51 3.89 6.25
RW CS 4.89 1.55 1.13 1.46 2.11 3.13 4.51 6.24 8.36 11.24allS
RW NC 4.00 1.00 0.30 0.31 0.46 0.80 1.41 2.37 3.92 6.53

the average gaps to the BKSs grouped by the percentage of mobile nodes. For each instance
set, the best configuration is highlighted. The results show that the smallest average gaps to
the BKSs are obtained with percentages of mobile nodes ranging from 10% to 30%. For the
smaller VRPU instances, larger percentages of mobile nodes of approximately 20% perform
best, whereas for the larger CMTU instances smaller percentages of 15% are better. This
may be partially related to the fact that with increasing instance size, the time required to
calculate an optimal insertion of the mobile nodes increases drastically.

On the other hand, the observation is consistent for both stopping criteria and may also
originate from differences in the structural properties of the instance sets, e.g., the relation-
ship between the number of nodes, the capacity and the resulting number of tours. Generally,
the combinations GS-RD and RW-NC perform well, with only minor differences. In contrast,
the combination RW-CS is consistently outperformed by the other two combinations, regard-
less of the stopping criterion. This is particularly apparent for larger percentages of mobile
nodes and the larger CMTU instances.

For the iteration-based stopping criterion (Table 3.5), the completely random combination
GS-RD consistently performs best, although the differences to the combination RW-NC are
small. With respect to the time-based stopping criterion, when only the VRPU instances are
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considered, the combination GS-RD performs best with average gaps of 0%. For the CMTU
instances, the combination RW-NC with 15% mobile nodes performs best with an average
deviation of 0.35%. Overall, on the set of all instances, the combinations GS-RD and RW-NC
with 15% mobile nodes perform equally well with an average gap of 0.24%, nevertheless,
the RW-NC combination performs better for 10% and 20% mobile nodes and therefore seems
to depend less on the exact percentage. As the combination RW-NC performs better than
combination GS-RD on the larger CMTU instances and is less dependent on the mobile node
percentages, this combination with 15% mobile nodes is used in further experiments with
time-based stopping criteria.

To establish how the time for calculating a best reinsertion scales with the percentage of
mobile nodes, we recorded the computation times. Figure 3.10 shows the minimum, average
and maximum time over all instances allS and different mobile node percentages ranging
from 5% to 50%. The time required strictly increases with increasing mobile node percent-
ages. Especially, for larger instances the average time required for mobile node percentages
of 50% is six times larger than the time required for mobile node percentages of 5%.
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Figure 3.10: Maximum, average and minimum times required to find a best insertion.

To gain some deeper understanding on how the mobile node percentages relate to the
performance of the neighborhood, we conducted a further experiment. The solver is mod-
ified in such a way that while a regular run is performed, all possible mobile node subsets
U Ď V are enumerated in each iteration. For each subset, we try to calculate a best in-
sertion. If no feasible insertion exists, we record infeasibility of the subset, otherwise, the
resulting neighbor solution’s cost is recorded. The experiment was run on the VRPU instances
gr-n17-k3 (n = 17), gr-n21-k3 (n = 21) and gr-n24-k4 (n = 24). Figure 3.11 shows the
percentages of improving neighbors in the set of feasible neighbors over the first 100 itera-
tions of the process. The resulting patterns are uniform w.r.t. the best ratio of improving to
feasible neighbors and are similar among the considered instances. The best average ratios
are obtained for m = 4 on instance gr-n17-k3, m = 4 on instance gr-n21-k3 and m = 5
on instance gr-n24-k4. These correspond to mobile node percentages of 23.5%, 19% and
20.8%, i.e., m « n/5. These findings reflect the results from Table 3.4 where the best results
were obtained for percentages ranging from 10% to 30%.
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Figure 3.11: Average percentage of improving neighbors for different sizes m of feasi-
ble subsets U.

3.5.3 Comparison to other VRP heuristics

In this subsection, we compare different algorithms based on the exponential MIN to other
heuristics from the literature. As MIN-based algorithms we use

– MIN-SA, corresponding to the proposed SA algorithm, using the best configuration,
i.e., the selection procedure RW-NC and 15% mobile nodes,

– MIN-VND, corresponding to MIN-SA, augmented by a variable neighborhood descent
(VND) with the smaller intra-tour 2-opt, inter-tour relocate and inter-tour string-swap
(cf. Funke et al. [43]) neighborhoods.

The second variant was chosen since applications of VND heuristics to various VRPs have
been rather successful in the past. They combine multiple neighborhoods to escape from
local optima (cf. Section 2.2.1). Since smaller neighborhoods are faster to evaluate than
performing one step in the MIN, this may be more efficient when given a time limit for the
whole algorithm.

To see whether finding an optimal reinsertion of the mobile nodes in the second stage is
really beneficial, we additionally compare the insertion procedure based on exactly solving
the MIN-WPRCM with heuristic node reinsertion procedures from the literature. For this, we
use two LNS variants:

– LNS-MC uses a parallel minimum-cost insertion heuristic, and

– LNS-R2 uses the regret-2 insertion heuristic of Ropke and Pisinger [92].

Since there are no specialized heuristics for the VRPU, for the comparison we use heuristics
for the more general problem with arbitrary demands. Despite the large amount of literature
on VRP solvers, only a few competitive implementations are freely available. We decided to
use

(i) the HGS-CARP solver of Vidal [100], based on a genetic algorithm (GA), implemented
in C++, and

(ii) the spreadsheet solver of Erdoğan [36], based on LNS, implemented in Visual Basic
and running in Microsoft Excel.
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Since the spreadsheet solver only accepts instances with at most 200 nodes, it was only
tested on the instance sets VRPU and CMTU. All other solvers were tested on all instance sets.
To ensure the comparability of the results, a time limit was set. Because the execution of pro-
grams written in Visual Basic is considerably slower than programs produced by optimizing
C++ compilers, the developer of the spreadsheet solver recommends to choose a time limit of
at least 120 s. To compensate for this speed difference, the three time limits 60 s, 300 s, and
600 s were chosen. For each combination we performed 10 replications because all solvers
are randomized.

The computational results are summarized in Table 3.6. The results are grouped by time
limits, solvers, and instance sets. For all tested combinations, the average gaps to the BKSs
are reported. The smallest average gap over all instances is highlighted for each time limit.

Table 3.6: Results for all instance sets and solvers.

avg. gap [%]

time [s] solver VRPU CMTU allS GoldenU XU all

HGS-CARP 0.17 0.16 0.16 1.74 1.13 1.03
spreadsheet 0.32 3.63 2.04 – – –
MIN-SA 0.08 0.32 0.20 3.19 0.99 1.14
MIN-VND 0.11 0.13 0.12 0.69 0.45 0.42
LNS-MC 0.28 1.77 1.06 4.95 12.41 9.31

60

LNS-R2 0.18 0.40 0.29 3.15 2.05 1.87

HGS-CARP 0.17 0.08 0.12 1.02 0.70 0.64
spreadsheet 0.28 2.39 1.37 – – –
MIN-SA 0.07 0.23 0.15 2.42 0.69 0.83
MIN-VND 0.11 0.06 0.09 0.33 0.20 0.20
LNS-MC 0.25 1.53 0.91 2.77 10.84 7.92

300

LNS-R2 0.15 0.27 0.21 2.05 1.57 1.39

HGS-CARP 0.17 0.06 0.11 0.79 0.55 0.50
spreadsheet 0.29 1.88 1.11 – – –
MIN-SA 0.07 0.16 0.12 2.25 0.60 0.73
MIN-VND 0.11 0.04 0.08 0.23 0.15 0.15
LNS-MC 0.22 1.56 0.91 2.17 10.36 7.51

600

LNS-R2 0.15 0.25 0.20 1.74 1.41 1.24

Overall, the gaps to the BKSs are rather small and below 4% for all solvers except LNS-MC
over all time limits and instance sets. The spreadsheet solver is outperformed by all other
solvers but is still competitive, especially on the smaller VRPU instances. However, the results
of the spreadsheet solver for 600 s are still worse than those for the other solvers after 60 s.
Except for the VRPU and the XU instances, the simple MIN-SA solver is outperformed by the
HGS-CARP solver. Especially on the GoldenU instances the margin is comparatively large.
Except for the VRPU instances, MIN-VND consistently outperforms all other solvers, i.e., aug-
menting the exponential MIN by a local search procedure clearly improves the results. The
margin between MIN-SA and MIN-VND is notably larger on the GoldenU instances.

MIN-SA outperforms both LNS variants on all except the GoldenU instances. Among the
LNS variants, LNS-R2 consistently outperforms LNS-MC. These results indicate that it is
beneficial to spend some effort in finding a better or best reinsertion in the second step.
Thus, for the VRPU the MIN-based insertion procedure is competitive with conventional LNS
repair operators.
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Figure 3.12: Average gaps for all solvers and instances with |V| ě n 1 nodes.

To get a clear picture w.r.t. the influence of the instance size, Figure 3.12 shows the av-
erage gaps to the BKSs obtained by the MIN-based solvers, the HGS-CARP solver and the
spreadsheet solver over all instances with |V| ě n 1 nodes. Hence, the values at n 1 = 0 cor-
respond to the values of column all of Table 3.6. For n 1 ď 450 the general results remain
consistent with those over all instances. For larger n 1, the average gap of MIN-SA remains
below the average gap of the HGS-CARP solver, while MIN-VND is consistently outperform-
ing the other solvers. This implies that, for the given time limits, the MIN-based solvers
work rather well on larger instances and are able to reduce the total costs faster than the
HGS-CARP solver, although the latter may outperform the MIN-based solvers for larger time
limits. A possible reason is that the global optimization approach of the insertion procedure
solving the MIN-WPRCM is especially beneficial at the beginning of the search process as it
may perform a lot of relocations simultaneously. Thus, MIN-based solvers may be used to
pre-optimize larger instances before continuing with better but slower solvers.

3.5.4 Large-scale instances

The instance sets summarized in Table 3.1 contain a few instances with more than 1000
nodes. To gain an intuition regarding the performance of the proposed heuristics w.r.t. large-
scale instances, we perform an experiment over generated instances ranging from 1000 to
5000 nodes.

The generation of the instances was performed along the two dimensions number of nodes
and cost structure. The considered numbers of nodes are |V| P t1000, 2000, 5000u. The
costs are either Euclidean or asymmetric. Initially the nodes are sampled randomly from the
Euclidean plane. In case of Euclidean costs, the costs cij are derived from the distances
between the sampled points i and j. For asymmetric costs, we start from the Euclidean costs
and set each pair of nodes’ direct connection cost cij := ∞ with probability 0.5. Subsequently,
we calculate all-pairs shortest path (APSP) over the complete directed graph with arc weights
cij and replace all costs cij = ∞ with the cost of the corresponding shortest path. Thus, the
costs cij satisfy the triangle inequality. For each combination of number of nodes and cost
structure, nine instances were generated for a total of 54 instances.

The solvers HGS-CARP, MIN-SA and MIN-VND were run on all instances for time limits
1800 s and 3600 s with 10 replications. The results are summarized in Table 3.7. Column
structure reports the cost structure, column time the time limit and column |V| the number of
nodes, respectively. The average gaps to the best obtained solutions are reported in columns
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avg. gap and the number of best solutions reached in the respective group of cost structure,
time limit and number of nodes is reported in columns #best. If a solver was not able to
obtain solutions over all runs in a group, we removed the solver from the analysis.

Table 3.7: Results for the generated large instances.

avg. gap [%] #best

structure time [s] |V| HGS-CARP MIN-SA MIN-VND HGS-CARP MIN-SA MIN-VND

1000 1.74 1.96 0.42 0 0 9
2000 – 2.24 0.73 – 0 91800
5000 – 0.96 2.40 – 6 3

1000 1.33 1.79 0.22 0 0 9
2000 2.04 2.00 0.26 0 0 9

euc

3600
5000 – 0.39 1.92 – 6 3

1000 2.37 4.21 0.90 1 0 8
2000 3.59 3.48 1.24 0 0 91800
5000 – 1.22 5.04 – 9 0

1000 1.70 3.87 0.48 2 0 7
2000 2.79 3.22 0.33 0 0 9

asym

3600
5000 – 0.25 4.53 – 8 1

With the given time limits, the HGS-CARP solver was unable to provide feasible solutions
for the instances with 5000 nodes and for some instances with Euclidean cost structure and
2000 nodes. However, for all other groups HGS-CARP outperformed MIN-SA more often
than not, especially for the larger time limit. Nevertheless, on average, HGS-CARP is always
outperformed by MIN-VND.

Comparing MIN-SA and MIN-VND we observe that, on average, MIN-VND outperforms
MIN-SA over all instances with 1000 and 2000 nodes while for instances with 5000 nodes
the relationship is reversed. Our interpretation is as follows: For 5000 nodes the VND re-
quires a rather large share of the total time limit to improve solutions while the overall
number of iterations and thus, applications of the MIN, becomes rather small. At this point,
performing more iterations of the MIN alone becomes beneficial as its global search approach
can perform multiple improving small moves at the same time without searching for improv-
ing moves over and over again. We conjecture that the pattern observed for instances with
1000 and 2000 nodes does surface as well for instances with 5000 nodes if the time limit is
increased appropriately.

In summary, this experiment highlights the advantages of the MIN’s global approach in
comparison to local search approaches like the VND: In the beginning of a search process or
when the time or computational budget is strictly limited, the global approach can be used
to efficiently improve solutions and move into promising regions of the search space. Then,
more fine-grained local search approaches can be used to improve solutions even further.

3.5.5 Impact of MCFP algorithm implementations

The MIN-based solver implementations considered so far are using the network simplex im-
plementation of the Lemon [33] graph algorithms library to solve the underlying MCFP.
However, a variety of algorithms to solve the MCFP exists and for many of these algorithms
multiple implementations across different graph algorithm libraries are available. For a gen-
eral in-depth analysis of different MCFP algorithms and their implementations, we refer the
reader to Kovács [70].
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The scope of the following experiments is to establish an intuition of the impact that
different choices of MCFP algorithms and their implementations have w.r.t. the structure of
the MCFP arising in the MIN.

Table 3.8: MCFP algorithm implementations and graph libraries.

library version MCFP algorithm identifier

BGL [95] 1.58.0
cycle canceling BGL-CC
successive shortest path BGL-SSP

Lemon [33] 1.3.1

capacity scaling Lemon-CaS
cost scaling Lemon-CoS
cycle canceling Lemon-CC
network simplex Lemon-NS

OGDF [25] 2020.02 network simplex OGDF-NS

To facilitate the experiment, we reimplemented the MIN-SA and MIN-VND solvers us-
ing five different MCFP algorithms from the Lemon graph library, the Boost Graph Library
(BGL) [95] and the Open Graph Drawing Framework (OGDF) [25]. The libraries and im-
plementations are summarized in Table 3.8. The solvers were run on all instance sets VRPU,
CMTU, GoldenU and XU for three time limits of 60 s, 300 s and 600 s with 10 replications for
each combination, respectively. Each combination was required to perform at least a single
iteration of the MIN or the MIN in conjunction with the VND. Combinations that failed to
obtain a solution on any of the 10 replications are excluded from the corresponding analysis.

The average gaps to the BKSs for MIN-SA and MIN-VND are reported in Table 3.9. All
MIN-SA combinations successfully obtained solutions. Over all instances, the average gaps
for MIN-SA range from 1.35% to 51.17% and 0.80% to 34.25% for runs over 60 s and 600 s,
respectively. Hence, the choice of the MCFP algorithm and its implementation may have a
rather large impact. The BGL-CC algorithm performed worst by a large margin. However,
the Lemon-CC algorithm performed clearly better and outperforms the BGL-SSP implemen-
tation, i.e., choosing one implementation over another of the same algorithm may have a
larger impact than choosing another algorithm altogether. The Lemon-NS consistently per-
forms best followed by the Lemon-CaS and OGDF-NS implementations.

For MIN-VND certain combinations with BGL-CC, BGL-SSP and Lemon-CaS were unable
to perform a full iteration over all instances of the two larger instance sets GoldenU and
XU. We observe that differences between the different algorithms and implementations are
a lot smaller for MIN-VND as the time spent on solving the MCFP relative to the total time
limit decreases due to the time spent on the VND. The Lemon-NS still consistently performs
best but the results are marginal when compared to the other promising combinations with
OGDF-NS, Lemon-CaS and Lemon-CoS.

In conclusion, the choice of algorithm and implementation combination can have a sig-
nificant impact on the results reported. The results show that the choice for the Lemon-NS
implementation is well-founded.

Implications In Section 2.2.4 we discussed empirical heuristics research and the question
of the required implementation effort. In this context the above experiments comparing
different MCFP algorithms to solve the MIN-WPRCM subproblem lead to the following con-
clusions.

When developing solution methods that utilize external codes in a blackbox fashion to
solve subproblems, time needs to be invested to select appropriate implementations to solve
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Table 3.9: MIN-SA and MIN-VND with different MCFP algorithm implementations.

avg. gap [%]

MIN-SA MIN-VND

time [s] MCFP alg. VRPU CMTU GoldenU XU all VRPU CMTU GoldenU XU all

BGL-CC 3.30 27.51 0.05 69.24 51.17 0.73 0.10 – – –
BGL-SSP 0.64 8.84 0.02 5.38 4.93 0.26 0.08 1.39 – –
Lemon-CaS 0.37 4.48 0.01 1.47 1.65 0.21 0.08 1.00 – –
Lemon-CoS 0.51 5.20 0.02 1.70 1.91 0.26 0.08 1.05 0.71 0.66
Lemon-CC 0.66 7.11 0.11 2.97 3.06 0.30 0.08 1.20 0.82 0.76
Lemon-NS 0.36 3.71 0.01 1.19 1.35 0.23 0.08 1.05 0.66 0.62

60

OGDF-NS 0.39 4.48 0.08 1.51 1.68 0.21 0.09 1.06 0.68 0.63

BGL-CC 1.52 21.64 0.04 53.52 39.50 0.47 0.09 5.63 – –
BGL-SSP 0.33 5.28 0.00 1.98 2.10 0.13 0.08 0.57 0.49 0.43
Lemon-CaS 0.28 2.97 0.00 0.93 1.06 0.06 0.08 0.42 0.33 0.29
Lemon-CoS 0.27 3.33 0.00 0.99 1.15 0.07 0.08 0.45 0.34 0.31
Lemon-CC 0.38 4.12 0.09 1.38 1.55 0.13 0.08 0.53 0.40 0.37
Lemon-NS 0.21 2.67 0.00 0.78 0.92 0.06 0.08 0.45 0.30 0.28

300

OGDF-NS 0.23 2.98 0.07 0.93 1.06 0.08 0.09 0.48 0.32 0.30

BGL-CC 1.12 18.68 0.02 46.45 34.25 0.39 0.09 4.52 – –
BGL-SSP 0.29 4.31 0.00 1.48 1.62 0.06 0.08 0.44 0.35 0.31
Lemon-CaS 0.22 2.65 0.00 0.78 0.91 0.08 0.08 0.34 0.23 0.22
Lemon-CoS 0.27 2.86 0.00 0.84 0.99 0.05 0.08 0.30 0.24 0.22
Lemon-CC 0.28 3.37 0.08 1.11 1.25 0.06 0.08 0.41 0.29 0.27
Lemon-NS 0.18 2.36 0.00 0.67 0.80 0.04 0.08 0.32 0.23 0.21

600

OGDF-NS 0.20 2.67 0.07 0.78 0.92 0.05 0.09 0.35 0.23 0.22

these subproblems. The time to invest should be proportional to the expected time the
subproblem solution process consumes relative to the total solution time, i.e., more time
needs to be invested for a subproblem that is solved multiple times than a subproblem that
is solved once, e.g., to derive an initial solution. This holds for most research on heuristic
and exact methods alike as either a fixed time limit is used or the time is reported for some
other fixed parameter, e.g., iteration limit.

Failing to select suitable implementations may have the following consequences, among
others, for the results obtained from empirical research: (i) proposed methods could be dras-
tically improved by simply exchanging the implementation of subproblem solution processes
and (ii) proposed methods seemingly outperforming methods relying on unsuitable subprob-
lem solution implementations may actually be outperformed by the latter if a suitable choice
had been made.

We suggest (i) to utilize battle tested implementations that have been rigorously evaluated
and tested by the scientific community and (ii) to perform sensitivity analyses of the impact
of different implementations if there is reason indicating that the performance of the overall
solution method is tightly coupled to the performance of the subproblem solution method.

3.6 Conclusions

In this chapter we extended, analyzed and evaluated the MIN for the VRPU as proposed by
Angel et al. [3].

To make the neighborhood MINm usable in an actual solver implementation, first a subset

44



3.6 Conclusions

of m mobile nodes has to be chosen before these nodes can be inserted in a best possible
way to generate a neighbor solution. While in [3] it was shown that a best insertion can be
calculated in polynomial time, we proved that choosing a best mobile node set is strongly
NP-hard.

In contrast to the simpler TSP, we have shown that the maximum number of nodes which
may be chosen as mobile, depends on the instance as well as the number of tours in the
current solution. Furthermore, the existence of feasible neighbors additionally depends on
the actual set of mobile nodes. Additionally, we have shown that for 2 ď m ď rn/2s the
neighborhood MINm is connected.

Since the subproblem of selecting a best subset of mobile nodes is NP-hard, we proposed
and implemented several node selection heuristics. The experiments have shown that ran-
domized selection strategies perform well. Especially, the roulette wheel selector with prob-
abilities based on the number of nodes in the tours performed best.

Finally, the neighborhood MINm was used in two variants of a SA algorithm and compared
to two simple LNS heuristics as well as to two VRP heuristics from the literature. Variant (i)
uses only MINm, while variant (ii) augments the algorithm with a VND procedure using four
small neighborhoods. The results show that variant (i) performs quite well on all considered
instances, outperforming the spreadsheet solver and the LNS-based solvers. On the other
hand, it did not perform as well as the HGS-CARP solver. In contrast, variant (ii) consistently
outperformed all other solvers.

Further experiments on synthetic large-scale instances have shown that for large instances
and comparatively small time limits the MIN-SA approach obtained the best results. How-
ever, when the time limit is increased or the instance size is decreased, then the MIN-VND
approach obtained the best results. This indicates that the MIN is especially useful in the
early phase of the search process to improve the initial solution efficiently. Additionally, we
tested different MCFP algorithms and implementations. The results show that the choice of
the algorithm and implementation is important w.r.t. the final results.

In conclusion, the MIN utilizes structural properties of the VRPU and is able to exceed the
solution quality of smaller neighborhoods. From a practical perspective, MINm on its own is
easy to implement but is outperformed by a VND combined with smaller neighborhoods. The
time required to setup the MCFP graph and to calculate a best reinsertion by exactly solving
a matching problem requires a comparatively large amount of time and it is therefore better
to use additionally smaller neighborhoods to find improving neighbor solutions. However, if
the computational budget is strictly limited relative to the sizes of the considered instances,
then it is beneficial to use the MIN in isolation to efficiently reach more promising regions
of the search space and continue with additional, more granular neighborhoods from there.
These results are in line with many results from the literature on exponential neighborhoods,
where a better trade-off between solution quality and calculation time tends to be realized
using smaller (non-exponential) neighborhoods.
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Chapter 4

The preemptive stacker crane problem

In this chapter, we study the preemptive stacker crane problem (PSCP) from theoretical and
practical perspectives. The PSCP is a single-vehicle unit-capacity one-to-one pickup and de-
livery problem (PDP) with preemption, the single-vehicle analogue to transshipments. Parts
of this chapter have already been published in the peer-reviewed research article Graf [52].

Contribution On the theoretical side, we contribute new bounds for the maximum im-
provement enabled by allowing preemption and the maximum improvement enabled by
allowing additional nodes that are only used for preemption but neither for pickups nor
deliveries. We study these bounds for asymmetric and symmetric costs and provide ex-
ample instances showing tightness for all provided bounds. Additionally, we identify two
polynomial-time solvable subproblems that allow to constrain the search space to permu-
tations of the input requests in theory. On the practical side, we contribute efficient and
effective construction heuristics based on heuristics for the asymmetric traveling salesman
problem (ATSP). Our heuristics outperform the state-of-the-art algorithms in the quality of
the obtained solutions as well as the required computation time. Finally, a computational
study provides further insights regarding the improvement made possible by allowing pre-
emption on realistic instances.

Organization We first introduce the problem and its surrounding context and literature in
Section 4.1. The PSCP and accompanying notation are introduced formally in Section 4.2.
In Section 4.3 theoretical properties of the PSCP are considered. The main focus is on the
benefits of preemption and explicit drop nodes, i.e., nodes not associated with any request,
as well as reduced solution representations. Subsequently, in Section 4.5 we discuss three
construction heuristics for the PSCP and their variants. An extensive computational study re-
garding the proposed algorithms is described in Section 4.6 followed by concluding remarks
in Section 4.7.

4.1 Introduction

The PSCP has been studied in various variants over the past three decades. The goal is
to derive a minimum-cost routing for a single unit-capacity vehicle satisfying a given set of
one-to-one pickup and delivery requests with the possibility to preempt requests, i.e., to drop
their payloads temporarily at arbitrary nodes.

The preemption of requests allows the vehicle to intertwine the transportation of two or
more requests despite its unit-capacity. Recall the precedence constraints resulting from a
pickup and delivery setting, i.e., pickup locations need to be visited prior to their corre-
sponding delivery locations. With preemption allowed, additional precedence constraints
are implied as a vehicle can only pickup a request from an intermediate location that has
been visited earlier and where the corresponding delivery has been performed. Colloquially
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speaking, preemption may be interpreted to be the single-vehicle analogue of transshipments
in multi-vehicle pickup and delivery settings.

The motivation to allow preemption is economic in that it enables cost savings in cer-
tain scenarios. In more detail, it allows to decrease the routing cost by reducing the costs
associated with deadheadings, i.e., parts of the tour that the vehicle is performing empty
without transporting any request. Similar to the multi-vehicle pickup and delivery variants
with transshipments, additional locations may be used to facilitate preemption and reduce
the costs even further. The differences between preemptive and non-preemptive tours with
and without additional locations are illustrated in the following Example 4.1.

Table 4.1: Cost matrix with entries cij providing costs from i to j.

0 1 2 3 4 5
0 0 2 9 5 8 6
1 2 0 7 4 7 4
2 9 7 0 7 4 4
3 5 4 7 0 4 3
4 8 7 4 4 0 3
5 6 4 4 3 3 0

0 1 2

3 4

5

(a) Non-preemptive tour Π1

0 1 2

3 4

5

(b) Preemptive tour Π2

0 1 2

3 4

5

(c) Preemptive tour Π3

Figure 4.1: Preemptive and non-preemptive vehicle tours.

Example 4.1. Consider a PSCP instance with nodes v P t0, . . . , 5u and three requests. The
requests are defined by pairs of corresponding pickup and delivery nodes: r1 = (1, 2), r2 = (2, 1),
r3 = (3, 4). Node v = 0 corresponds to the depot, where the vehicle is initially located and
where it must be located again at the end of the tour. Node v = 5 is an additional node not
associated with any pickup or delivery node and therefore does not have to be visited by the
vehicle. Table 4.1 provides the symmetric costs satisfying the triangle inequality for all pairs of
nodes. Figure 4.1 shows three feasible vehicle tours:

Π1 = x0, 1, 2, 1, 3, 4, 0y

Π2 = x0, 1, 3, 4, 3, 2, 1, 0y

Π3 = x0, 1, 5, 3, 4, 5, 2, 1, 0y

Tour Π1 performs each request directly from pickup to delivery and is thus non-preemptive with
total cost c(Π1) = 32. In contrast, tour Π2 preempts request r1 = (1, 2) at node 3 to perform
request r3 = (3, 4) resulting in total cost c(Π2) = 30. The savings of Π2 compared to Π1 result
from the combination of the deadheadings associated with request r3 and the transportation of
r1. Thus, the total cost decreased despite the fact that the cost induced by the transportation
of r1 increased. Tour Π3 is structurally similar to tour Π2, i.e., only request r1 is preempted in
favor of request r3. However, the preemption is performed at the additional node 5 instead of
the pickup node 3 reducing the total cost c(Π3) = 29 even further.
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Literature

The stacker crane problem (SCP) is introduced by Frederickson et al. [42] as a mixed arc rout-
ing problem, i.e., all transportation requests are modeled as directed arcs while all other con-
nections are undirected. They assume the triangle inequality and describe a 9

5 -approximation
algorithm by first calculating a minimum-weight cycle cover (matching) followed by use of
the Christofides heuristic (cf. [26]) for the metric traveling salesman problem (TSP). Fred-
erickson and Guan [40] show that the SCP remains hard when the underlying network is
restricted to tree structures and they develop a 5

4 -approximation algorithm. In contrast, for
line and circular structures the SCP becomes polynomial-time solvable as shown by Atallah
and Kosaraju [10].

Quilliot et al. [88] consider the (asymmetric) PSCP and derive a randomized Monte-Carlo
insertion heuristic (MCI) and a variable neighborhood descent (VND) iterative-improvement
heuristic. They also provide a Miller-Tucker-Zemlin (MTZ) (cf. Miller et al. [79]) style mixed-
integer programming formulation and calculate optimal values for smaller benchmark in-
stances. An exact branch-and-cut approach for the single-vehicle preemptive pickup and deliv-
ery problem (SPPDP) and for its special case the PSCP is developed in Kerivin et al. [65].

Like the SCP, the PSCP becomes solvable in polynomial time when it is restricted to certain
graph structures. Atallah and Kosaraju [10] provide exact algorithms for line and circular
structures while Frederickson and Guan [41] provide an exact algorithm for the PSCP on
a tree.

Anily and Hassin [6] introduce the swapping problem (SP), a generalization of the PSCP
that relaxes the one-to-one correspondence between pickup and delivery nodes. Each node
may demand one unit of a commodity and may provide one unit of a possibly different com-
modity. Preemption is allowed for a specified commodity subset. As such, the original SP is
also called the mixed swapping problem (MSP), while the SP and preemptive swapping prob-
lem (PSP) correspond to the non-preemptive and preemptive variants, respectively. Anily
and Hassin [6] describe a 5

2 -approximation algorithm for the MSP. Anily et al. [5] consider
the MSP on a line and propose an exact polynomial-time algorithm. Similarly, for the PSP on
a tree, Anily et al. [4] develop a 3

2 -approximation algorithm. Furthermore Bordenave et al.
[17] develop a heuristic for the MSP that is based on calculating a minimum-weight cycle
cover for each commodity and a post-processing phase aimed to improve the solutions by
use of preemption. They show that the cost of the initial minimum-weight cycle cover is a
lower bound of the total solution cost. Additionally, Bordenave et al. [16] describe an exact
branch-and-cut algorithm for the PSP.

4.2 Problem description and notation

The PSCP is formally defined as follows. Let V be a finite set of nodes and v0 P V a specific
depot node. Furthermore let R = tr1, . . . , rmu be a set of m requests, each request r P R is
associated with a pickup node v´

r P V and a delivery node v+r P V. Let V´
R Ă V be the set

of pickup nodes and V+
R Ă V be the set of delivery nodes, respectively. The set of requests

implies a disjoint partition of the node set V = VR Y VU Y tv0u with the set of implicit drop
nodes VR = V´

R YV+
R and the set of explicit drop nodes VU = Vz(VR Y tv0u) which are neither

the pickup or the delivery of any request nor the depot. A cost function c : V ˆ V Ñ Rě0
satisfying the triangle inequality provides the costs for all connections (v,w) P V ˆ V. To
ease the notation, distances of node sequences are denoted by c(vi, . . . , vj) = c(vi, vi+1) +
c(vi+1, vi+2) + ¨ ¨ ¨ + c(vj´1, vj).

A single vehicle with unit-capacity, initially located at the depot v0, needs to transport each
request exactly once and return to the depot. Due to the unit-capacity at most one request
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may be transported at any time. When preemption is allowed, a currently loaded request
r P R may be dropped at an intermediate node v P Vztv´

r , v+r u instead of being directly
transported to its delivery node v+r . If a request has been dropped at a node, it needs to be
reloaded, i.e., picked up again at a later time and is then either delivered to v+r or another
intermediate node and so on.

The goal is to find a feasible minimum-cost routing of the vehicle, starting and ending at
the depot and satisfying all requests while respecting the unit-capacity constraint.

A straightforward representation of a solution S is by a finite sequence of nodes Π =
xvΠ1 , . . . , vΠ|Π|

y with vΠ1 = vΠ|Π|
= v0 corresponding to the directed closed walk of the

vehicle. Each arc (vΠi´1 , vΠi
), 2 ď i ď |Π| is either associated with a request r P R being

transported on that arc or a deadheading. The cost of a solution is the sum of costs between
consecutive nodes c(Π) =

ř|Π|

i=2 c(vΠi´1 , vΠi
). As the triangle inequality holds, (i) consec-

utive deadheadings and (ii) consecutive arcs transporting the same request may be joined,
e.g., two deadheading arcs (vi, vj) and (vj, vk) are joined into the deadheading arc (vi, vk).
As such, it is sufficient to consider sequences with consecutive arcs corresponding to either
different requests or a request and a deadheading.

Additionally we use so-called simplified alternating sequences (SASs). In contrast to arbi-
trary sequences, a SAS consists of arcs alternating between transportation of requests and
deadheadings, e.g., a sequence xv´

r1 , v´
r2 , v+r2y transporting r1 from its pickup node to the

pickup of r2 to drop it there is expanded into the sequence xv´
r1 , v´

r2 , v´
r2 , v+r2y with an addi-

tional zero-cost deadheading from v´
r2 to v´

r2 . To simplify even further, each drop is associated
with its own drop node, i.e., a drop node is copied for each drop in the sequence such that
the sequence becomes xv´

r1 ,u, v´
r2 , v+r2y where u is a copy of v´

r2 and associated with the drop
of request r1. Thus, in the Eulerian digraph induced by a SAS, all pickup and delivery nodes
have indegree and outdegree of one while all drop nodes have indegree and outdegree of
two, respectively.

As consecutive arcs transporting the same request are merged, each request is transported
over a set of non-consecutive arcs which induce a directed path from v´

r to v+r via zero or
more drop nodes. This path p(r) = xv´

r , . . . , v+r y is called the request path of r (cf. [65]).
Each drop node v P p(r)ztv´

r , v+r u implies a cycle in the tour Π corresponding to the arcs
between the drop of r at v and its subsequent reload at v. This subsequence Π(r, v) Ă Π is
called drop cycle. Two drop cycles overlap if they share at least one arc. A drop cycle Π(r, v)
is contained in another drop cycle Π(r 1, v 1) if all arcs of the former are contained in the latter,
i.e., Π(r, v) Ď Π(r 1, v 1).

v0

v´
r1

v+r1

v1

v´
r2 v+r2

v´
r3

v+r3

v´
r4

v+r4

v´
r5

v+r5

v2

Figure 4.2: A solution satisfying five requests R = tr1, . . . , r5u starting at the depot v0.
Arcs that carry a request are drawn solid while deadheading arcs are drawn dotted.

Example 4.2. Consider the solution illustrated in Figure 4.2. The drop cycle Π(r1, v1) is isolated
and does not contain any further drop cycles. In contrast, drop cycle Π(r3, v´

r4) contains the drop
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cycle Π(r4, v2), i.e., the drop and the reload at v´
r4 occur before and after the transport of r5,

respectively. Nodes v1, v2 P VU are explicit drop nodes and node v´
r4 P VR is an implicit

drop node.

To identify different problem variants, SCP and PSCP denote the fully non-preemptive
and fully preemptive problem variants, respectively. Additionally, PSCPH denotes a PSCP
problem with VU = H, i.e., without explicit drop nodes. Mixed problems are not considered
explicitly.

4.3 Theoretical properties

The main results of this section consider the benefits of preemption, the benefits of explicit
drop nodes and reduced representations of the problem. By combining two results from the
literature, we show that preemption may improve the total cost by at most 50%. Additionally,
it is shown that explicit drop nodes may improve the total cost by up to 50% in case of
asymmetric distances and up to 33.3% in case of symmetric distances. In case of line- or
circular structures, explicit drop nodes do not provide any benefit. Tightness is shown for all
provided bounds.

4.3.1 Tree-structured solutions

First, a fundamental result of Quilliot et al. [88] is reproduced, as it is the basis for all newly
presented results in this chapter. The proofs are provided constructively, i.e., all restructuring
methods described in the proofs can be turned into algorithms.

Definition 4.1 (Bipartite ordered tree (BOT)). A bipartite ordered tree is a tree whose nodes
are partitioned into two sets A, B such that (i) nodes in A only have children in B and vice
versa and (ii) each node’s children are arranged in a totally ordered sequence.

For a given node a P A in tree T , σT (a) denotes the child sequence of a consisting of
nodes in B and vice versa for nodes b P B, σT (b) denotes the child sequence consisting of
nodes in A. For a given sequence σT (a) = xb1, . . . ,bky, we denote by σ̃T (a) = σT (b1)‘¨ ¨ ¨‘

σT (bk) the sequence resulting from the concatenation of the children’s child sequences. If
the corresponding tree T is obvious from context, it is omitted and we write σ(a) and σ̃(a),
respectively.

Quilliot et al. [88] introduce the concept of bipartite ordered tree (BOT) in the context of
the asymmetric PSCP. They state that a BOT is consistent with a given instance if (i) the
BOT is partitioned between the sets V and R, (ii) the root node is v0 P V, (iii) every request
r P R occurs exactly once in the BOT and (iv) every leaf node in the tree is a request node.
Note that not every explicit drop node needs to be present in the tree. They show that every
consistent BOT corresponds to a PSCP solution.

Given a consistent BOT T and a drop node v P T with its child sequence σ(v) = xr1, . . . , rky,
the arc (v, r1) P T implies that the vehicle performs deadheadings from v to v´

r1 and later on
from v+rk back to v. In between, the vehicle performs deadheadings from v+ri to v´

ri+1 for
each arc (ri, ri+1) P T , i P t1, . . . ,k ´ 1u. For a request node r and its child sequence
σ(r) = xv1, . . . , vky the arc (r, v1) P T implies that the vehicle transports request r from its
pickup node v´

r to v1 and later on from vk to its delivery node v+r . In between, the request
is transported from vi to vi+1 via arcs (vi, vi+1) P T , i P t1, . . . ,k ´ 1u. A leaf node r always
implies a direct transportation from v´

r to v+r .
In other words, a request node r with its child sequence of drop nodes σ(r) = xv1, . . . , vky

corresponds to the request path p(r) = xv´
r , v1, . . . , vk, v+r y. Similarly, the subtree rooted at

a drop node v P σ(r) corresponds to the induced drop cycle Π(r, v).
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v0

v´
r1 v+r1

v´
r2 v+r2

v´
r3 v+r3

v´
r4 v+r4

v´
r5 v+r5

v1

v2

v´
r4

(a) Abstract view of the solution shown in Fig-
ure 4.2.

v0

r1

r2

r3

r4

r5

v1

v2

v´
r4

(b) BOT of the solution

Figure 4.3: (a) shows an abstract view of the solution shown in Figure 4.2. Note that
in contrast to Figure 4.2, the drop of r3 at v´

r4 and the pickup at v´
r4 are represented by

two distinct nodes. (b) shows the corresponding BOT.

Example 4.3. Figure 4.3 shows an abstract view of the solution depicted in Figure 4.2 and the
corresponding BOT. The child sequence σ(r1) = xv1y of request r1 in the BOT corresponds to
the request path p(r1) = xv´

r1 , v1, v+r1y containing only a single drop node. The subtree rooted
at drop node v´

r4 corresponds to the drop cycle Π(r3, v´
r4) and represents all vehicle movements

after the drop of request r3 at v´
r4 and prior to its subsequent reload at the same node v´

r4 . The
subtree at v´

r4 contains the subtree at v2 and thus, the drop cycle Π(r4, v2) is contained in the
drop cycle Π(r3, v´

r4).

The BOT structure implies that if two drop cycles overlap, then one is fully contained in
the other. The sequence of vehicle movements and the total costs can be derived from a
BOT by a depth-first traversal. Quilliot et al. [88] further show that such a representation is
actually sufficient to represent at least one optimal solution for any PSCP instance:

Theorem 4.1 (Quilliot et al. [88]). For each instance of the asymmetric PSCP there exists a
consistent BOT that corresponds to an optimal solution.

Proof. We show that an arbitrary feasible solution Π can be transformed into a
BOT-structured solution S without any cost increase, i.e., c(S) ď c(Π). For that, it is suf-
ficient to transform the sequence Π into a so-called BOT-structured sequence Π 1. We say a
sequence Π 1 is BOT-structured if for all pairs of distinct drop-cycles one is fully contained in
the other or vice versa:

@Π 1(r, v),Π 1(r 1, v 1) Ď Π 1 : Π 1(r, v) Ď Π 1(r 1, v 1) _ Π 1(r 1, v 1) Ď Π 1(r, v) (4.1)

We call a pair of drop-cycles non-conforming iff they overlap but neither one is contained in
the other. A BOT-structured sequence Π 1 can be transformed into a BOT-structured solution
S trivially.

Initially, we assume the sequence Π to be a SAS, i.e., all pickup and delivery nodes have
exactly one incoming and one outgoing arc while drop nodes have exactly two incoming and
two outgoing arcs.

Assuming that Π does not conform to Property (4.1), then we can identify two drop-cycles
Π(r, v) and Π(r 1, v 1) with underlying subsequence p = xv, . . . , v 1, . . . , v, . . . , v 1y Ď Π. Let
p = xvy ‘ p1 ‘ xv 1y ‘ p2 ‘ xvy ‘ p3 ‘ xv 1y be a decomposition of the subsequence into three
disjoint subsequences such that subsequence p1 corresponds to the sequence between the
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first visit of v and the first visit of v 1, p2 corresponds to the sequence between the first visit of
v 1 and the second visit of v and p3 corresponds to the remaining subsequence between the
second visit of v and the second visit of v 1.

v

v 1

(a) No dependence

v

v 1

v2

(b) Dependence p1 Ñ p2

v

v 1

v2

(c) Dependence p1 Ñ p3

v

v 1

v2

(d) Dependence p2 Ñ p3

Figure 4.4: Dependencies between the subsequences of non-conforming pairs of drop-
cycles. The subsequence depicted in (a) is p = xv, vp, v 1, v, vd, v 1y with p1 = xvpy,
p2 = xy and p3 = xvdy.

In fact, we can always identify two drop-cycles such that the subsequences p1, p2 and p3
are pairwise independent and can be performed in any order without violating the prece-
dences implied by the request paths as illustrated in Figure 4.4a.

Suppose a pair of non-conforming drop-cycles rooted at v and v 1, respectively. Assuming
that the independence between subsequences p1, p2 and p3 is violated, three cases need to
be considered.

(i) There is a dependence p1 Ñ p2, i.e., p1 has to be performed prior to p2 as illustrated
in Figure 4.4b. Then there must be a drop node v2 such that the drop-cycles Π(r2, v2)
and Π(r 1, v 1) are non-conforming and their associated sequence

p 1 = xv2, . . . , v 1, . . . , v2, . . . v 1y Ă p ñ |p 1| ă |p|

is a proper subsequence of p.

(ii) There is a dependence p1 Ñ p3 as illustrated in Figure 4.4c. Then there must be a
drop node v2 such that the drop-cycles Π(r2, v2), Π(r 1, v 1) and the drop-cycles Π(r, v),
Π(r2, v2) are non-conforming and their associated sequences

p 1 = xv2, . . . , v 1, . . . , v2, . . . v 1y Ă p ñ |p 1| ă |p|

p2 = xv, . . . , v2, . . . , v 1, . . . , v2y Ă p ñ |p2| ă |p|

are proper subsequences of p.

(iii) There is a dependence p2 Ñ p3 as illustrated in Figure 4.4d. Then there must be a
drop node v2 such that the drop-cycles Π(r, v) and Π(r2, v2) are non-conforming and
their associated sequence

p 1 = xv, . . . , v2, . . . , v 1, . . . , v2y Ă p ñ |p 1| ă |p|

is a proper subsequence of p.
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Thus, as long as non-conforming pairs exist in Π, we can find a pair whose sequences
p1, p2 and p3 are independent by iterating cases (i)–(iii) and continuing the search over
subsequence p 1 instead of p. The property |p 1| ă |p| guarantees that the search terminates.

v

v 1

vp

vd

. . . . . . . . .

(a) Non-conforming drop-cycles

vp

vd

. . . . . . . . .

(b) Transformed and cycles removed

Figure 4.5: Removal of non-conforming drop-cycles with independent subsequences.

Suppose v and v 1 are the drop nodes corresponding to non-conforming drop-cycles sat-
isfying the independence condition for subsequences p1, p2 and p3. Then we modify the
sequence and perform the path xvy ‘ p3 ‘ xv 1y ‘ p2 ‘ xvy ‘ p1 ‘ xv 1y instead of p, thereby
eliminating both drops and their corresponding cycles. This transformation is illustrated in
Figure 4.5. The cost of the resulting sequence does not increase as the set of arcs remains
the same, although consecutive deadheadings and arcs transporting the same request may
be merged without cost increase due to the triangle inequality.

Thus, unless Π is BOT-structured, we can find two non-conforming drop-cycles and re-
move them by restructuring the sequence. This transformation does not introduce any new
drop nodes and thus no further drop-cycles. Iterating the given approach transforms Π into a
BOT-structured sequence Π 1 without increased cost. The BOT-structured solution S derived
from Π 1 has equal cost, i.e., c(S) = c(Π 1) ď c(Π). Given that Π is optimal, then S is optimal
as well.

From Theorem 4.1 Quilliot et al. [88] conclude that solving the asymmetric PSCP is essen-
tially a tree construction problem.

There are various direct implications of Theorem 4.1, such that there always exists a so-
lution satisfying the following properties. First, if two drop cycles overlap, then one is con-
tained in the other or vice versa. As empty drop cycles are unnecessary, each drop cycle
consumes at least one request and therefore at most |R| ´ 1 drops are required and at least
one request is never dropped. Also, as the child sequence of a BOT’s drop node corresponds
to a sequence of requests, the first node in a drop cycle corresponds to a pickup and the last
node corresponds to a delivery, respectively. Besides these direct implications of the BOT
structure, the following properties constrain the search space even further.

Proposition 4.1. There exists an optimal solution for the PSCP such that

(i) each node is used for at most one drop,

(ii) no request is dropped at the depot node v0,

(iii) active implicit drop nodes contain their corresponding request at the beginning or end of
their drop cycle.

Proof. Properties (i) and (ii) are already proven in Anily and Hassin [6] for the PSP. Prop-
erty (i) is proven again in Quilliot et al. [88] for the PSCP on solutions represented by
sequences Π. With respect to BOTs, proofs for both properties are rather intuitive, hence,
we include them for the sake of completeness. In contrast, to the best of our knowledge,
property (iii) has not been stated before.
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Suppose an optimal consistent BOT solution. All three properties will be proven by re-
structuring the BOT. Assuming property (i) is not satisfied, there must be at least two drop
nodes vi = vj in the BOT. Without loss of generality the child sequence of vi is appended to
the child sequence of vj and vi is removed from the BOT, i.e., σ(vj) Ð σ(vj) ‘ σ(vi). Due to
the triangle inequality, the cost of the resulting BOT does not increase. This approach is iter-
ated until each node is used for at most one drop. Property (ii) is a special case of property
(i) and proven in the same way, i.e., the child sequence of any drop node v 1 = v0 associated
with the depot node is appended to the depot’s child sequence σ(v0) Ð σ(v0) ‘ σ(v 1) and
removed from the BOT.

Regarding property (iii), suppose that a drop is performed at an implicit drop node v P

tv´
r , v+r u and that the request path of the corresponding request r is not contained in the

induced drop cycle as illustrated in Figure 4.6a. As request r is not contained in σ(v), there
must be another drop node v 1 P V with r P σ(v 1). As such, the sequence σ(v) is inserted
either prior to r in σ(v 1) if v = v´

r or after r if v = v+r and the drop node v is removed from
the tree. This scenario is illustrated in Figure 4.6b for v = v´

r . The cost of the resulting BOT
does not increase due to the triangle inequality.

This restructuring is impossible when r is in fact contained in σ(v). Hence, a drop at
an implicit drop node is only necessary if the request path of the corresponding request is
contained in the induced drop cycle.

If r is contained in σ(v) but neither at beginning nor the end, then σ(v) can be reordered
appropriately without cost increase due to the triangle inequality.

v´
r

v´
r1 v+r1

v´
r2v+r2

r

(a) Drop at implicit drop node

v´
r

v´
r1 v+r1

v´
r2v+r2

r

(b) Rerouted and drop removed

Figure 4.6: (a) shows request r1 being dropped at the implicit drop node v´
r , but

request r itself is not contained in the induced drop cycle. Hence, there is another visit
of v´

r to pickup r, shown in gray. Due to Proposition 4.1 the drop can be removed as
shown in (b).

Therefore the search space can be restricted to consistent BOTs that satisfy the properties
of Proposition 4.1. We call a consistent BOT satisfying these properties canonical.

4.3.2 Benefits of preemption

The main reason for preemption and transfers is the possible decrease in deadheadings and
therefore in total cost. This gives rise to the question regarding the relationship between the
costs of an optimal non-preemptive and an optimal preemptive solution. First, a result for
the PSP on a tree is reproduced and then extended to the PSCP.
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Theorem 4.2 (Anily et al. [4]). The costs of optimal solutions to the preemptive swapping
problem on a tree c(S‹

PSP-tree) and the non-preemptive swapping problem on a tree c(S‹
SP-tree)

satisfy
c(S‹

SP-tree) ď 2c(S‹
PSP-tree)

In other words, preemption may reduce the cost by up to 50%. The given bound is tight.

Anily et al. [4] provide a proof by transforming a preemptive solution into a
non-preemptive solution while using each arc of the original solution at most twice. They
also construct an example that actually realizes the given bound. The connections between
the PSP-tree and the PSCP are twofold: (i) both are special cases of the PSP and (ii) both
exhibit tree structured solutions due to the underlying tree structure in case of the PSP-tree
and Theorem 4.1 in case of the PSCP, respectively. Hence, some results for the PSP-tree can
be transferred to the PSCP, e.g., Algorithm 4.1 to transform a preemptive PSCP solution into
a non-preemptive SCP solution.

Algorithm 4.1 Remove preemption
Input: BOT rooted at drop node v P V

Output: Non-preemptive solution sequence
Let σ(v) = xr1, . . . , rky. We perform the following two-step recursive procedure:

1. If at least one of requests ri P σ(v) has a non-empty subtree |σ(ri)| ě 1, then traverse
the path

p1 = xvy ‘ σ̃(v) ‘ xvy,

implied by the corresponding request paths. For each drop node v 1 P σ̃(v) on path p1
this procedure is called recursively. After the traversal, arrive back at v.

2. Traverse the path
p2 = xv, v´

r1 , v+r1 , . . . , v´
rk

, v+rk , vy

implied by the children again, this time without visiting the drop nodes and instead
performing the requests directly. After the traversal, arrive back at v.

To obtain a non-preemptive sequence of requests the procedure is started on the BOT’s root
node v0 P V.

v0
v´
r1

v+r1
v´
r2 v+r2

u1 u2

v´
r3 v+r3 v´

r4 v+r4

v´
r5

v+r5

(a) Preemptive solution

v0
v´
r1

v+r1
v´
r2 v+r2

u1 u2

v´
r3 v+r3 v´

r4 v+r4

v´
r5

v+r5

(b) Additional deadheadings

v0
v´
r1

v+r1

v´
r2 v+r2

v´
r3 v+r3 v´

r4 v+r4

v´
r5

v+r5

(c) Non-preemptive solution

Figure 4.7: Example transformation of a preemptive to a non-preemptive solution.

Example 4.4. Consider the preemptive solution depicted in Figure 4.7a. When starting Al-
gorithm 4.1 from the depot node v0, we observe that the request path of request r2 P σ(v0)
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contains two further drop nodes u1 and u2, i.e., the subtree of r2 is non-empty. Thus, the al-
gorithm introduces deadheadings along the path to u1 as illustrated in Figure 4.7b. The single
request r3 in the subtree rooted at u1 has an empty subtree itself, thus r3 is performed directly.
The same holds for r4 and u2. Then, additional deadheadings from u2 back to v0 are introduced
concluding the first step of the algorithm. In the second step, all requests in σ(v0) are performed
along their original request paths, but without performing the actual drops. Finally, consecutive
deadheadings and consecutive transportations of the same request are merged resulting in the
non-preemptive solution shown in Figure 4.7c.

Lemma 4.1. Algorithm 4.1 constructs a feasible non-preemptive solution S 1 from a consistent
BOT S with cost c(S 1) ď 2c(S).

Proof. The proof is similar to the proof given by Anily et al. [4] for Theorem 4.2. Assume a
drop node v in the BOT supplied to Algorithm 4.1. The path from v through all the pickups,
request paths and deliveries of σ(v) and back to v without contained drop cycles is

p = xv, v´
r1y ‘ σ(r1) ‘ xv+r1 , . . . , v´

rk
y ‘ σ(rk) ‘ xv+rk , vy.

The paths p1 and p2 are subsequences of p and therefore c(p1) + c(p2) ď 2c(p) holds.
For each drop node v the algorithm traverses p1 and p2 thereby at most doubling the cost.
Pickups and deliveries are only performed during the traversal of p2 and are therefore non-
preemptive and feasible.

Using Algorithm 4.1 the result of Anily et al. [4] can be extended to the PSCP.

Proposition 4.2. The costs of optimal solutions to the preemptive stacker crane problem c(S‹
PSCP)

and the non-preemptive stacker crane problem c(S‹
SCP) satisfy

c(S‹
SCP) ď 2c(S‹

PSCP)

The bound is tight, even for points on the line.

v0
v´

1 v´
2 v´

3

¨ ¨ ¨

v´
k

vk+1

v+1 v+2 v+3 v+k

α α α α α α

1
k

1
k

1
k

1
k

Figure 4.8: Instance construction adapted from Anily et al. [4] with k + 2 requests
R = t(v0, vk+1), (vk+1, v0), (v´

1 , v+1 ), . . . , (v´
k , v+k )u. All costs are symmetric, α ą 0 and

all unspecified costs derive from the shortest paths via specified edges. The depot
coincides with v0.

Proof. The relationship c(S‹
SCP) ď 2c(S‹

PSCP) follows directly from Lemma 4.1. To prove the
tightness, the proof given by Anily et al. [4] for the PSP on a tree is reproduced. Consider the
instance provided in Figure 4.8. The optimal preemptive solution has cost c(S‹

PSCP) = 2(k +
1)α + 2. A non-preemptive solution may start satisfying the requests (v´

r , v+r ), r P t1, . . . ,ku

from v0, vk+1 or both. This will incur at least 2kα additional cost. As k approaches infinity,
the bound is realized:

lim
kÑ∞

c(S‹
SCP)

c(S‹
PSCP)

= lim
kÑ∞ 2(k+ 1)α+ 2kα+ 2

2(k+ 1)α+ 2 = 2
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Additionally, as the cost 1
k approaches zero, the constructed graph is collapsed to a line.

Note that the result implies that each α-approximation algorithm for the SCP is 2α-
approximation algorithm for the PSCP, e.g., the algorithm of Frederickson et al. [42] pro-
vides a 18

5 -approximation or better for the PSCP.

4.3.3 Benefits of explicit drop nodes

As noted in Section 4.1, additional nodes or explicit drop nodes not associated with pickup
or delivery operations may enable further cost savings when preemption is allowed. In
a realistic setting this leads to the question whether it makes sense to look out for these
explicit drop nodes and increase the set of explicit drop nodes to facilitate an even larger
reduction in total cost. Thus, in the following paragraphs we study the maximum benefits of
explicit drop nodes.

Due to Proposition 4.2, the maximum improvement possible by considering an optimal set
of explicit drop nodes is bounded by 50% because the benefit of explicit drop nodes cannot
exceed the benefit of preemption itself. First, we show that it is not possible to improve the
bound for asymmetric costs.

Proposition 4.3. The costs for optimal solutions to the asymmetric PSCP c(S‹
PSCP) and the

asymmetric PSCP without explicit drop nodes c(S‹
PSCPH

) satisfy

c(S‹
PSCPH

) ď 2c(S‹
PSCP)

The bound is tight.

v´
1

v+1

v´
2

v+2

v2 vi

v´
i

v+i

vn

v´
n

v+n

α

α

α

α

α

α

α

α

α

α

α

α

2α 2α 2α 2α2α

Figure 4.9: Instance construction for n requests R = tr1, . . . , rnu. Specified costs are
α ą 0 and unspecified costs equal the lengths of shortest directed paths via specified
arcs, e.g. c(v´

1 , v´
n) = 2(n ´ 1)α. The depot coincides with node v´

1 .

Proof. Due to c(S‹
PSCPH

) ď c(S‹
SCP) the bound follows transitively from Proposition 4.2. The

tightness is shown by the example instance given in Figure 4.9. The minimum cost between
any pair of distinct pickup or delivery nodes vi, vj P tv´

1 , . . . , v´
n, v+1 , . . . , v+nu is c(vi, vj) ě 2α.

Hence, the cost of a closed tour visiting all these nodes provides a lower bound LBPSCP(n) =
4nα for the total cost of any preemptive solution.

The optimal preemptive solution starts by picking up request r1 and drops it at v2 for
request r2. Request r2 is dropped at v3 for r3 and so on until request rn is performed directly.
Afterwards the dropped requests are reloaded and completed in reverse order for a total cost
c(S‹

PSCP(n)) = 4nα = LBPSCP(n).
Assuming that drops at the explicit drop nodes v2, . . . , vn are prohibited, there are three

options: (i) drop request ri P Rztrnu at node v´
i+1, (ii) at node v+i+1 or (iii) perform requests

ri P R directly, without a drop. All options incur additional cost of 4α per request dropped
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in the preemptive solution S‹
PSCP. This observation yields the lower bounds LBSCP(n) =

LBPSCPH
(n) = LBPSCP(n) + 4(n ´ 1)α = 8(n ´ 1)α+ 4α. A solution realizing c(S‹

PSCPH
(n)) =

LBPSCPH
(n) can be constructed by dropping requests ri P Rztrnu at v´

i+1 instead of vi+1.
Then, the ratio of costs c(S‹

PSCPH
(n)) and c(S‹

PSCP(n)) realizes the bound as n approaches
infinity:

lim
nÑ∞

c(S‹
PSCPH

(n))

c(S‹
PSCP(n))

= lim
nÑ∞ 8(n ´ 1)α+ 4α

4nα = lim
nÑ∞ 8(n ´ 1)α+ 4α

4(n ´ 1)α+ 4α = 2

The established bound on the benefits of explicit drop nodes is as large as the bound on
the benefits of preemption itself. While the bound on the benefits of preemption is tight
even for points on the line, the bound on the benefits of explicit drop nodes can be further
tightened for special cases. First, we consider symmetric costs.

v´
r1

v+r1
¨ ¨ ¨

v´
rk

v+rk

v1 v2 v3

v

a1 a2

a

¨ ¨ ¨ ¨ ¨ ¨ ¨ ¨ ¨

Figure 4.10: Example drop node v with two deadheadings a1, a2 connecting it to its
subsequence σ(v) = xr1, . . . , rky with σ(r1) = xv1, v2y and σ(rk) = xv3y. Assuming
symmetric costs, the cost of arc a is bounded by both, the combined costs of arcs a1,
a2 and by the cost of the solid path from v´

r1 to v+rk .

Proposition 4.4. The costs for optimal solutions to the symmetric PSCP c(S‹
PSCP) and the sym-

metric PSCP without explicit drop nodes c(S‹
PSCPH

) satisfy:

c(S‹
PSCPH

) ď
3
2c(S

‹
PSCP)

That is, introducing explicit drop nodes may improve the costs by at most 33.3%. The bound is
tight.

Proof. Consider an optimal solution S‹
PSCP represented by a consistent BOT. This solution is

transformed into a solution S‹
PSCPH

by replacing all drops at explicit drop nodes with drops
at implicit drop nodes. Let v be an explicit drop node in S‹

PSCP and let σ(v) = xr1, . . . , rky

be its sequence of requests as depicted in Figure 4.10. The drop node v is connected to its
sequence via two deadheading arcs a1 = (v, v´

r1) and a2 = (v+rk , v). If c(a1) ď c(a2) then the
drop at v is replaced by a drop at v´

r1 , otherwise it is replaced by a drop at v+rk . In both cases
the additional deadheading a = (v+rk , v´

r1) is performed, either to get from the drop node v+rk
to the first pickup of the drop cycle v´

r1 or to get from the last delivery of the drop cycle v+rk to
the drop node v´

r1 . The deadheadings a1,a2 of the prior drop node v are replaced by either
two traversals of a1 or two traversals of a2, respectively.

The path from the first pickup of the drop cycle through all the other pickups, request
paths and deliveries of σ(v) to the last delivery of the drop cycle without contained drop
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cycles is
p = xv´

r1y ‘ σ(r1) ‘ xv+r1 , . . . , v´
rk

y ‘ σ(rk) ‘ xv+rky

and due to symmetry, the cost of the deadheading a is bounded by the cost of this path:
c(a) ď c(p). Note that path p may contain further explicit drop nodes v 1, e.g. v1, v2, v3 in
Figure 4.10, but does not contain any deadheadings connecting these drop nodes to their
sequences σ(v 1). Likewise, due to symmetry and the triangle inequality, the cost of the
deadheading a is bounded by the costs of the deadheadings connecting the drop node v

to its sequence: c(a) ď c(a1) + c(a2). Without loss of generality, assume c(a1) ď c(a2).
Then, the way from the prior drop node v to the new drop node v´

r1 and back incurs cost
2c(a1) ď c(a1) + c(a2). Therefore, the cost associated with the drop v in S‹

PSCP is cPSCP =
c(a1)+ c(a2)+ c(p) and the cost associated with the drop v´

r1 in S‹
PSCPH

is cPSCPH
= 2c(a1)+

c(p) + c(a).

cPSCPH

cPSCP
=

2c(a1) + c(p) + c(a)

c(a1) + c(a2) + c(p)

ď
c(a1) + c(a2) + c(p) + c(a)

c(a1) + c(a2) + c(p)

= 1 +
c(a)

c(a1) + c(a2) + c(p)

ď 1 +
c(a)

2c(a) =
3
2

That means, for each explicit drop node, the cost of its associated deadheading a1 + a2 is at
most doubled. These deadheading arcs a1, a2 are themselves never contained in any path p,
hence the cost being doubled is at most 50% of the total cost.

Tightness is shown by example. Again, the instance depicted in Figure 4.9 is used, but the
arc orientations are ignored and only the undirected graph is considered, thus ensuring sym-
metric costs. As before, the optimal preemptive solution has total cost c(S‹

PSCP(n)) = 4nα.
In contrast to the asymmetric case, prohibiting drops at the explicit drop nodes v2, . . . , vn
does only incur additional costs of 2α per request dropped in the preemptive solution. This
holds for all possible options, i.e., drops at v´

i , drops at v+i and no drops at all. As such,
the lower bounds on the total cost are LBSCP(n) = LBPSCPH

(n) = LBPSCP(n) + 2(n ´ 1)α =
6(n ´ 1)α + 4α. A solution realizing LBPSCPH

(n) can be constructed by dropping requests
ri P Rztrnu at nodes v´

i+1. The ratio of the costs realizes the bound as n approaches infinity:

lim
nÑ∞

c(S‹
PSCPH

(n))

c(S‹
PSCP(n))

= lim
nÑ∞ 6(n ´ 1)α+ 4α

4nα = lim
nÑ∞ 6(n ´ 1)α+ 4α

4(n ´ 1)α+ 4α =
3
2

When the structure is constrained further to line- and circular geometric structures, ex-
plicit drop nodes do not provide any benefit, i.e., it is sufficient for drops to occur at implicit
drop nodes.

Proposition 4.5. Explicit drop nodes cannot improve the costs of optimal solutions to the
PSCPH on line- and circular geometric structures.

Proof. Suppose an optimal PSCP solution on a circle that contains a drop at an explicit drop
node v. Due to the symmetric distances, v minimizes the sum of distances to exactly four
nodes, the nodes before and after v on the request path and the first and the last node
of the induced drop cycle. As v is part of an optimal solution, two of these nodes must
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v1
v2

v

(a) Optimal drop node v

v1
v2

v

(b) Non-optimal drop node v

Figure 4.11: A drop node v connected to four points on a circle or line. The drop
node v is optimally placed and minimizes the distance to all four nodes as long as it is
located on the arc between v1 and v2.

lie on either side of v. Moving v to the right or left would increase the distance to the
two nodes on the side being moved from, but would also decrease the distance to the two
nodes on the side being moved to by the same margin. Therefore all points between the
drop node’s nearest right and left neighbors incur equal cost. This property is illustrated in
Figure 4.11. Hence, v may be moved to the left or the right until it coincides with one of
the four nodes it is connected to. Let v 1 be that node. Two cases need to be considered. If
v 1 is an implicit drop node, then an explicit node has been transformed into an implicit drop
node without increasing the cost. If otherwise v 1 is also an explicit drop node, then the drop
cycles associated with v and v 1 can be merged into a single drop cycle due to Proposition 4.1.
Both cases do not increase the cost of the solution. Hence, the argument is iterated until all
explicit drop nodes are removed. The result also holds for points on the line, as a line can
be transformed into a circle by connecting its endpoints by a sufficiently large arc.

4.4 Reduced representations

In the context of the SPPDP and the PSCP, Kerivin et al. [65] consider the concept of minimal
solution representations. They define a minimal solutions representation in the following
way:

Definition 4.2 (Minimal representation [65]). A tractable representation must contain
enough information to assert in polynomial time whether or not a feasible solution can be
obtained from it. A (inclusionwise) minimal representation is a tractable one from which no
information can be removed without losing the polynomial tractability.

A pedantic interpretation of this definition might assert that for any problem exhibiting a
polynomial-time tractable feasibility problem the zero-bit empty word is a legitimate minimal
representation because a feasible solution can always be obtained from the problem instance
without any extra knowledge. However, we are confident that the objective value of the
encoded solution is relevant as well, although it is not explicitly mentioned in the definition.

Therefore, we refrain from the use of the term minimal representation and instead use the
term reduced representation adopting the notion of redundant information that can be recov-
ered in polynomial time. In more detail, we assume a solution S in a specific representation,
e.g., a BOT with cost c(S). If information can be omitted from said representation and the
remaining information is sufficient to obtain a solution S 1 with c(S 1) ď c(S) in polynomial
time, then the original representation without this polynomial-time recoverable information
corresponds to a reduced representation.

For the PSCP Kerivin et al. [65] show that the set of request paths in conjunction with the
set of arcs traversed by the vehicle provide a reduced solution representation. A correspond-
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ing optimal ordering of the vehicle’s arcs that satisfies all request paths can be calculated in
polynomial time.

In the following we take a similar route and show that canonical BOTs actually encode
redundant, polynomial-time recoverable information. Nevertheless, canonical BOTs remain
a sensible solution representation for heuristic construction and improvement methods for
the PSCP. We develop two algorithms to (i) obtain a minimum-cost request path for a given
request and a sequence of child requests and (ii) obtain a minimum-cost BOT for a sequence
of requests. Both algorithms are based on the computation of shortest s-t-paths in directed
acyclic graphs (DAGs) G = (W,A) with indeg(s) = outdeg(t) = 0. Such a shortest path can
be calculated in O(|A|) time by topological traversal.

4.4.1 The request path problem

Problem 4.1 (Request path problem (RPP)). Given a request r P R and a sequence of unique
requests π = xr1, . . . , rky with ri ‰ r, 1 ď i ď k. Find a minimum-cost request path σ(r) such
that σ̃(r) = π.

In other words, the goal of the RPP is to determine a composition of the input request
sequence π into 1 ď k 1 ď k consecutive non-overlapping segments and a sequence of drop
nodes σ(r) = xv1, . . . , vk 1y of length k 1. The i-th segment corresponds to the child sequence
σ(vi) of the i-th drop node vi P σ(r). The cost of the resulting request path and its connec-
tions to the segments must be minimum.

Let D = (W,A) be the auxiliary DAG with nodes W = txiu : 1 ď i ď k,u P Vu Y ts, tu.
The nodes s, t correspond to artificial source and sink nodes, respectively. A node xiu P W

represents the request ri as part of a child request sequence rooted at drop node u, i.e.,
ri P σ(u). The arc set A = As Y At Y Ax is the union of the following disjoint arc sets.

As = t(s, x1u) : x1u P Wu

At = t(xku, t) : xku P Wu

Ax = t(xiu, xi 1u 1) : xiu, xi 1u 1 P W, i+ 1 = i 1, 1 ď i ă ku

Arcs As connect the source node s to all nodes representing the first request in the sequence
π. Analogously, arcs At connect all nodes representing the last request in the sequence to
the sink node t. Arcs Ax connect nodes representing a request at position i with nodes
representing the following request at position i + 1. The costs ca P R of the arcs a P A are
defined as follows. All cases are illustrated in Figure 4.12.

ca =

$

’

’

’

’

&

’

’

’

’

%

c(v´
r ,u, v´

r1) if a = (s, x1u) P As

c(v+rk ,u, v+r ) if a = (xku, t) P At

c(v+ri , v
´
ri 1

) if a = (xiu, xi 1u 1) P Ax,u = u 1

c(v+ri ,u,u 1, v´
ri 1

) if a = (xiu, xi 1u 1) P Ax,u ‰ u 1

Algorithm 4.2 shows the complete procedure using the DAG D to obtain an optimal so-
lution for a given instance of the RPP. An illustration is provided in Figure 4.13. Note
that a drop node may occur multiple times in the resulting request path, although in non-
consecutive positions. Such a sequence implies that the input sequence π = σ̃(r) can be
reordered to derive a canonical BOT without increased cost, according to Proposition 4.1
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v´
r u

v´
r1

(a) a P As

u

v+ri v´
ri 1

(b) a P Ax, u = u 1

u u 1

v+ri v´
ri 1

(c) a P Ax, u ‰ u 1

v+ru

v+rk

(d) a P At

Figure 4.12: Illustration of the solution components contributing to the arc costs ca.
The contributing components are drawn in black, while surrounding components are
drawn in gray. Deadheadings are drawn dotted, while request carrying arcs are drawn
solid.

Algorithm 4.2 Derive request path
Input: Root request r with sequence of immediate child requests π = xr1, . . . , rky

Output: Cost optimal sequence σ(r) with σ̃(r) = π

Construct the auxiliary DAG D = (W,A) and calculate a shortest s-t-path on D. The result-
ing path contains k + 2 nodes xs, x1u1 , x2u2 , . . . , xkuk

, ty. The optimal request path σ(r) is
obtained in two steps.

1. Derive the path σ(r) 1 = xu1, . . . ,uky with σ(ui) = xriy

2. Find all maximally long and consecutive subsequences p = xui, . . . ,ujy Ď σ(r) 1 corre-
sponding to the same drop node, i.e. ui 1 = ui2 for all ui 1 ,ui2 P p and merge them
into a single occurrence of drop node ui with σ(ui) Ð σ(ui) ‘ ¨ ¨ ¨ ‘ σ(uj).

Proposition 4.6. For a given request r P R and its sequence of immediate child requests π =
xr1, . . . , rky, Algorithm 4.2 calculates an optimal request path σ(r) in polynomial time O(|V|3).

Proof. The arc set Ax contains (k ´ 1)|V|2 ă |V|3 arcs. The sets As and At contain |V| arcs
each, respectively. The total number of arcs is |A| = (k´ 1)|V|2 + 2|V| P O(|V|3). Calculating
a shortest s-t-path in a DAG requires visiting each arc exactly once, hence, the runtime is in
O(|V|3).

By definition of the arc weights ca, the cost of an s-t-path corresponds exactly to the cost
of the resulting request path including the costs connecting the drop nodes to the first pickup
and the last delivery of their drop cycles, respectively. Hence, a shortest s-t-path induces a
minimum-cost request path σ(r) satisfying the required sequence π.

The result shows that the search space can be reduced to ordered trees of request nodes,
as the optimal request paths for all requests can be calculated in polynomial time. However,
the idea of the RPP can be further extended to multiple request paths and thereby to entire
BOTs.

4.4.2 The BOT derivation problem

Let S be a consistent BOT structured solution and ăS a total order on the request set R with
respect to the solution S:

r ăS r 1 ô

#

rankS(r) ă rankS(r
1) if levelS(r) = levelS(r 1)

levelS(r) ă levelS(r 1) otherwise
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s t

x1u2

x1u1

x2u2

x2u1

x3u2

x3u1

(a) DAG D with s-t-path

v´
r

u1 u2

v+r

v´
r1 v+r1 v´

r2 v+r2 v´
r3 v+r3

(b) Resulting request path

Figure 4.13: Example with root request r, sequence π = xr1, r2, r3y and two drop nodes
u1,u2 P V. All other possible drop nodes are not depicted for clarity. (a) shows the
DAG D and the shortest s-t-path. (b) shows the resulting solution component with
sequences σ(r) = xu1,u2y, σ(u1) = xr1y, σ(u2) = xr2, r3y and σ̃(r) = π.

The level of a node a corresponds to the depth of the sequence that a is contained in w.r.t.
the root of the BOT, i.e., levelS(ri) = 0 for ri P σ(v0), levelS(rj) = 1 for rj P σ̃(ri) and so on.
The rank is defined for two distinct requests r ‰ r 1, levelS(r) = levelS(r 1) on the same level.
If request r is performed prior to r 1 in S, then rankS(r) ă rankS(r

1) holds.
As the ordering ăS is total, each BOT structured solution S exhibits exactly one permuta-

tion πă(S) of the requests R. The number of BOTs mapping to the same permutation π is ex-
ponential in |π| as each composition of the permutation into k 1 consecutive, non-overlapping
subsequences corresponds to multiple distinct BOTs with levels t0, . . . ,k 1 ´ 1u.

Problem 4.2 (BOT derivation problem (BOTDP)). Given a permutation π of all requests R,
find a minimum-cost BOT-structured solution

S = γ(π) := arg min
S 1PS,πă(S 1)=π

tc(S 1)u

in the set of all solutions S whose ordering πă(S) is consistent with π.

Like the RPP, the BOTDP is solved in polynomial time by calculating a shortest s-t-path in
an auxiliary graph.

Without loss of generality, assume a permutation π = xr1, . . . , rmy of the requests R. For
ease of notation, an artificial request r0 with v´

r0 = v+r0 = v0 corresponding to a zero cost
request at the depot is prepended to the permutation π. Let D = (W,A) be a DAG with
nodes W =

Ťm
i=1 Wi. All nodes in set Wi are associated with request ri.

Wi = txi0vo
u Y txiju : 1 ď j ă i,u P Vu

A node xiju that is part of a shortest s-t-path implies that among all solutions S P S whose
ordering πă(S) = π is consistent with the input permutation π, there exists a minimum-cost
solution with ri P σ(u) and u P σ(rj), i.e., the subrequest ri is in the subtree of the root
request rj via drop node u. The arc set A = As Y At Y Ax is the union of the following
disjoint arc sets.

As = t(s, x10v0)u

At = t(xmju, t) : xmju P Wmu

Ax = t(xiju, xi 1j 1u 1) : xiju, xi 1j 1u 1 P W, i+ 1 = i 1, j ď j 1u

Arc set As contains a single arc from the source node s to the node x1r0v0 . Arc set At

connects all nodes corresponding to the last request rm to the sink node t. Finally, arc set
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Ax connects all nodes corresponding to request ri to all nodes corresponding to request ri+1
if the root requests j, j 1 satisfy j ď j 1. That means, given any s-t-path p in D, the relationship
i ď i 1 ô j ď j 1 holds for all pairs of nodes xiju, xi 1j 1u 1 P p, i.e., each root request will have
at most one associated request path. The arc costs ca P R,a P A are defined as follows.

ca =

$

’

’

’

’

’

’

&

’

’

’

’

’

’

%

c(v0, v´
r1) if a P As

c(v+rm ,u, v+rj) if a = (xmju, t) P At

c(v+ri , v
´
ri 1

) if a = (xiju, xi 1j 1u 1) P Ax, j = j 1,u = u 1

c(v+ri ,u,u 1, v´
ri 1

) if a = (xiju, xi 1j 1u 1) P Ax, j = j 1,u ‰ u 1

c(v+ri ,u, v+rj) + c(v´
rj 1

,u 1, v´
ri 1

) ´ c(v´
rj 1

, v+rj 1
) if a = (xiju, xi 1j 1u 1) P Ax, j ‰ j 1

The arc weights ca ensure that the distance of a shortest s-t-path is exactly the variable
cost of the solution represented by the path, i.e., each arc’s distance corresponds to the cost
incurred by the decisions associated with that arc.

Algorithm 4.3 Derive BOT
Input: Permutation of the requests π = xr1, . . . , rmy

Output: BOT S with πă(S) = π

Construct DAG D = (W,A) from the sequence xr0, r1, . . . , rmy including the dummy request
r0. Let p = xs,y1, . . . ,ym, ty be a shortest s-t-path in D with nodes yi P Wi. Furthermore,
let u(yi) P V be the associated drop node and j(yi) P t0, . . . , i ´ 1u be the associated root
request. The solution associated with p is obtained in two steps:

1. Find each maximal subsequence p 1 = xyi, . . . ,yky Ď p with u(yℓ) = u(yℓ 1) and
j(yℓ) = j(yℓ 1) for all yℓ,yℓ 1 P p 1. Merge the subsequence into a drop cycle σ(u(yi)) Ð

xri, . . . , rky and remove all nodes p 1ztyiu from path p.

2. Find each maximal subsequence p2 = xyi, . . . ,yky of p with j(yℓ) = j(yℓ 1)
for all yℓ,yℓ 1 P p2. Merge the subsequence into a request path σ(rj(yi)) Ð

xu(yi), . . . ,u(yk)y. Note that due to the structure of the arc set Ax, there is at most
one subsequence for each root request rj.

The complete algorithm to calculate γ(π) is given in Algorithm 4.3 and an illustrative
example is provided in Figure 4.14. The resulting BOT may not be canonical as single drop
nodes may occur multiple times. The restructuring approaches described in the proof of
Proposition 4.1 should be applied to obtain a canonical BOT. However, these restructurings
may change the permutation πă(S) accordingly.

Proposition 4.7. For a permutation π of the requests R, Algorithm 4.3 calculates γ(π) in time
O(|V|5).

Proof. Every solution S induced by an s-t-path in D satisfies πă(S) = π. Conversely, for each
canonical BOT structured solution S satisfying πă(S) = π there is an s-t-path in D. This
follows directly from the definition of the arc set A.

By definition of the arc weights ca, the cost of an s-t-path equals the cost of the solution
without the fixed cost

ř

rPR c(v´
r , v+r ). As such, a shortest s-t-path induces a minimum-cost

solution satisfying πă(S) = π.
Each node set Wi contains O(|R| ¨ |V|) Ď O(|V|2) nodes and generates O(|V|4) arcs to its

subsequent node set Wi+1. Hence, the total number of arcs |A| P O(|R| ¨ |V|4) Ď O(|V|5)
is polynomial in |V|. Calculating a shortest s-t-path on a DAG requires visiting each arc
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s t

x1,0,v0 x2,0,v0

x2,1,u1

x2,1,u2

x3,0,v0

x3,1,u1

x3,1,u2

x3,2,u1

x3,2,u2

(a) DAG D

v0

v´
r1 v+r1

u1

u2v´
r2 v+r2

v´
r3 v+r3

(b) Solution for s-t-path
xs, x1,0,v0 , x2,1,u1 , x3,2,u2 , ty

v0

v´
r1 v+r1

u1 u2

v´
r2 v+r2 v´

r3 v+r3

(c) Solution for s-t-path
xs, x1,0,v0 , x2,1,u1 , x3,1,u2 , ty

Figure 4.14: Example BOTDP instance with π = xr1, r2, r3y, the depot v0 and two drop
nodes u1,u2. All other possible drop nodes are excluded for clarity. (a) shows the DAG,
(b) shows the solution corresponding to the dashed path and (c) shows the solution
corresponding to the solid path. The path xs, x1,0,v0 , x2,0,v0 , x3,0,v0 , ty corresponds to
the single non-preemptive solution S satisfying πă(S) = π.

exactly once. Transforming the s-t-path into a BOT requires only O(|R|) time. Hence, the
total runtime is bounded by the size of the arc set.

The result implies that the search space for the PSCP is as large as the number of request
permutations |R|!. If the number of explicit drop nodes is bounded by a polynomial in the
number of requests |V| P poly(|R|), then the search space is as large as for the ATSP on |R|+1
nodes.

4.4.3 Induced neighborhoods

Algorithms 4.2 and 4.3 give rise to exponential neighborhoods NRPP and NBOTPD, respec-
tively. For a solution S, the neighborhood induced by the RPP

NRPP(S) = tS 1 P S : σS 1(v0) = σS(v0), @r P R : σ̃S 1(r) = σ̃S(r)u

contains all solutions whose request tree structure is identical while the actual request paths
may differ. Similarly, the neighborhood induced by the BOTDP

NBOTPD(S) = tS 1 P S : πă(S
1) = πă(S)u

contains all solutions mapping to the same permutation πă. Both neighborhoods allow that
a best neighbor can be found in polynomial time, however, on their own, both neighbor-
hoods are impractical for two reasons: First, the neighborhoods are idempotent w.r.t. the
best neighbors, i.e., searching for the best neighbor of a best neighbor will not provide an
improving solution. Second, the neighborhoods are not connected because all neighbors
exhibit the same sequences of child requests in case of the RPP and the same request per-
mutation in case of the BOTDP, respectively. Nevertheless, these neighborhoods and the
respective procedures to obtain best neighbors may be used for solution polishing in the
final steps of heuristic procedures.
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4.5 Tree-based construction methods

This section proposes two construction heuristics adapted for the PSCP from well-known
construction heuristics for the ATSP and the capacitated vehicle routing problem (CVRP): the
modified Karp-Steele patching heuristic of Glover et al. [48] and the savings heuristic of Clarke
and Wright [28], respectively. Furthermore, a short description of the Monte-Carlo insertion
heuristic proposed by Quilliot et al. [88] is provided to illustrate the variants studied in the
computational study in Section 4.6.

4.5.1 Monte-Carlo insertion (MCI)

Quilliot et al. [88] propose a simple Monte-Carlo insertion heuristic (MCI). Starting from
an empty BOT, the requests are inserted, one-by-one, in a random order. For each request,
all insertion positions are evaluated, with and without drops. The cheapest insertion is
performed.

To increase the algorithms efficiency, the original authors proposed precomputed neigh-
borhoods to generate restricted sets of candidate drop nodes during the evaluation of inser-
tion positions. To respect this proposal, we study three restrictions.

– Full (F). All nodes are considered in the candidate set. There are no restrictions.

– Only-explicit (E). Only explicit drop nodes and the implicit drop nodes implied by
Proposition 4.1 are considered, i.e., the pickup and delivery nodes of the request that
is to be inserted.

– Neighborhood-2 (N). Each candidate set contains at least two neighbors which are
calculated according to the requirements stated by Quilliot et al. [88]. The neigh-
borhood of a node v consists of all other nodes v 1 with cost c(v, v 1) ď R where R

is the so-called radius. We choose the minimum radius, such that each node has at
least two neighbors. Additionally, for all pairs of nodes vi, vj a midpoint mid(vi, vj) is
calculated. Candidate reload nodes are searched for in the neighborhood of midpoint
m = mid(m1,m2). The point m1 corresponds to the midpoint between the prior reload
node on the request path being inserted into and the pickup node of the request being
inserted. Likewise, point m2 corresponds to the midpoint between the delivery node
of the request being inserted and the following reload node on the request path being
inserted into.

The MCI algorithm may be run for a fixed number of iterations, each with a potentially
different random permutation of the requests. The best obtained solution over all considered
permutations is reported. Additionally, Quilliot et al. [88] describe a VND algorithm consist-
ing of six individual neighborhoods, e.g., exchanging drop nodes and shifting segments in
the tree. They use the VND algorithm to improve the solutions obtained by the MCI algo-
rithm. Note that the proposed restrictions of the drop node candidate sets are also applicable
to the VND neighborhoods that look up candidate drop nodes.

4.5.2 Modified Karp-Steele patching with drops (MKSD)

Patching heuristics for the ATSP start from a minimum-weight cycle cover of the nodes. As
long as the cover contains more than a single cycle, two cycles are chosen and patched
together resulting in a new cycle until only a single cycle remains. The calculation of the
minimum-weight cycle cover is performed in polynomial time by calculating a minimum-
weight perfect matching on a bipartite graph. The heuristic components are therefore limited
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to (i) the selection of cycles to be patched, (ii) the selection of the arcs that are to be removed
and inserted when patching two chosen cycles and (iii) the possible post-processing of the
minimum-weight cycle cover.

In the modified Karp-Steele patching heuristic (MKS) of Glover et al. [48], all possible
patching options are evaluated and the option with the smallest cost increase is applied.
Algorithm 4.4 describes a modification of the MKS heuristic for the PSCP. The idea is to
maintain a partial BOT containing the depot node v0 and to either patch cycles into the
partial BOT with or without drops, or to patch two cycles as in case of the ATSP.

Algorithm 4.4 MKSD
Input: PSCP instance
Output: Consistent BOT
First a minimum-weight cycle cover is calculated by solving a minimum-weight bipartite
matching problem. Besides the requests R, a dummy request r0 for the depot is introduced.
Its nodes v´

r0 and v+r0 may not be matched. The cycle containing the depot dummy request is
transformed into a BOT rooted at the depot. Let C be the set of the remaining cycles.
As long as C is not empty, an iterative patching process is performed that reduces the cardi-
nality of C by one in each iteration. Three possible patching operations are evaluated.

1. Patching a cycle ci P C into the BOT by cutting a deadheading in ci and inserting the
resulting sequence into a request sequence of the BOT. (Figure 4.15b)

2. Patching a cycle ci P C into the BOT via a drop node. The cycle ci is cut on a dead-
heading and connected to a request path of a request in the BOT with a drop node.
(Figure 4.15d)

3. Patching two cycles ci, cj P C, i ‰ j together into a new cycle c 1. (Figure 4.15c)

The cheapest patch is performed. Ties are resolved according to the order above. The
resulting BOT is consistent, when the set of cycles C is empty.

The algorithmic framework outlined in Algorithm 4.4 leaves certain details unspecified.
Based on the methods to calculate a minimum-weight cycle cover and the different patching
options considered, we study the following variants.

– Loops. When calculating a minimum-weight cycle cover, self-loops may be allowed
(Self) or forbidden (NoSelf). A self-loop is formed, when a delivery node v+r is matched
to the pickup node v´

r of the same request.

– Contraction. A cycle cover may be post-processed by a contraction heuristic as in the
contract-or-patch heuristic (COP) of Glover et al. [48]. Given a parameter k, as long as
there exists a cycle with less than k nodes, all cycles of length smaller or equal to k are
cut on a deadheading and the resulting path is contracted into a single request node.
Then, a new minimum-weight cycle cover is calculated until all cycles contain at least
k original nodes. Afterwards, all nodes are expanded to their corresponding paths of
original nodes. Note that the use of contraction excludes self-loops.

– Patching options. Different combinations of the proposed patching options are suf-
ficient to derive consistent BOTs. In variant (A) only cycle-to-cycle patches and non-
preemptive cycle-to-BOT patches are considered. This corresponds to the MKS heuris-
tic for the ATSP. Variant (B) considers only cycle-to-BOT patches, with and without
drops and variant (C) considers all three options.
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v0

S

c1

c2

(a) Solution S and two cycles c1, c2

v0

S

c2

(b) Patching c1 into S

v0

v

S

c2

(c) Patching c1 into S via drop v

v0

S

c1

(d) Patching c2 into c1

Figure 4.15: Example for patching with drops. (a) shows the initial situation with the
BOT-structured solution S rooted at v0 and two simple cycles c1, c2. (b), (c) and (d)
illustrate the possible patching operations.

4.5.3 Savings with drops (SD)

The savings heuristic of Clarke and Wright [28] is a construction heuristic for the CVRP. First,
each customer demand is served in its own tour. The savings for a pair of distinct tours cor-
responds to the cost saved when both tours are merged into a single tour by concatenation.
The merge operations corresponding to the largest savings are performed iteratively until
no further operations are possible, either due to the capacity constraints or because only a
single tour remains.

Transferring the idea of the savings heuristic to the PSCP results in an algorithm simi-
lar to the patching heuristics described above. Instead of starting from a minimum-weight
cycle cover, each request is served in its own tour starting and ending at the depot node.
Then, |R| ´ 1 merge operations are performed until a single feasible tour is obtained. Each
merge operation inserts one tour into another, with or without an additional drop node.
Algorithm 4.5 provides an outline of the procedure and Figure 4.16 depicts both merge
operations.

4.6 Computational study

To compare the algorithms from the literature and the newly adapted algorithms described
in Section 4.5, a computational study on a large set of instances is performed. Furthermore,
the obtained solutions are analyzed w.r.t. their characteristics, e.g., the number of drops
and the depth of the resulting BOTs. Finally, the best obtained preemptive solutions are
compared to the corresponding optimal non-preemptive solutions to establish an intuition
for the improvements made possible by preemption.
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Algorithm 4.5 Savings with drops (SD)
Input: PSCP instance
Output: Consistent BOT
Initialize a pool of partial solutions P := tSi : 1 ď i ď |R|u in BOT representation. Each
solution Si is rooted at the depot v0 and contains only a single request σSi

(v0) = xriy.
As long as the pool contains at least two solutions, the following steps are performed itera-
tively.

1. Calculate or update the savings for each pair of distinct partial solutions Si,Sj P P by
considering two possible merge operations.

a) Inserting σSi
(v0) into a sequence σSj

(vk) for any drop node vk P Sj or with roles
of Si and Sj interchanged. (Figure 4.16b)

b) Replacing v0 in Si with a drop node vk and inserting vk into a sequence σSj
(rk 1)

for any request rk 1 P Sj or with roles of Si and Sj interchanged. (Figure 4.16c)

2. Find the largest savings and perform the associated merge operation, thereby reducing
the size of the pool |P| by one.

The single remaining solution in the pool contains all requests, is feasible and corresponds
to the resulting solution.

v0

(a) Two solutions rooted at v0

v0

(b) Merge by insert

v0

v

(c) Merge via drop v

Figure 4.16: Example for savings with drops. (a) shows the initial situation with two
solutions rooted at v0. (b) and (c) illustrate the possible merge operations.

All algorithms have been implemented in C++ and were compiled using GCC version 8.1.0.
The network simplex implementation of the Lemon graph library [33] (version 1.3.1) is used
to calculate minimum-weight cycle covers. All experiments have been performed on an Intel
Core i7-3770 3.4GHz machine with 64Bit Ubuntu Linux 16.04 and 16GB RAM.

In this study, the PSCP instances of Quilliot et al. [88] and the pickup and delivery problem
with time windows (PDPTW) instances of Li and Lim [74] are used. The latter instances are
transformed into PSCP instances by discarding all time window, service time and volume
information, i.e., all requests are assumed to have unit demands. The instance sets are
summarized in Table 4.2 with the minimum and maximum numbers of requests and nodes
per set as well as the number of instances in each set.

The instances rel are designed in such a way that drops have a comparatively large impact
on the total cost. Due to their artificial nature, these instances are excluded from some of the
broader aggregations below, implied by the instance sets all1 and allS. The instances of Li
and Lim [74] can be classified along the two dimensions node distribution and planning hori-
zon. All nodes are sampled from the Euclidean plane and are either clustered (lc), uniformly
random (lr) or semi-clustered (lrc), i.e., a mixture of both, clustered and uniformly random
nodes. While the extent of the planning horizon becomes irrelevant without time windows,
distances between corresponding pickup and delivery nodes are shorter for the shorter plan-
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ning horizon and larger for the larger planning horizon w.r.t. the size of the space the nodes
are sampled from. The sets corresponding to shorter and larger distances are indicated by
suffixes 1 and 2, respectively.

Table 4.2: Instance sets

requests |R| nodes |V|

name min. max. min. max. #inst. derived from

gr24 11 11 24 24 10

Quilliot et al. [88]
gr120 59 59 120 120 10
hk48 23 23 48 48 10
rel 15 141 31 283 14

lc1 52 529 105 1059 59

Li and Lim [74]

lc2 51 511 103 1023 58
lr1 50 527 101 1055 62
lr2 50 506 101 1013 61
lrc1 52 527 105 1055 58
lrc2 51 507 103 1015 56

all 11 529 24 1059 398 all aforementioned instance sets
all1 11 529 24 1059 384 allzrel
allS 11 59 24 120 30 gr24 Y gr120 Y hk48

The results are reported by their average gaps to the best known solutions (BKSs) and
lower bounds (LBs) of the corresponding instances. The BKS correspond to the best solutions
found during the experimental tests, preliminary tests and the development of the methods.
The BKS for the gr24, hk48 and rel instance sets are optimal and are reported in Quilliot
et al. [88]. For optimal PSCP solutions, the LB corresponds to their costs. Otherwise the
LB corresponds to the LB of Bordenave et al. [17] for the MSP, i.e., the cost of a minimum-
weight cycle cover over all requests.

Additionally, obtained results are compared to optimal costs for the corresponding non-
preemptive SCP instances. These optimal SCP costs were obtained by solving all instances
with a branch-and-cut solver using CPLEX as well as the Concorde TSP solver (cf. Applegate
et al. [8]).

4.6.1 Construction methods

The first experiment studies the performance of the proposed patching algorithms (MKSD)
and the savings-based algorithms (SD) in comparison to the MCI algorithms from the liter-
ature with and without the VND of Quilliot et al. [88]. The algorithm configurations of the
MCI algorithm are associated with a number of iterations, e.g., MCI-F-10 corresponds to the
MCI algorithm with full enumeration of drop nodes and 10 random permutations with the
best solution reported. In contrast to the original authors of the MCI heuristic who reported
results for 100 iterations, we study configurations with 10, 100 and 1000 iterations to gain
an intuition about the impact of the number of iterations. All algorithm configurations were
used to solve all instances. The costs of the resulting solutions and the wall-clock runtime
required by the algorithms were recorded. The results are given in Table 4.3.

The average gaps to the BKS are given aggregated for each instance set individually, and
in columns all1 and allS aggregated over all instances of the respective combined instance
sets. Columns LB report the average gaps to the LB. Column OA reports the average gaps
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to the prior BKS costs reported in Quilliot et al. [88], negative values corresponds to an
improvement on average. Columns SCP report the average gaps to the optimal SCP solutions.
Columns better report the percentage of instances for which the obtained costs are equal to
or better than the costs of the respective optimal SCP solutions. The average wall-clock time
in column avg. time is aggregated over all instances. The algorithms MCI-100 and MCI-1-
VND correspond to the results reported by Quilliot et al. [88] for the MCI algorithm with
100 iterations and the VND algorithm applied to a solution obtained from a single iteration
of the MCI algorithm, respectively.

The results confirm that more iterations of the MCI algorithm lead to better results on
average. However, the cost difference between 10 and 100 iterations is generally larger
than the difference between 100 and 1000 iterations while the computation time increases
linear w.r.t. the number of iterations. Thus, choosing a specific number of iterations realizes
a trade-off between the obtained solution quality and computation time. When the number
of iterations is increased linearly, the computation time increases linearly as well while the
increase in the obtained solution quality decreases. The results indicate that an iteration
limit of 100 or slightly higher realizes a good trade-off.

The differences between the MCI configurations for the drop node candidate sets are
rather small w.r.t. the cost of the solutions but large for the required computation time.
MCI-F considers all potential drop nodes and is outperformed by MCI-N w.r.t. the computa-
tion time, as the latter does only consider a restricted set of candidate drop nodes. Likewise,
MCI-E considers an even smaller set of candidate drop nodes, does not require a precom-
puted node neighborhood and is thus faster than MCI-N. Despite the full enumeration of
drop nodes, MCI-F does not produce better results than configurations MCI-{N,E}. In fact,
on average, configuration MCI-E performs best over instances allS and configuration MCI-N
performs best over instances all1, albeit the differences are small. The differences between
the costs obtained by configurations MCI-N and MCI-E are marginal for instances allS and
all1. Only on instances rel, MCI-E performs better than MCI-N. The additional time re-
quired by MCI-N to calculate the drop node lookup neighborhood has a rather large impact
on the overall computation time, when compared to MCI-E. In conclusion, among the MCI
configurations, MCI-E is a good choice w.r.t. the costs obtained and the required computation
time.

In comparison to the MCI-100 results reported by the original authors of the MCI algo-
rithm, all variants MCI-{F,N,E}-100 perform slightly worse on the instances rel, but better
on the remaining instances allS. We conclude that our proposed configurations of the algo-
rithms are competitive w.r.t. the original algorithm in terms of the obtained solution quality.

Among the MKSD configurations, the non-preemptive MKSD-A algorithm performs best
without self-loops while the other configurations MKSD-B and MKSD-C perform better with
self-loops allowed. A possible reason is that self-loops enable the patching of drop cycles
containing a single request, while without self-loops, each drop cycle contains at least two re-
quests. Using contraction (COP2) performs better than self-loops for non-preemptive patch-
ing, but is otherwise worse for all other configurations. Contractions with larger values lead
to even worse results and were excluded from the table. The best results are obtained by con-
figuration MKSD-B with self-loops closely followed by MKSD-C with self-loops. Regarding
the computation time all methods are rather efficient. Nevertheless, the use of contraction or
self-loops consumes a small amount of additional computation time. Hence, MKSD-B with
self-loops is identified to be the most promising patching based construction algorithm. The
differences between the two savings based SD heuristics are marginal w.r.t. the quality of the
obtained solutions, however, variant SD-E is considerably faster.

Comparing the best MCI, MKSD and SD configurations clearly shows that MKSD outper-
forms MCI and SD by a large margin in terms of the obtained average solution quality. This
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Chapter 4 The preemptive stacker crane problem

is especially obvious when the percentage of instances is considered, for which the obtained
costs are better than the optimal SCP solutions. Over instances allS and all1, none of the
MCI and SD algorithms exceed 34% and 6%, while MKSD-B with self-loops obtained bet-
ter results for more than 93% and 84% of the instances, respectively. Additionally, MKSD-B
with self-loops achieved the smallest average gap to the optimal SCP costs with 0.06% over
instances all1. For instances allS, algorithms MKSD-B and MKSD-C with and without self-
loops achieved an average net benefit w.r.t. the optimal SCP costs with gaps down to ´0.21%.
On top of these results, the best MKSD and SD methods also require a lot less computation
time than the better MCI algorithms with 100 or more iterations.

Over instances allS and all1, even the non-preemptive MKSD-A algorithm gave better
results than the MCI algorithms. The MCI algorithms outperform the MKSD-A algorithm
only on instance sets gr24 and lc1. All MKSD algorithms obtain average gaps to the LB
below 1% on instances allS and below 5% on instances all1.

Post-processing with VND The results show that post-processing the constructed solu-
tions with the VND proposed by the original authors of the MCI algorithm achieves notice-
able improvements in general. The differences between the configurations MCI-E-100-VND-
{F,N,E} are marginal, except for instances rel, where the neighborhood approach performs
worse. Nevertheless, the major difference between the configurations is the computation
time, which is clearly smaller for configuration VND-E than configurations VND-{F,N}. Apart
from the computation time, the results obtained with the configurations MKSD-B-Self-VND-
{F,N,E} are nearly identical.

We observe that the VND is not able to compensate for the differences between the initial
solutions, i.e., on average, the initial solutions provided by MKSD-B-Self have higher quality
than the solutions obtained by the MCI-E-100-VND configurations. In fact, all patching based
construction algorithms including the non-preemptive MKSD-A outperform the originally
proposed MCI-1-VND configuration and the patching algorithms MKSD-{B,C} with self-loops
outperform the MCI-E-100-VND configurations, respectively.

The ratio of the computation times for MCI-E-100-VND-E and MKSD-B-Self-VND-E is
larger than the ratio for MCI-E-100 and MKSD-B-Self, implying that starting from better
solutions decreases the time spent in the VND algorithm. As such, using the MKSD-B algo-
rithm to obtain initial solutions improves both, the average solution quality and the average
computation time.

In conclusion, the proposed patching based algorithms provide improvements when com-
pared to the state-of-the-art. In addition, the proposed restrictions of the drop node candi-
date sets based on Proposition 4.1 provide further speedups for the MCI and VND algorithms
while maintaining a similar level of quality.

Solution characteristics Table 4.4 shows aggregated measures that characterize the solu-
tions obtained by the different construction algorithms. As a solution can contain at most
|R| ´ 1 drops and therefore at most |R| ´ 1 preempted requests, the number of drops and the
number of preempted requests are normalized by |R| and displayed in columns #drops and
#preempted. Columns path length and depth correspond to the absolute length of the request
paths and the nesting depth of the solutions. The nesting depth of a solution corresponds to
the maximum depth of the corresponding BOT, i.e., a non-preemptive solution has depth 0
and a solution with at least one drop has depth of at least 1. The subcolumns diff. provide the
difference in percentage points to the measures calculated on the BKS of the corresponding
instances.

The results show that all non-VND algorithms introduce insufficiently many drops on av-
erage and the VND algorithms introduce slightly too many when compared to the BKS.
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4.6 Computational study

Table 4.4: Solution characteristics for the constructive algorithms for all instance sets
except rel

#drops [%] #preempted [%] path length depth

algorithm avg. max. diff. avg. max. diff. avg. max. diff. avg. max. diff.

MCI-F-10 7.38 21.15 -2.17 6.14 18.18 -2.30 1.19 11 0.08 1.48 3 -0.24
MCI-F-100 7.44 22.64 -2.10 6.26 18.18 -2.18 1.17 10 0.06 1.41 3 -0.30
MCI-F-1000 7.60 20.37 -1.94 6.43 18.18 -2.01 1.18 11 0.07 1.39 3 -0.33

MCI-N-10 6.91 21.15 -2.63 5.85 18.18 -2.59 1.17 9 0.06 1.42 3 -0.29
MCI-N-100 7.00 22.64 -2.55 5.97 18.18 -2.48 1.15 7 0.04 1.39 4 -0.33
MCI-N-1000 7.15 18.87 -2.39 6.10 18.18 -2.35 1.17 8 0.06 1.42 3 -0.29

MCI-E-10 7.34 21.15 -2.21 6.12 18.18 -2.32 1.18 11 0.08 1.41 3 -0.31
MCI-E-100 7.31 22.64 -2.24 6.15 18.18 -2.30 1.17 10 0.06 1.34 3 -0.37
MCI-E-1000 7.53 18.87 -2.02 6.36 18.18 -2.09 1.18 12 0.07 1.36 3 -0.35

MKSD-B-COP2 1.59 9.09 -7.95 1.51 9.09 -6.94 1.04 6 -0.08 1.11 7 -0.60
MKSD-B-NoSelf 3.02 18.18 -6.53 2.86 18.18 -5.58 1.04 6 -0.07 1.46 10 -0.25
MKSD-B-Self 9.47 27.27 -0.07 8.41 22.64 -0.03 1.11 8 0.00 1.90 11 0.18

MKSD-C-COP2 1.39 9.09 -8.16 1.34 9.09 -7.11 1.04 5 -0.09 0.95 4 -0.76
MKSD-C-NoSelf 2.42 18.18 -7.13 2.31 18.18 -6.13 1.06 5 -0.06 1.18 6 -0.54
MKSD-C-Self 7.77 27.27 -1.77 6.96 22.22 -1.48 1.11 5 0.00 1.57 6 -0.15

SD-E 9.49 22.22 -0.05 8.61 21.74 0.16 1.09 5 -0.02 1.91 5 0.19
SD-F 9.52 22.22 -0.02 8.63 21.74 0.19 1.09 5 -0.02 1.92 5 0.20

MCI-E-100-VND-F 10.56 21.74 1.01 9.40 18.87 0.96 1.11 13 0.00 3.31 9 1.59
MCI-E-100-VND-N 10.34 24.53 0.80 9.23 20.75 0.79 1.11 8 0.00 3.18 9 1.47
MCI-E-100-VND-E 10.58 27.27 1.04 9.45 26.09 1.01 1.11 9 0.00 3.25 9 1.54

MKSD-B-Self-VND-F 9.74 27.27 0.20 8.59 22.22 0.15 1.11 9 0.00 1.96 11 0.24
MKSD-B-Self-VND-N 9.73 27.27 0.19 8.59 22.22 0.14 1.11 9 0.00 1.96 11 0.24
MKSD-B-Self-VND-E 9.73 27.27 0.19 8.59 22.22 0.14 1.11 9 0.00 1.95 11 0.24

However, the difference in the relative number of drop nodes does not correlate with the
obtained solution quality as per Table 4.3. For the number of preempted requests the re-
sults are similar with the exception of the SD algorithms which, on average, preempt slightly
more distinct requests compared to the BKS. The MCI-N algorithm introduces slightly fewer
drops than the MCI-E and MCI-F variants. Analysis of the precomputed neighborhoods and
midpoints used by the MCI-N algorithm shows that the majority of considered midpoints
corresponds to a small set of central nodes, i.e., often the same drop node candidates are
considered, leading to less drops overall.

Among the patching variants, those based on COP introduce the smallest number of drops,
followed by those without self-loops. Those with self-loops allowed introduce a compara-
tively large number of drops. As the number of cycles is an upper bound on the number
of drops introduced by the patching based algorithms, cycle covers with fewer but longer
cycles are more likely to lead to fewer drops. Likewise, the savings based methods SD in-
troduce a large number of drops, as each request is in its own BOT initially. The mentioned
relationships are also reflected in the results reported for the average number of preempted
requests.

The average lengths of the obtained request paths highlight the fundamental difference
between the MCI and patching based algorithms, as the request paths of the former are
slightly longer on average and clearly longer in terms of the maximum length. The reason
is the sole local consideration of the MCI algorithms, i.e., each insertion is evaluated locally
resulting in locally optimal drop nodes for the requests being inserted, but not necessarily
for following requests and sequences of requests. As such, more requests require their own
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Chapter 4 The preemptive stacker crane problem

Table 4.5: Improvements and computation times of the neighborhoods induced by RPP
and BOTDP

gap [%] time [s]

neighborhood initial avg. max. avg. max.

MCI-E-100 0.28 5.32 658.28 4228.26
NBOTPD MKSD-B-Self 0.01 0.62 666.51 3871.42

MCI-E-100 0.04 2.38 0.79 3.82
NRPP MKSD-B-Self 0.01 0.62 0.36 3.45

specific drop nodes increasing the length of the request paths. This interpretation is further
confirmed by the differences between the variants MCI-E and MCI-F compared to MCI-N, as
the latter considers fewer drop nodes overall.

4.6.2 RPP and BOTDP based polishing

As claimed in Section 4.3, the neighborhoods NRPP and NBOTPD induced by the RPP and
BOTDP solution methods, respectively, seem intuitively impractical. To examine the claim,
both neighborhoods were applied to solutions generated with the MCI-E-100 and MSKD-
B-Self construction algorithms. The improvements and required computation times are re-
ported in Table 4.5 with column gap reporting the cost improvement in percentage of the
total cost.

The results confirm the expected results, i.e., the average improvement is extremely small
although cases of improvements above 5% were recorded. The computation required by the
BOTDP is drastically larger than for the RPP, rendering it completely unusable for above
small instances. In contrast, the RPP induced neighborhood can be searched a lot faster and
may be used to polish the request paths of a final or intermediate solution, although the
expected improvement is marginal. Hence, the RPP and BOTDP based polishing methods
remain of mainly theoretical interest.

4.6.3 Benefits of preemption

The maximum theoretical improvement of preemption over non-preemption is a cost de-
crease of at most 50%. While this bound is tight, the instances realizing it are rather artificial.
As such it is interesting, what improvements may be observed on more realistic instances.
For this purpose, the BKS and LB for the PSCP are compared to the optimal solutions for the
corresponding SCP instances. The results are reported in Table 4.6. Column deadh. reports
the percentage of the costs induced by deadheadings in the optimal non-preemptive solu-
tions. Column gap LB reports the average gap of the BKS to the cycle cover LB. Columns
impr. BKS and impr. LB report the percentage of cost saved by the PSCP BKS and PSCP LB
relative to the non-preemptive optimal SCP cost. That means, columns impr. BKS provide
a lower bound and columns impr. LB provide an upper bound on the real improvements
enabled through the use of preemption. The columns thereafter correspond to the measures
introduced in Table 4.4.

The results show that the average improvement by preemption is rather small, except for
the instance set rel. Over all other instances, the average benefit is below 1% for the BKS and
below 3.1% for the LB. The average improvements between the different instance sets differ
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Chapter 4 The preemptive stacker crane problem

noticeable, e.g., lc1 with 1.27% and lr2 with 0.19% for the BKS in comparison to 13.19%
and 0.32% for the LB. The reason is given by the fact that preemption can only improve
the deadheading component of the total solution cost, hence, a larger share of deadheadings
may lead to larger improvement opportunities. In addition, for highly clustered instances like
lc1, the cycle cover LB may be arbitrarily bad as the deadheadings connecting the different
clusters are ignored. This relationship is highlighted in Figure 4.17 for all instances. Except
for the rel instances, for 20% deadheadings in the SCP cost and below, the improvements
of preemption are marginal. They increase as the percentages of deadheadings increase.
Nevertheless, even w.r.t. the cycle cover LB the maximum possible improvement for any
considered instance is below 30%.

In conclusion, when a non-preemptive routing exhibits a large percentage of deadhead-
ings, preemption may be considered. On the other hand, for rather tight routings with small
percentages of deadheadings, the complexity of preemption may outweigh its benefits.
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Figure 4.17: The improvements between the optimal preemptive, preemptive BKS, pre-
emptive LB and the optimal non-preemptive SCP costs by percentages of deadheadings
in the optimal non-preemptive costs for instances all1. The artificial nature of the rel
instances is clearly visible.

The other solution characteristics like the percentage of preempted requests, the request
path lengths and the depth of the tree exhibit similar relationships as those reported for the
solutions obtained by the construction algorithms. The measures indicate that the improve-
ments of preemption result from a lot of preemptions, each contributing a small share as
opposed to a few preemptions with large impact. As the PSCP does not consider any penalty
for preemptions, e.g., additional time or cost, the benefits of preemption may be even smaller
in more realistic settings including these penalties.

4.7 Conclusion

In this chapter, the PSCP was reconsidered. Based on the existence of BOT structured solu-
tions as established by Quilliot et al. [88], further structural properties have been derived
and adaptations of well-known heuristics for the ATSP and CVRP have been presented and
compared in a large computational study.

Using results derived for the PSP, we have shown that preemption may improve a non-
preemptive solution by at most 50%. Similarly, explicit drop nodes may improve a solution
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by at most 50% in case of asymmetric distances, by at most 33.3% in case of symmetric
distances and not at all in case of line and circular structures.

Two polynomial-time computable subproblems have been identified. The RPP asks for a
minimum-cost request path respecting a given sequence of immediate child requests. The
BOTDP extends this concept to complete BOTs and asks for a minimum-cost solution satis-
fying a given input permutation of the requests. Based on the BOTDP we have shown that
the search space of the PSCP can be limited to the permutations of the requests.

The modified Karp-Steele patching heuristic for the ATSP and the savings heuristic for the
CVRP have been adapted for the PSCP. In contrast to the MCI heuristic both proposed heuris-
tics are deterministic. The results of the computational study show that none of the proposed
algorithms consistently outperforms the others. However, on average, the MKSD algorithm
based on the patching heuristic clearly outperforms the other algorithms and improves upon
the combination of the MCI and VND algorithms proposed in the literature. Nevertheless,
the VND algorithm is able to further improve the solutions provided by the MKSD algorithm.

The comparison of the best known preemptive and optimal non-preemptive solutions in-
dicates that the average improvement of preemption is rather small on realistic instances
and increases as the percentage of deadheadings increases. Thus, preemption should be
well-considered w.r.t. the properties of the problem instances to be solved, otherwise the
complexities of preemption may outweigh its benefits.

Despite the simplicity of the PSCP in terms of its description, it remains difficult to con-
sistently obtain solutions of high quality. Hence, possible future research directions for the
PSCP include the evaluation of the BOT structure with respect to exact methods and the
development of consistent heuristic improvement methods.
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Chapter 5

Adaptively solving a multi-period vehicle and
technician routing problem

In this chapter, we study a complex vehicle routing problem (VRP) that combines the delivery
of vending machines from a central depot to specific customer locations with the installation
of these machines by technicians at the customer locations after their delivery. The problem
was the subject of the VeRoLog Solver Challenge 2018–2019 (VSC2019). Parts of this chapter
have already been published in the peer-reviewed research article Graf [51].

Contribution On the problem-specific level we contribute an efficient heuristic solution
method that adapts to instance properties like size and objective function coefficients as
well as to the available computing resources w.r.t. a given time limit. We provide an exten-
sive computational study documenting the positive impact of the algorithm components and
comparing our method to those proposed by other researchers. On a more abstract level, our
method exemplifies how the adaptive large neighborhood search (ALNS) approach of Ropke
and Pisinger [92] can be extended to facilitate a decomposition of a complex combined prob-
lem into subproblems and provide an adaptive way to allocate the computing resources to
these subproblems.

Organization First we give a short description of the challenge and related problems in
Section 5.1. A formal definition of the problem is given in Section 5.2. In Section 5.3 we de-
scribe the components of the solution method and their overall arrangement. In Sections 5.4
and 5.5 we consider the subproblems associated with the minimization of the maximum
number of trucks on any day and the technician scheduling. The focus of Section 5.6 is the
adaptive layer that guides the solution method’s individual components. In Section 5.7 we
perform experiments on benchmark instances provided by the challenge organizers and dis-
cuss the results. In Section 5.8 we briefly review the literature on other methods proposed
for the problem at hand and compare our method with those of the other challenge partici-
pants on the final dataset provided by the challenge organizers. Section 5.9 summarizes the
proposed solution method and the contributions of this chapter.

5.1 Introduction

Gromicho et al. [54] announced the VSC2019 of the EURO working group Vehicle Routing
and Logistics (VeRoLog). Prior VeRoLog solver challenges have been held in the years 2014,
2015 and 2017. The goal of these challenges is to motivate the research on efficient solution
methods for real-world inspired complex VRPs under various restrictions, including small
but sensible time limits, i.e., alongside the development of suitable algorithms, their efficient
implementation is likewise important.

The VSC2019 is divided into two challenges, the all time best and the restricted resources
challenge. The former required the participants to upload solutions without any restrictions
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on the processes that were used to derive these solutions. In contrast, to participate in the
restricted resources challenge executable solver implementations had to be provided to the
organizers. These executable solver implementations were used to solve a set of undisclosed
instances with a restricted time limit on a single reference computer. The final ranking was
calculated from the solutions reported in these runs. In the restricted resources challenge
our solution method implementation performed best and achieved the first place among the
eight finalists.

The problem studied in the VSC2019 is a multi-period VRP with deliveries from a central
depot to customer locations and subsequent installations of the delivered items at these
locations. The problem requires the routing of delivery trucks, the routing of technicians and
a scheduling task due to labor restrictions constraining the number of consecutive working
days for individual technicians.

The exact problem has, to the best of our knowledge, not been studied in the literature,
as the combination and interaction of subproblems are rather specific. However, the sub-
problems and related problems have been studied more extensively in the past. The service
technician routing and scheduling problem (STRSP) requires the routing and scheduling of
technicians with varying skill sets to perform a given set of service tasks at customer lo-
cations. Focussing on different aspects, various variants of these problems are considered,
e.g., Kovacs et al. [69] consider an STRSP with technician skill sets, time windows and the
possibility to outsource jobs.

Beltrami and Bodin [13] introduce the period vehicle routing problem (PVRP) in the context
of municipal waste collection that extends the capacitated vehicle routing problem (CVRP) by
a planning horizon of a given number of periods (e.g., days) and customers that require ser-
vice according to some schedule. As such, the PVRP requires additional decisions regarding
the assignment of customer visits to specific periods, then, each period corresponds to a clas-
sic CVRP. A survey of the PVRP and its variants is provided in Francis et al. [38]. Archetti
et al. [9] consider the multi-period vehicle routing problem with due dates (MVRPD), a PVRP
variant similar to a subproblem of the problem at hand. In this variant, each customer is
associated with a release and due period and must be assigned to a period inside this subset
of periods.

We propose a solution method for the problem tackled in the VSC2019. The solution
method merges an ALNS with a variable neighborhood descent (VND) procedure and inte-
grates these components through an adaptive layer that guides the search. The adaptive
layer is used to adjust the solution method to the instance to be solved, the computing envi-
ronment and the time limit provided by orchestrating the embedded heuristics and balancing
intensification and diversification during the search process.

5.2 Problem description

The considered problem requires the routing and scheduling of trucks and technicians to
perform a set of delivery and installation requests R = t1, . . . ,nu in a given planning horizon
T = t1, . . . ,Hu of H days. Let V be a set of locations. Two locations u, v P V are associated
with a symmetric distance duv = dvu ě 0 and the triangle inequality is assumed. Let
I = t1, . . . ,mu be a set of item types, each item type i P I is associated with a weight qi and
a penalty value pi. Each request r P R is associated with exactly one item type ir P I, the
number of items nr P Ną0 of type ir, a delivery time window [er, lr] Ď t1, . . . ,H ´ 1u and a
delivery location vr P V. The location vdep P V is the truck depot location where an unlimited
number of trucks is stationed. All trucks have the same capacity C and the same maximum
daily distance D. Let W be a set of technicians. Each technician w P W has a home location
v

dep
w P V, a specific maximum daily number of installations Cw, and maximum daily distance
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Dw. Each technician w has a certain skill set Iw Ď I of item types they can install. Each
request r P R must be contained exactly once in a truck tour for delivery and once in a
technician tour for installation, respectively. The technician must have the corresponding
skill w.r.t. the item type to perform the installation.

As the number of trucks is not part of the problem instance and thus unlimited, assume
a solution with K truck tours Πk, 1 ď k ď K. Then, each truck tour Πk =

␣

πkj

(ℓk
j=1 is a set

of ℓk subtours. Each of the subtours πkj starts and ends at the depot vdep. A subtour visits
a subset of the customer locations in a specified order and delivers nr items of type ir to
the customer at location vr. The total weight of the items transported in a subtour must not
exceed the truck’s capacity

qπkj
=

ÿ

rPπkj

nrqir ď C

and the distance of the whole truck tour dΠk
, i.e., the sum of its subtours’ distances dπkj

,
must not exceed the truck’s maximum daily distance:

dΠk
=

ℓk
ÿ

j=1
dπkj

ď D

Each technician w P W is associated with a set of technician tours Jw =
␣

σwj

(ℓw
j=1. A

technician tour σwj starts and ends at the technician’s location v
dep
w and corresponds to a

sequence of requests, i.e., visits of customer locations. Each request corresponds to exactly
one installation, the total number of installations in a tour must not exceed Cw and the total
distance of each tour σwj P Jw must not exceed the technician’s specific Dw.

All truck and technician tours are associated with exactly one day. Let tΠk
P t1, . . . ,H ´ 1u

denote the day of truck tour Πk and let tσw P t2, . . . ,Hu denote the day of technician tour
σw. Truck tours must respect the delivery time windows tΠk

P [er, lr] of all requests r P Πk

they deliver. A technician can only install an item if the item has been delivered earlier, i.e.,
the delivery day t+r P t1, . . . ,H ´ 1u of request r must precede t+r ă t´

r the installation day
t´
r P t2, . . . ,Hu. A penalty depending on the number of items nr and the penalty value pir is

incurred for each day that the installation is delayed beyond the earliest possible installation
day t+r +1, i.e., given delivery and installation days, the penalty is incurred t´

r ´t+r ´1 times.
While trucks are interchangeable and can perform tours on every day, the situation for

the technicians is more complex due to the following scheduling constraints. A single tech-
nician w may perform at most one tour per day and must not perform tours on more than
5 consecutive days. If a technician performs tours on 5 consecutive days, then there can-
not be any tours on the following two days. For 4 or less consecutive days, one day off is
sufficient as shown in Example 5.1. Note that the first two days after the planning horizon
H + 1,H + 2 are considered days off, i.e., 5 consecutive tours can be feasibly scheduled on
days tH ´ 4, . . . ,Hu for H ě 5.

(a)
t

. . . σw1 σw2 σw3 σw4 σw5 σw6 . . .

(b)
t

. . . σw1 σw2 σw3 σw4 σw5 . . .

Figure 5.1: Feasible technician schedules

Example 5.1. Two schedules (a) and (b) are shown in Figure 5.1. Schedule (a) contains a
sequence of five consecutive tours σw1, . . . ,σw5. Therefore, the technician cannot work days 6
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and 7 and the tour σw6 cannot start before day 8. Schedule (b) contains a sequence of only four
consecutive tours, allowing tour σw5 to be scheduled after one day off on day 6.

Finally, a solution S = (tΠk : 1 ď k ď Ku , tJw : w P Wu) is a collection of K ě 0 truck tours
and up to |W| sets of technician tours. A feasible solution contains each request exactly
once in a truck tour and exactly once in a technician tour while respecting all time window,
delivery-installation precedence, maximum distance, capacity and installation constraints.
Example 5.2 shows a small solution with tours and a corresponding schedule.

Example 5.2. Figure 5.2a shows a solution with five requests R = t1, . . . , 5u located at nodes
t1, . . . , 5u and the truck depot at node vdep. Two technicians W = t1, 2u are located at locations
v

dep
1 and v

dep
2 , respectively. Requests t1, 2, 3u are delivered by truck tour Π1 = tπ1,1,π1,2u in

two subtours. Requests t1, 2u are delivered in subtour π1,1 and request 3 is delivered by itself in
subtour π1,2. Requests t4, 5u are delivered by truck tour Π2 = tπ2,1u in a single subtour. The
technicians each have a single tour σ1,1 and σ2,1, performing installations of requests t1, 2u and
t3, 4, 5u, respectively.

Due to the time windows of requests t1, 2, 3u the only feasible delivery day for tour Π1 is
tΠ1 = 2 as shown in Figure 5.2b. As requests t1, 2u are delivered on day 2 and are both
installed by technician 1 in a single tour, the installation day is tσ1,1 = 3. Requests t4, 5u are
delivered on day tΠ2 = 5 due to the time window of request 5. Therefore, technician 2 can
install requests t3, 4, 5u at the earliest of day tσ2,1 = 6. All requests except 3 are installed on
their earliest installation days right after their respective delivery days, thus, only request 3
incurs a penalty for t´

3 ´ t+3 ´ 1 = 3 days.

vdep

1
2 3

4
5

v
dep
2

v
dep
1

π1,1 π1,2

π2,1

(a) Truck ( ) and technician ( )
tours, starting and ending at the truck
( ) and technician ( ) depots, respec-
tively. The deliveries and installations
are performed at 5 customer ( ) loca-
tions.

t
1 2 3 4 5 6 7

r1

r2

r3

r4

r5

§ đ

§ đ

§ đ

§ đ

§ đ

Π1 Π2σ1 σ2

(b) Time windows ( ) given by the instance,
delivery days (§), install days (đ) and the schedule
as given by the solution.

Figure 5.2: Example solution with two truck and two technician tours

Objective function

The objective function and its parts are given in Equations (5.1)–(5.8). The penalty term in
Equation (5.2) captures idle times between the requests’ deliveries and installations. The
total distances of truck and technician tours are captured in Equations (5.3) and (5.4).
Equations (5.5) and (5.6) correspond to the number of truck tours and technician tours,
respectively. Equations (5.7) and (5.8) define the maximum number of trucks on any single
day and the total number of technicians with at least one tour. The terms are weighted by
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a vector a = (a1, . . . ,a7) such that all objective function terms are mapped to a common
scale.

Za(S) = a ¨ (zp, zdK
, zdW

, z#K, z#W , zK, zW)T (5.1)

zp =
ÿ

rPR

(︁
t´
r ´ t+r ´ 1

)︁
¨ pir ¨ nr (5.2)

zdK
=

ÿ

kPK

dΠk
(5.3)

zdW
=

ÿ

wPW

dJw (5.4)

z#K = K (5.5)

z#W =
ÿ

wPW

|Jw| (5.6)

zK =
H´1max
t=1

|tΠk : 1 ď k ď K, tΠk
= tu| (5.7)

zW = |tw P W : Jw ‰ Hu| (5.8)

5.3 Solution method

To solve the given problem efficiently in a limited amount of time, the following solution
method is proposed. It combines a VND with an ALNS and an adaptive layer that allows the
dynamic adjustment of the method w.r.t. the given problem instance, a time limit and the
computing environment. Due to the complexity of the problem with interactions between
trucks and technicians, a decomposition is performed such that the improvements of the
partial solutions associated with the trucks and the technicians are handled separately.

An overview of the method is provided in Figure 5.3. First, a set of simple preprocessing
steps is performed: For each technician, the set of feasible requests according to the techni-
cian’s skill set and maximum daily distance is calculated. If the set is empty, the technician is
removed. Similarly, for each request, the feasible technicians are calculated. If there’s only
one technician that is able to perform a specific request, this technician is labeled essential
and not associated with any technician cost as the technician will be present in every feasible
solution.

First, an initial solution is constructed. Due to the set of workers W being finite and each
worker having a daily maximum distance, finding a feasible solution for the technicians is
already a computationally hard problem. In contrast, finding a feasible solution for the trucks
is trivial, therefore the solution for the technicians is constructed first. We assume that each
request r P R is delivered on its earliest delivery day er. This ensures maximally large time
windows for the installation. Then, the large neighborhood search (LNS) for the technicians
described below is used to iteratively construct a solution for the technicians until a feasible
routing satisfying all installations is obtained. Finally, a minimum-cost insertion procedure
is used to construct a solution for the trucks, such that the delivery time windows implied by
the solution for the technicians are satisfied. The insertion procedure iteratively calculates
the cheapest insertion positions for all requests that have not been added to the solution so
far and performs the overall cheapest insertion.

Starting from the initial solution, the iterative method is run until the time limit is reached.
Each iteration starts with a sequence of nested decisions leading to one of the improvement
procedures PK, P‹

K, PW or P‹
W. The simple truck procedure PK targets the partial solution

associated with the trucks, likewise the simple technician procedure PW targets the partial

85



Chapter 5 Adaptively solving a multi-period vehicle and technician routing problem

begin

preprocess and construct

PK P‹
KPW P‹

W

reduce zK

accept

adjust decisions

adjust cooling

cont.

end

KW

no

yes

Figure 5.3: Overview

solution associated with the technicians. The alternative procedures P‹
K and P‹

W consist of
two steps. The first step corresponds to the simple procedure and targets the partial solu-
tions associated with trucks and technicians, respectively, but the time windows implied by
the respective opposite partial solution are relaxed. The second step attempts to repair pos-
sible infeasibilities introduced by the relaxation of the time windows in the opposite partial
solution.

The last step of the improvement aims to reduce the maximum number of trucks on any
single day zK by one through a matching based heuristic. The obtained candidate solution
is compared to the incumbent solution and accepted according to a simulated annealing
criterion. The observed improvement relative to the incumbent solution is used to score the
decisions and to adjust the weights for subsequent iterations. Also, the parameters of the
acceptance criterion, i.e., the current temperature as well as the cooling rate are adjusted
according to the cooling schedule, the time limit and the observed runtime performance of
the solution method.

5.3.1 Improvement procedures

The result of the hierarchical decision process is a specific improvement procedure. First,
the subproblem decision is used to realize the decomposition of the problem, i.e., whether
the truck or the technician solution is the primary target for improvement. Next, the mode
decision guides the interaction between the partial truck and technician solutions during the
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improvement process. The only interaction between trucks and technicians is based on the
precedence constraint t+r ă t´

r of the delivery and installation days and the resulting penalty
term. Two modes are considered, the simple mode requires that the current technician solu-
tion remains feasible if the truck solution is improved and vice versa. The alternative mode
allows the improvement procedures to temporarily introduce infeasibility in the solution not
associated with the primary target of the subproblem decision. To realize these modes, we
introduce latest delivery days t̂+r P [er, lr] and earliest installation days t̂´

r P [er + 1, lr + 1] for
all requests r P R. Depending on the selected procedure and its mode these parameters are
set to constrain the delivery or installation time windows of the requests in the embedded
heuristics.

As both decisions are binary, the following four procedures are derived. PK and P‹
K pri-

marily target the truck solution in simple and alternative mode. Similarly the procedures
PW and P‹

W target the technician solution in simple and alternative mode.

– PK (simple truck procedure). First, a large neighborhood move LNSK is performed.
Afterwards a variable neighborhood descent VNDK is run until a locally optimal solu-
tion is obtained. The latest delivery days t̂

+
r := t´

r ´ 1 respect the current installation
days, such that the technician solution remains feasible.

– PW (simple technician procedure). This procedure is analogous to the procedure PK.
A large neighborhood move LNSW and a variable neighborhood descent VNDW are
performed. Additionally, a scheduling heuristic is run after a locally optimal solution
has been found. This heuristic may rearrange the tours associated with a technician
to decrease the penalty term of the objective function. The earliest installation days
t̂

´

r := t+r + 1 respect the current delivery days and the current partial truck solution is
guaranteed to remain feasible.

– P‹
K (alternative truck procedure). First, the simple truck procedure PK is run with

latest delivery days t̂
+
r = lr, i.e., the delivery is restricted only by the delivery time

windows [er, lr] given in the instance. Therefore, the locally optimal solution obtained
after the VNDK may violate the delivery-installation precedence constraints for a sub-
set of requests R 1 =

␣

r 1 P R : t+r 1 ě t´
r 1

(

. The requests r P R 1 are removed from the
partial technician solution and the simple technician procedure PW with t̂

´

r := t+r + 1
is performed.

– P‹
W (alternative technician procedure). In this procedure, the earliest installation days

t̂
´

r := max ter + 1, t+r u are set in such a way that the delivery installation precedence
constraints are violated by at most one day, i.e., the installation of a request r may move
onto the current delivery day t+r . The reason is that the delivery of a request is usually
more constrained than the installation and a single application of the procedure should
not render a major part of the current truck solution infeasible. As in the alternative
truck procedure, infeasible requests are removed from the partial truck solution and
the simple truck procedure PK is run with t̂

+
r := t´

r ´ 1.

Note that the simple truck procedure PK will always result in feasible solutions as the
number of available trucks is unlimited. All other procedures involve a possible modification
of the technician solution and may not be able to obtain a feasible solution. In that case, the
current iteration is aborted.
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5.3.2 Large neighborhood search

The first step of all described procedures is a move in a large neighborhood. The goal is
twofold. On the one hand, these moves should improve the current solution and on the
other hand these moves act as a shaking procedure for the subsequent VND heuristics. The
solution method uses multiple destroy and repair operators. The destroy operators are as
follows.

– Random. Given a number q ď |R|, q requests are randomly chosen and removed from
the truck or technician solution. The number q is chosen randomly from a predefined
interval.

– Location based. From the set of customer locations a single location is chosen ran-
domly and all requests associated with that location are removed from the truck or
technician solution.

– Single day (trucks only). From the set of days with at least a single truck scheduled,
a random day is chosen and all trucks and requests scheduled on that day are removed
from the truck solution.

– Single technician (technicians only). From the set of active technicians, a single
technician is chosen and all tours and requests associated with that technician are
removed from the technician solution.

The repair operators reinsert the removed and currently unplanned requests into the re-
maining partial solution. All procedures are iterative and insert exactly one request in each
iteration.

– Parallel. All insertion positions for all unplanned requests are evaluated and recorded.
Then, a single insertion operation associated with exactly one position and request is
chosen randomly with respect to a fixed determinism parameter as described in Ropke
and Pisinger [92], i.e., an insertion operation with lower costs is chosen with a higher
probability, yet even comparatively costly insertions may be performed. The insertion
positions considered include the insertion into existing tours as well as the creation of
a new tour.

– Sequential. In this procedure, the unplanned requests are inserted in a random or-
der. The order is established anew each time the procedure is called. For the current
request, all possible insertion positions, including the creation of new tours, are evalu-
ated and recorded. Among these, an insertion is chosen randomly according to a fixed
determinism parameter.

– Regret-2. This operator is based on the regret-k heuristic (cf. [84]). For each un-
planned request all insertion positions are evaluated and recorded. Then, two cases
are distinguished: (i) if there exists a non-empty set of unplanned requests with only a
single insertion position, then one of these requests is chosen randomly and the inser-
tion is performed. (ii) all unplanned requests allow for at least two insertions in which
case the request is chosen that maximizes the cost difference between the best and the
second best insertion position. Ties are not resolved, the first request that realizes the
maximum is chosen.
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5.3.3 Variable neighborhood descent

The solution obtained after the LNS move is polished by a local search heuristic combining
well-known polynomial-size neighborhoods in a VND procedure. Although the neighbor-
hoods and order of the neighborhoods are the same for trucks and technicians, some aspects
like the handling of time windows are specifically tailored towards trucks and technicians,
respectively, such that VNDK for trucks and VNDW for technicians are considered individ-
ually below.

1. Intra-tour. First 2-opt is applied to a route until a local optimum is reached. Then,
Or-opt, a subset of the 3-opt neighborhood proposed in [81], is applied, also until a
local optimum is reached.

2. Relocate. The relocate neighborhood considers moves whereby a request r P R is
removed from a tour and inserted into another tour at a minimum-cost insertion posi-
tion.

3. Exchange. This neighborhood removes two requests r1, r2 P R in two different tours
and inserts each at a best position in the respective other tour.

The current neighborhood is searched exhaustively and all feasible, improving moves are
recorded. If at least one such move exists, a move is chosen stochastically by using a neigh-
borhood specific determinism parameter. Afterwards the process repeats from step 1. If
the current neighborhood is empty, the process continues with the next neighborhood or
terminates if the current solution is locally optimal w.r.t. all considered neighborhoods.

VND for trucks: VNDK

Each truck tour Πk is restricted to the time window [eΠk
, t̂+Πk

] :=
Ş

rPΠk
[er, t̂+r ]. For the

neighborhood relocate, we consider a move of request r P R into the truck tour Πk if
[er, t̂+r ] X [eΠk

, t̂+Πk
] ‰ H, i.e., the request can be inserted into the tour without violating

time window constraints. In case that the request cannot be delivered on the currently
scheduled day of the tour tΠk

R [er, t̂+r ], we move the tour to the latest possible day, i.e., we

set tΠk
:= min

!

t̂
+
r , t̂+Πk

)

, as demonstrated in Figure 5.4. Contrary to that, the modification
of scheduled days is not considered in the neighborhood exchange. That is, given two re-
quests ri P Πi, rj P Πj, we calculate the tours Π 1

i = Πiz triu and Π 1
j = Πjz

␣

rj
(

obtained by

removing the requests from their respective tours. If tΠ 1
i

P [erj , t̂
+
rj
] and tΠ 1

j
P [eri , t̂

+
ri
], then

the exchange (ri, rj) is considered.

t
1 2 3 4 5 6 7 8 9

Πk Πk Πj

[eΠk
, t̂+Πk

]
[er, t̂+r ]

r

Figure 5.4: A move in the neighborhood relocate. As the current day of tour Πk, tΠk
= 2

is outside of request r’s time window, the tour is moved to day mintt̂
+
r , t̂+Πk

u = 4.

When a locally optimal truck solution is reached, we try to reduce the number of truck
tours K by recombining the subtours of the truck tours. As all subtours are independent,
only the maximum daily distance D and the time window constraints have to be considered.
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Problem 5.1 (Subtour recombination). Given the set of all subtours

Π = tπi P Πk : 1 ď k ď Ku

and for all subtours πi P Π, their corresponding distances dπi
and time windows

[eπi
, t̂+πi

] :=
č

rPπi

[er, t̂+r ].

Consider all partitions of Π into disjoint truck tours Π 1
1, . . . ,Π 1

K 1 such that each truck tour
Π 1
j satisfies the maximum daily distance

ř

πiPΠ 1
j
dπi

ď D and can be scheduled on at least one

day, i.e.,
Ş

πiPΠ 1
j
[eπi

, t̂+πi
] ‰ H. Among these partitions, find one that minimizes the number of

truck tours K 1.

Problem 5.1 is a special case of the bin-packing problem with conflicts (BPPC). The subtours
correspond to items, their distances to item weights, the truck tours correspond to bins and
the maximum daily distance corresponds to the bin width. Additionally, two subtours are in
conflict iff their time windows do not overlap, i.e., they cannot be scheduled on a common
day and thus, cannot be performed in a single truck tour.

Note that Problem 5.1 does not incorporate any notion of cost besides the number of
resulting truck tours. However, moving a subtour to another day changes the delivery days
of the requests served in that subtour. Especially when a subtour is moved to an earlier
day, the penalty incurred by the associated requests may increase, possibly outweighing the
savings achieved by decreasing the number of truck tours.

To resolve the issues resulting from penalty values and the conflicts between subtours,
we consider the problem for each day individually. This ensures that the time window con-
straints are always satisfied as subtours that are already performed on a single day are always
compatible, i.e., no conflicts need to be considered. Additionally, the scheduled days of the
subtours are not changed, thus eliminating any impact on the associated penalty values.
However, the opportunities to recombine subtours and reduce the number of trucks may be
more limited as illustrated in Example 5.3. This reduced problem for each individual day
is a bin-packing problem (BPP) with the same correspondences as above, just without the
conflicts.

Example 5.3. Consider the instance given in Figure 5.5a There are five subtours with time
windows and distances. The maximum daily distance is D = 10.

A feasible partition into truck tours is shown in Figure 5.5b with four truck tours, the first
on day 1, the next two on day 2 and the last on day 3. The subtours tπ2,π3,π4u on day 2 may
be combined into a single truck tour. However, subtours tπ1,π5u on days 1 and 3 cannot be
combined into a single tour because their time windows do not overlap, i.e., subtours tπ1,π5u

are in conflict.
Combining subtours tπ1,π5u with other subtours is still possible if subtours are allowed to

move between days. This BPPC case is illustrated in Figure 5.5c, reducing the number of truck
tours from 4 to 2. Note that subtours tπ2,π5u are moved to earlier days 1 and 2, respectively.
As such, they may negatively impact the associated penalty values.

If subtours are restricted to their currently scheduled days then only tours tπ2,π3,π4u are
combined into a single truck tour and the number of truck tours is reduced from 4 to 3. This
BPP case is illustrated in Figure 5.5d,

The problem is solved heuristically by applying the best-fit decreasing (BFD) heuristic for
the BPP (cf. Garey et al. [44]) to each set of subtours whose truck tours are scheduled on
the same day in the current input solution. The BFD heuristic traverses all given items by
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i eπi
t̂
+
πi

dπi
current tπi

1 1 1 7 1
2 1 2 3 2
3 2 2 4 2
4 2 3 3 2
5 2 3 3 3

(a) Instance with five subtours and D = 10

1 2 3

π1
π2

π3

π4 π5

(b) Partition into four truck tours

1 2 3

π1

π2

π3

π4

π5

(c) Optimal BPPC partition

1 2 3

π1
π2

π3

π4

π5

(d) Optimal BPP partition for each day

Figure 5.5: Example set of subtours and different combinations into truck tours. The
height of each subtour’s rectangle corresponds to its distance. The height of the rect-
angles including the shaded areas corresponds to the maximum daily distance D.

non-increasing weights and adds an item to the most-filled bin that has still enough space to
accommodate the item.

VND for technicians: VNDW

The VND for technicians does not operate on scheduled days. Instead, each technician tour
σwi is associated with the earliest possible day t̂

´

σwi
= max

!

t̂
´

r : r P σwi

)

on which tour
σwi can be scheduled. In the relocate neighborhood, a move of a request r into a technician
tour σwi is considered only if t̂

´

r ď t̂
´

σwi
or in case of t̂

´

r ą t̂
´

σwi
if the earliest possible day

t̂
´

σwi
of tour σwi can be feasibly moved to the later day t̂

´

r . Moves for the neighborhood
exchange between tours σwi, σw 1j and requests ri P σwi and rj P σw 1j are considered only
if t̂

´

ri
ď t̂

´

σw 1jztrju
and t̂

´

rj
ď t̂

´

σwiztriu hold.
When the VND has reached a locally optimal solution, actual schedules for the techni-

cians have to be calculated, that is, the specific installation days for each tour have to be
determined before the objective function can be evaluated w.r.t. penalties. The scheduling
procedure is described in more detail in Section 5.5.

5.4 Minimization of the number of trucks

The objective function component zK corresponds to the maximum number of trucks on any
single day and is not considered explicitly by the above described procedures and operators.
Instead a simple heuristic is used to address this part of the objective function directly by
trying to reduce the maximum number of trucks by one without changing the routing and
subtour combination decisions as detailed in Problem 5.2. As a feasible assignment of trucks
to days with at most zK´1 truck tours on any single day implies that at least one truck tour’s
delivery day is changed, the penalty component of the objective function is also influenced.
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Chapter 5 Adaptively solving a multi-period vehicle and technician routing problem

Problem 5.2 (Reduce zK). Given the set of truck tours tΠ1, . . . ,ΠKu with time windows
[eΠk

, t̂+Πk
] Ď t1, . . . ,H ´ 1u and penalties pΠk

:=
ř

rPΠk
pr.

Find a minimum-penalty assignment of truck tours Πk to delivery days tΠk
P [eΠk

, t̂+Πk
] with

at most zK ´ 1 truck tours on any single day.

Problem 5.2 can be efficiently solved by a minimum-cost network flow problem (MCFP)
formulation on a digraph G = (U,A). The node set

U =
␣

u´,u+
(

Y tΠk : 1 ď k ď Ku Y tt P t1, . . . ,H ´ 1uu

comprises two artificial source and sink nodes u´,u+, a node for each truck tour Πk and a
node for each day t P t1, . . . ,H ´ 1u. The arc set A = A1 Y A2 Y A3 is the union of three arc
sets

A1 =
␣

(u´,Πk) : 1 ď k ď K
(

A2 =
!

(Πk, t) : 1 ď k ď K, t P [eΠk
, t̂+Πk

]
)

A3 =
␣

(t,u+) : t P t1, . . . ,H ´ 1u
(

connecting the artificial source node to all nodes representing truck tours, all nodes rep-
resenting truck tours to the nodes representing days in their current time window and all
nodes representing days to the artificial sink node, respectively. In total, the digraph G has
|U| ď K+H+ 1 nodes and |A| ď K+K(H´ 1)+H´ 1 arcs and is thus of pseudo-polynomial
size w.r.t. the input size.

The arc weight ckt for an arc (Πk, t) P A2 from a node corresponding to truck tour Πk to a
node corresponding to day t is set to the penalty incurred when truck k is assigned to day t:

ckt :=
ÿ

rPΠk

(t´
r ´ t ´ 1)pirnr

All other arcs have zero weight. The arc capacities Captu+ := zK ´ 1 for an arc (t,u+) P A3
from a node representing day t to the sink node u+ are set such that at most zK ´ 1 trucks
can be assigned to any day. All other arcs have unit capacity, i.e., Capa = 1, a P A1 Y A2. A
small instance and the corresponding MCFP network are illustrated in Example 5.4.

Example 5.4. Consider the instance given in Figure 5.6a. All of the three truck tours are
scheduled on the same day tΠk

= 2 hence, zK = 3. The corresponding MCFP network is
illustrated in Figure 5.6b. Tour Π1 can be assigned to three days 1, 2, 3, tour Π2 only to day 2
and tour Π3 to days 2, 3. The capacity of the arcs connecting the nodes representing days to the
artificial sink node is zK = 2, i.e., at most two trucks can be assigned to any day, reducing the
maximum number of trucks on any single day by one. Generally, ckt ď ckt 1 holds for t ě t 1,
thus the optimal solution is obtained with truck Π2 assigned to day 2 and trucks Π1, Π3 assigned
to day 3.

A feasible assignment exists iff the associated MCFP allows for a flow of K. If such an
assignment exists, the solution is transformed to reflect the assignment, otherwise the input
solution is retained.

Suppose that all tours have pairwise distinct penalty values, then there is exactly one
optimal distribution of the tours over the days. This exact approach may impact the diversity
of the solutions produced in following iterations, especially if the simple technician procedure
PW is considered, because it is unable to change the current partial solution associated
with the trucks. Additionally, solving the MCFP takes quite some time, which may not be
beneficial when the impact of the maximum number of truck tours zK is small.
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k eΠk
t̂
+
Πk

tΠk

1 1 3 2
2 2 2 2
3 2 3 2

(a) Example instance with H = 4
and K = 3. All trucks are scheduled
on day tΠk

= 2.

as Π2

Π1

Π3

1

2

3

at

0/1

0/1

0/1

c11/1
c12/1

c13/1

c22/1

c32/1

c33/1

0/2

0/2

0/2

(b) MCFP with arc labels cost/capacity

Figure 5.6: Example construction of the MCFP network. The instance (a) is trans-
formed into the MCFP network (b).

To alleviate both issues, the problem is relaxed by ignoring the arc weights ca, a P A

induced by the penalties. The resulting problem can be modeled as an unweighted maximum
bipartite matching between the truck tours Πk and at most zK ´ 1 nodes for each day t.
This problem is then solved exactly with a greedy augmenting path algorithm, such that a
feasible assignment is found iff it exists. Note that technically, the size of the matching
problem’s instance is pseudo-polynomial in zK. In cases where such an approach may seem
inappropriate, e.g., if the number of truck tours or H, or both, are extraordinarily large, the
MCFP approach described above remains a viable option.

To still account for the penalties, the adjacency lists of the nodes corresponding to truck
tours are ordered in such a way, that the greedy algorithm considers arcs with lower penalties
prior to those with higher penalties while searching for the next augmenting path. Neverthe-
less, the order of the tours Πk is randomized, therefore, different solutions can be obtained
for the same matching problem.

5.5 Technician scheduling

The operators used in the LNSW and VNSW heuristics improve the clustering and routing
decisions regarding the technicians and requests, i.e., they change the sets of requests being
performed together in a single tour and the sequence of requests in such a tour. In contrast,
these operators do not deal with the assignment of tours to actual days and hence, do not
generate the actual schedule. Instead, these heuristics only consider lower bounds for the
penalties induced by the clustering decisions. Therefore, a scheduling procedure is required
to obtain schedules for the technicians. As all technicians are independent, the following
scheduling subproblem is solved individually for each technician.

Problem 5.3 (Technician scheduling). Given a horizon t1, . . . ,Hu and a set of tours Jw =
␣

σwj

(ℓw
j=1 associated with technician w P W, earliest possible days t̂´

σwj
:= max

!

t̂
´

r : r P σwj

)

and penalty values pσwj
:=

ř

rPσwj
pr ě 0 incurred for each day that a tour σwj is planned

after its earliest possible day.
Find a minimum-penalty schedule, such that (i) each tour is scheduled exactly once at its

earliest possible day or later and (ii) working regulations are satisfied, i.e., whenever there is a
block of five consecutive tours ending on day t, the next tour cannot be scheduled before day t+3.
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Chapter 5 Adaptively solving a multi-period vehicle and technician routing problem

In the following, we develop a simple integer program (IP) to model the problem, con-
sider an efficient feasibility testing mechanism in the context of local search and insertion
procedures, and propose a fast heuristic for a restricted problem.

5.5.1 Integer programming formulation

We model the scheduling problem for a fixed technician w P W as an IP using binary decision
variables xjt P t0, 1u, j P t1, . . . , ℓwu : t P tt̂

´

σwj
, . . . ,Hu and polynomially many constraints

w.r.t. the number of decision variables. The meaning of the variable assignment corresponds
directly to the scheduling decision, i.e.,

xjt =

#

1, if tour σwj is scheduled on day t

0, otherwise.

Let J = t1, . . . , ℓwu be the index set corresponding to the tours of technician w and Jt =

tj P J : t̂
´

σwj
ď tu be the indices of all tours that may be feasibly scheduled on day t P

t2, . . . ,Hu. Using these definitions, we provide the IP formulation (5.9)–(5.14).

min
H
ÿ

t=1

ÿ

jPJt

(t ¨ xjt ´ t̂
´

σwj
)pσwj

(5.9)

s.t.
H
ÿ

t=t̂
´

σwj

xjt = 1 @j P t1, . . . , ℓwu (5.10)

ÿ

jPJt

xjt ď 1 @t P t1, . . . ,Hu (5.11)

ÿ

jPJt

xjt +
t´1
ÿ

t 1=t´5

ÿ

jPJt 1

xjt 1 ď 5 @t P t6, . . . ,Hu (5.12)

ÿ

jPJt

xjt +
t´2
ÿ

t 1=t´6

ÿ

jPJt 1

xjt 1 ď 5 @t P t7, . . . ,Hu (5.13)

xjt P t0, 1u @j P t1, . . . , ℓwu : @t P tt̂
´

σwj
, . . . ,Hu (5.14)

Expression (5.9) is a direct translation of the objective function minimizing the sum of
penalties over all tours. Constraints (5.10) and (5.11) ensure that each tour is scheduled
on exactly one day and that at most one tour is scheduled per day, respectively. Con-
straints (5.12) and (5.13) model the restrictions of consecutive days, ensuring that days
t+ 1 and t+ 2 are days off, given that five tours are scheduled on days tt ´ 4, . . . , tu.

To derive the actual schedule specified by the installation days tσwj
of the tours, suppose a

solution to the IP given by the decision variables xjt. Then, the installation day of tour σwj

is derived as follows: tσwj
:=

řH

t=t̂
´

σwj

t ¨ xjt.

5.5.2 Testing feasibility

The number of tours that can be scheduled in a certain time frame depends on the number
of days off required. Equation (5.15) gives the maximum number of tours for a time frame
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of m ě 0 consecutive days.

umax(m) =

#

0 for m = 0
m ´

X

m´1
5

\

otherwise
(5.15)

Let Ut =
!

σwj P Jw : t̂
´

σwj
ě t

)

be the set of tours that need to be scheduled on days
tt, . . . ,Hu. A feasible schedule exists iff |Ut| ď umax (H ´ t+ 1) for all t P t1, . . . ,Hu. As
umax is monotonically increasing, we observe that

|Ut| ď umax (H ´ t+ 1) ñ |Ut| ď umax (H ´ (t ´ δ) + 1)

holds for all δ ě 0. Therefore, we only need to test feasibility for the earliest possible days
t̂

´

σwj
, σwj P Jw and the required time is polynomial in the number of tours.

As noted above, the local search and insertion heuristics operate on earliest possible days
t̂

´

σwj
instead of actual days tσwj

. Therefore, when evaluating local search moves and insertion
operations, only the feasibility of the operation w.r.t. the scheduling constraints needs to
be ensured. The number of evaluations of these operations exceeds the number of actual
executions, usually by a rather large margin. As such, the goal is to design a feasibility
checking procedure that does only incur a small runtime cost for evaluations while larger
runtime costs are acceptable when an operation is actually performed.

In particular, two queries are required to evaluate, whether the scheduling instance re-
mains feasible if either

1. a new tour at a specific earliest day is added to the technician or

2. the earliest possible day of a tour currently associated with the technician is modified.

Both cases can be checked in O(1) time by maintaining the set of so called tight days in O(H)
time whenever a move or insertion is performed. A day t is tight iff |Ut| = umax(H ´ t+ 1),
i.e., adding a new tour to any day in tt, . . . ,Hu will exceed the number of tours that can be
scheduled feasibly. Let γt be the number of tight days in the set of days t1, . . . , tu. A tour
can be feasibly added on day t iff γt = 0. A tour can be moved from day t to a later day
t 1 ą t if γt = γt 1 , i.e., the days tt+ 1, . . . , t 1u are not tight. Moving a tour to an earlier day
t 1 ă t does not interfere with feasibility.

5.5.3 Greedy heuristic

To the best of our knowledge, the complexity status of the scheduling subproblem is un-
known w.r.t. the minimization of the total penalty. As such, we do not describe a polynomial
time algorithm to solve it but instead restrict the problem further by disallowing the schedul-
ing of five consecutive days unless the five consecutive tours conclude the schedule.

We say a tour is eligible on day t if it can be feasibly scheduled on day t, i.e., t̂
´

σwj
ď t. We

denote by Et the set of eligible tours on day t. A simple greedy heuristic for the restricted
problem is given in Algorithm 5.1. The selection steps in lines 4 and 8 can be efficiently
realized by a priori sorting all tours by non-decreasing earliest installation days t̂

´

σwj
and

maintaining a priority queue (e.g., a heap data structure) of all eligible tours that have not
been scheduled so far. The sorting step requires O(ℓw log ℓw) time, while each of the ℓw
iterations incurs O(log ℓw) time for the lookup and update operations of the priority queue.
The combined runtime complexity is O(ℓw log ℓw).

It remains to show that the greedy heuristic generates a feasible plan whenever the input
instance is feasibly solvable, although it only generates schedules satisfying the restricted
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Chapter 5 Adaptively solving a multi-period vehicle and technician routing problem

Algorithm 5.1 Greedy restricted

Input: Set of tours Jw, horizon t1, . . . ,Hu

Output: Days tσwj
for each tour σwj P Jw

1: F Ð H Ź set of scheduled tours
2: t Ð 1
3: while |F| ă ℓw do
4: t Ð min tt 1 P tt, . . . ,Hu : |Et 1zF| ą 0u Ź next day with an eligible tour
5: if 5 ď t ă H and four tours scheduled on days tt ´ 4, . . . , t ´ 1u then
6: t Ð t+ 1 Ź insert day off
7: end if
8: σwj Ð tour with maximum penalty in EtzF

9: tσwj
Ð t Ź assign installation day

10: F Ð F Y
␣

σwj

(

11: t Ð t+ 1
12: end while

problem. We observe, that any feasibly solvable instance for the original problem is also
feasibly solvable for the restricted problem.

Lemma 5.1. If an instance of the original problem is feasible, then there exists a feasible sched-
ule that contains at most one sequence of five consecutive tours and this sequence concludes the
schedule.

Proof. Assume a schedule with a sequence of five consecutive tours that does not conclude
the schedule and whose last tour is scheduled on day t. Then days t + 1 and t + 2 are days
off and the next sequence does not start before day t + 3 (cf. Figure 5.7a). By delaying the
last tour of the sequence by a single day, a sequence of four tours ends on day t ´ 1, a single
tour is scheduled on day t + 1 and the next sequence does not start before day t + 3 (cf.
Figure 5.7b). This schedule is still feasible w.r.t. earliest possible days and days off, but is
short of one sequence of five consecutive tours. Hence, iterating the above argument results
in a feasible schedule with at most one sequence of five consecutive tours concluding the
schedule.

(a)
t

. . . σw1 σw2 σw3 σw4 σw5 σw6 . . .

(b)
t

. . . σw1 σw2 σw3 σw4 σw5 σw6 . . .

Figure 5.7: Breaking up a sequence of five consecutive tours without compromising
feasibility.

From Lemma 5.1 it follows that all points discussed w.r.t. efficient feasibility checking still
hold for the restricted problem and that the proposed greedy heuristic does generate feasible
schedules whenever the given instance is feasible w.r.t. the original problem.

Quality of heuristic solutions

The greedy heuristic is rather simple and does not exhibit any approximation guarantees.
First, the gap between the total penalties of optimal solutions to the original and restricted

96



5.6 Adaptive layer

problems may be arbitrarily large. Second, the gap between the heuristic and optimal solu-
tions to the restricted problem may be arbitrarily large as well. Both cases are illustrated in
Examples 5.5 and 5.6.

j t̂
´

σwj
pσwj

1 1 α

2 2 α

3 3 α

4 4 α

5 5 α

6 7 1

(a) Instance with H = 8, α " 1.

t
1 2 3 4 5 6 7 8

S σw1 σw2 σw3 σw4 σw5 σw6

S‹ σw1 σw2 σw3 σw4 σw5 σw6

(b) Optimal solutions

Figure 5.8: The solutions S and S‹ shown in (b) are optimal w.r.t. the restricted and
original problems for the instance given in (a). The total penalties are pS = α and
pS‹ = 1.

Example 5.5. Figure 5.8 shows an instance and two solutions S and S‹. Although solution S is
optimal for the restricted problem, it can be improved by moving tour σw5 to its earliest possible
day and delaying σw6 by a single day. The penalty is reduced from α to 1. As α gets larger, the
gap between both solutions gets likewise larger.

j t̂
´

σwj
pσwj

1 1 α

2 2 α

3 3 α

4 4 1
5 5 α

6 7 1

(a) Instance with H = 7, α " 2.

t
1 2 3 4 5 6 7

S σw1 σw2 σw3 σw4 σw5 σw6

S‹ σw1 σw2 σw3 σw5 σw4 σw6

(b) Heuristic and optimal solutions

Figure 5.9: The solutions S and S‹ shown in (b) are the heuristic and optimal solutions
for the restricted problem instance given in (a). The total penalties are pS = α and
pS‹ = 2.

Example 5.6. Figure 5.9 shows an instance and two solutions S and S‹, corresponding to the
greedy heuristic solution and the optimal solution for the restricted problem, respectively. When
the heuristic is due to schedule a tour on day t = 4, the only eligible tour is σw4. However,
delaying σw4 allows to schedule σw5 on its earliest possible day. By introducing this additional
delay, the total penalty is reduced from α to 2. As α gets larger, the gap between both solutions
gets likewise larger.

5.6 Adaptive layer

The adaptive layer is one of the key components of the solution method. Its purpose is the
orchestration of the above described heuristics and the acceptance criterion such that the
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initially stated goal of deriving best effort solutions with a limited budget of computational
resources on a large variety of different instances is realized.

The adaptive layer in this solution method (i) adaptively decides for a subproblem, (ii) the
mode and heuristics to improve the subproblem by and (iii) adjusts the parameters of the
acceptance criterion such that the relationship between diversification and intensification of
the search space is adequate w.r.t. the given time limit and computing environment.

All decisions are randomized but biased by probabilities associated with each decision out-
come. These probabilities are adjusted during the solution process to adapt to the instance
characteristics. In that way, our approach is a straightforward extension of the adaptive
layer of the ALNS method proposed by Pisinger and Ropke [84]. Each embedded heuris-
tic is associated with a weight or probability. According to these probabilities, a heuristic
is chosen randomly and applied to the current solution. Then, depending on whether the
application of the chosen heuristic leads to an improvement or not, the chosen heuristic’s
weight is adjusted. Over the course of the solution process, the adaptive layer adapts to the
instance characteristics such that beneficial heuristics will be chosen and applied more often
than those that lead to less or no improvements at all.

In Subsection 5.6.1 we describe the concrete realization of the heuristics and operator
selection mechanism and discuss different alternatives along with their drawbacks. Subse-
quently, in Subsection 5.6.2 we give a description of the acceptance criterion and its adaptive
cooling schedule.

5.6.1 Subproblem and heuristic selection

subproblem

K mode W mode

PK P‹
K PK P‹

K

LNSK-D LNSK-R LNSW-D LNSW-R

regret-2 fix parallel fix

Figure 5.10: Hierarchy of decisions

All decisions are arranged in a tree-like hierarchy as shown in Figure 5.10. The first two
decision layers correspond to the decomposition and mode dimensions of the procedures,
i.e., whether to improve the truck or technician partial solution and whether to respect or
ignore the opposite partial solution. In each procedure, the destroy and repair heuristics
for the large neighborhood move are chosen. Depending on the chosen heuristics, further
decisions may be evaluated. Given that the regret-2 or parallel minimum-cost insertion
repair heuristics have been chosen in a truck procedure, then a parameter is chosen that
either fixes trucks to their currently scheduled days or allows them to be moved inside their
time windows.
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At the end of each iteration, the candidate solution S 1 is compared to the current solution
S and the improvement δ = max t0, za(S) ´ za(S

1)u is evaluated. Each involved decision
d is then scored with δ and accumulates these scores over a segment of a fixed number of
nsegment iterations. After each segment, the weight of a decision is adjusted by an aging
function with a decision specific aging parameter θd P [0, 1] Ă R. Let ωd,i be the weight of
decision d and let ϕd,i be the sum of scores accumulated in the i-th segment. The update of
the weights at the end of the segment is performed for each decision d according to the rule

ωd,i+1 Ð θdϕd,i + (1 ´ θd)ωd,i.

The decision specific aging parameters θd allow for the implementation of analogs to long-
and short-term memory. Some decisions may adapt slowly and keep their weights for a
longer period of time, while others adjust faster and might oscillate, as shown in the follow-
ing Example 5.7.
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Figure 5.11: Weights for the subproblem and procedure decisions over 30 s for three
different instances.

Example 5.7. Figure 5.11 shows the weights of three decisions for three different instances
and runs of 30 s. The solid trajectory corresponds to the probability of the truck subproblem
being chosen in the subproblem decision. Similarly, the dashed trajectories correspond to the
probabilities of the simple procedures PK and PW being chosen in the mode decisions. The aging
factor for the subproblem decision is θsubproblem = 0.01 and the factors for the mode decisions
are θK = θW = 0.5, respectively.

In the first instance, the mode decisions are rather imbalanced. The simple mode for techni-
cians and the alternative mode for trucks are dominating their respective counterparts, while the
subproblem decision is rather balanced. In the second instance, the subproblem decision heavily
leans towards the technician subproblem while the mode decisions are balanced. In the third
instance, the subproblem decision is balanced and adapts slowly, while the mode decision for the
trucks adapts faster with large jumps.

Discussion of alternative approaches

Instead of keeping the subproblem decision in the adaptive layer, alternative approaches
could have been used. The essential task at this point is to determine how to distribute
the available computational budget over the two subproblems and their improvement. That
is, how much of the budget should be allotted to the improvement of the partial solutions
associated with the technicians or trucks, and when.
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By fixed allotment we denote an a priori allotment of the computational budget to the
subproblems, e.g. 50% to the technicians and 50% to the trucks. Such an approach is
quite common for hierarchical or multi-stage decomposition approaches, e.g. in a different
but similar complex problem, Kheiri et al. [67] allot 80% of the budget to a scheduling
subproblem followed by a route improvement procedure in the remaining 20% of the budget.
Similarly, Jagtenberg et al. [61] use a fixed order and first improve the technicians until no
further improvements are made or a fixed portion of the budget has been used and allot
the remaining budget to the improvement of the trucks w.r.t. the partial technician solution
obtained before.

The drawbacks of the fixed allotment stem from the comparatively complex objective func-
tion. Suppose two heavily biased instances, e.g., those where either the technicians or the
trucks completely dominate the cost and provide room for a lot of improvements. An allot-
ment of 50% of the budget to each subproblem would essentially waste 50% of the budget.
In fact, for any arbitrary but fixed allotment, instances can be derived such that a large share
of the budget is wasted. As such, we abandoned such an approach.

By objective function dependent allotment we denote an approach that actively incorpo-
rates the objective function coefficients or the objective function value of a solution, or both.
For instance, when the objective function terms corresponding to the partial truck solution
clearly dominate the objective function terms corresponding to the partial technician solu-
tion, then more time could be allotted to the improvement of the trucks. The same approach
could be applied when the objective function coefficients associated with the truck terms are
much larger than those of the technicians, and vice versa.

The drawbacks of this approach become evident on instances where the objective function
terms associated with either the trucks or technicians clearly dominate the respective other
but do not leave much room for improvement. For example, suppose a solution with a partial
truck solution outweighing the partial technician solution by a large margin. However, the
truck partial solution is already near optimal as it is comparatively easy despite its large
cost. In this case most of the remaining budget should be allotted to the improvement of
the partial technician solution to realize the remaining improvement potential. As such, we
abandoned such an approach as well.

In conclusion, the chosen adaptive mechanism overcomes the shortcomings of both, the
fixed and the objective function dependent allotments, because only relative improvements are
taken into consideration and w.r.t. the complete budget, a single heuristic application takes
a comparatively small amount of the budget, such that there is enough time to adapt.

5.6.2 Acceptance criterion

Besides the allotment of the budget for the improvement of the subproblems, the budget
needs to be balanced between search space exploration and intensification of promising
regions. Like the ALNS approach of Pisinger and Ropke [84], we use a simulated annealing
(SA) acceptance criterion. The cooling schedule should be designed such that it avoids (i)
wasting time with intensification of mediocre solutions in case of a large remaining budget
and (ii) wasting time with diversification in case of a small remaining budget. In other
words, the cooling schedule should provide a balance of intensification and diversification
that enables a best effort sampling of the search space w.r.t. the budget.

The central idea is to use a cooling schedule that will traverse a calculated temperature
range [τ‹, τ0] starting at temperature τ0. The temperature range is calculated as a function

τ0 = f0(S0,a)
τ‹ = f‹(S0,a)
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of the initial solution S0 and the objective function coefficients a. This provides the ability
to adjust the temperature range to the total cost as well as the individual components of the
objective function.

Assuming that the number of iterations η available to traverse the calculated temperature
range [τ‹, τ0] is known, then the cooling factor

α(τ0, τ‹,η) = α(τstart, τtarget,η) = η

c

τtarget

τstart

of the geometric cooling schedule τi+1 = α ¨ τi can be calculated. However, in our case
only the time limit is known. Therefore we measure the number of iterations per second
and estimate the number of remaining iterations η̂ regularly throughout the search process.
Given the current temperature τ and the target temperature τ‹ we update the cooling fac-
tor by evaluating α(τ, τ‹, η̂). This ensures that the temperature decreases monotonically
and reaches a temperature rather close to the target temperature τ‹ when the time limit is
reached.
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Figure 5.12: Cooling factor α and temperature τ for different time limits on the same
instance.

Example 5.8. The trajectories of the cooling factor and the temperature for three different time
limits are shown in Figure 5.12. The range of temperatures traversed in the given time is the
same for all time limits. The cooling factor α is dynamically adjusted to spread the traversal of
the temperature range along the given period. As the cooling factor is initially set to a rather
high value, it drops in the first few seconds of the runs. After that it increases again, as the
number of iterations per second increases, but may also decrease as observed in the 60 s run
towards the end.

The cooling factor may increase or decrease during the search process, depending on the
currently measured number of iterations per second that may vary due to the following influ-
encing factors. At the beginning of the search process, the subproblem and mode decisions
are balanced. After some adaptions, the simple or alternative procedures may have larger
weights thereby increasing or decreasing the number of iterations per second as the alter-
native procedures usually take more computation time compared to the simple procedures.
This effect may be reversed when the decisions balance again due to the aging function. An-
other aspect is the size and quality of the solution. As the search progresses, the number of
routes will often decrease, increasing the number of iterations per second, as the LNS, VND,
scheduling and associated bookkeeping procedures take less time. A third, rather distant
aspect is the load of the computing environment, which may vary in multi-user settings.
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5.7 Computational results

In this section, the proposed solution method and its components are evaluated. First the
computational environment, the instances, the solver parameters and time limits are dis-
cussed. We then report results obtained in an experiment resembling the restricted resources
challenge, i.e., the solution method is restricted to a single processor core and time lim-
its derived from the sizes of the respective instances. Afterwards we evaluate individual
components of the solution method. In the following Section 5.8 the solution method is
compared to the solution methods of the other finalists of the restricted resources challenge.

The solution method was implemented in C++ and compiled with GCC version 8.1.0. Some
effort has been put into enhancing the performance of the implementation, i.e., the method
was coded such that (i) the number of allocations is rather small by reuse of buffers and
memory objects, (ii) the total amount of memory required remains small even for larger
instances and (iii) the majority of redundant calculations is cached, e.g., for unmodified
routes. Unless otherwise noted, all experiments were performed on an Ubuntu Linux 18.04
Desktop with an Intel i7-3770 3.4GHz CPU and 16GB RAM.

The experiments were performed on the instance sets early, late and hidden provided by
the challenge organizers [54] and can be obtained on the challenge’s website1. The instance
sets are summarized in Table 5.1 and contain instances ranging from 75 up to 1200 requests.
The early instances were used in the all time best challenge while the hidden instances were
used in the final evaluation of the restricted resources challenge. As this work mainly targets
the restricted resources setting with a limited time budget, we calculate the time budget in
seconds

b = rβ ¨ (|R| + 10)s

in the same way as described for the challenge, as a function of the number of requests |R|

and a time limiting factor β that is derived by an external benchmarking tool and captures
the performance of a specific machine. For the aforementioned machine the factor β « 0.58
was established, such that β = 0.5 provides a reasonable lower bound for the time available,
which will be used to evaluate the method.

Table 5.1: Instance sets

H |I| |V| |W| |R|

name min. max. min. max. min. max. min. max. min. max. #inst.

early 15 55 3 7 54 317 25 125 150 900 25
hidden 15 55 3 7 54 317 25 125 150 900 25
late 15 55 3 7 30 418 25 125 75 1200 25

The solution method has a comparatively large number of parameters due to the set of
procedures, operators, heuristics and the adaptive layer. A systematic investigation of the
parameter space with respect to the performance of the method would require a large com-
putational budget as (i) the number of replications needs to be sufficiently large to ensure
appropriate statistical power and (ii) the time limit should be comparable to that of the chal-
lenge. For these reasons we forgo a systematic analysis and use the set of parameters that
has been established over the course of the method’s development and intermediate tests,
which are shown in Table 5.2.

1VSC2019 website – instances: https://verolog2019.ortec.com/instances (last accessed: 2021-03-01)
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Table 5.2: Solver parameters

parameter value description

γW,relocate 2.50 determinism parameter VNDW relocate
γW,exchange 3.50 determinism parameter VNDW exchange
γK,relocate 2.50 determinism parameter VNDK relocate
γK,exchange 3.50 determinism parameter VNDK exchange
γK,sequential 3.00 determinism parameter for truck sequential insertion
γK,parallel 2.50 determinism parameter for truck parallel insertion
γW,parallel 3.00 determinism parameter for technician parallel insertion
θsubproblem 0.01 aging factor for the subproblem decision
θd 0.50 aging factor for all other decisions
q [0.05|R|, 0.2|R|] interval for the number of requests to be removed in LNS destroy

f0(S0,a) =
´ max

␣

2a2, . . . , 2a7, 1
50Za(S0)

(

ln(0.5) (5.16)

f‹(S0,a) = ´ max ta2, . . . ,a7u

ln(10´3)
(5.17)

Equations (5.16) and (5.17) describe the functions used to derive the temperature range
[τ‹, τ0]. These functions were derived during the development of the method w.r.t. the bench-
mark instances and are considered parameters. Function f0(S0,a) incorporates both, the ob-
jective function value of the initial solution and the individual objective function coefficients
in case that these dominate the total cost. Function f‹(S0,a) does only incorporate the ob-
jective function coefficients and leads to a temperature accepting an increase in the largest
objective function coefficient, e.g., one additional truck or truck tour, by a single unit with a
probability of 10´3.

5.7.1 Challenge experiment

In this experiment, we evaluate the solution method on all instances with a time limiting
factor β = 0.5 similar to that in the restricted resources challenge and report results for
all instances individually in Table 5.3. For each instance, 10 replications were performed.
Columns gap to BKS report the minimum, average and maximum gap to the best known
solutions (BKSs) for each instance. Column best corresponds to the best objective value over
all 10 runs and column BKS reports the BKS value known to the author. The column src is
marked with ˚ if the value reported in column BKS was obtained with our solution method
at some point during the development or intermediate tests. Otherwise it was obtained by
another challenge participant and shared with the author either in personal correspondence
or through the challenge’s website2. The last two columns time and |R| report the the time
limit and the number of requests.

2VSC2019 website – solutions: https://verolog2019.ortec.com/ (requires login, last accessed: 2021-03-01)

103



Chapter 5 Adaptively solving a multi-period vehicle and technician routing problem

Table 5.3: Results for all instances with β = 0.5

gap to BKS [%]

instance min. avg. max. best BKS src time b [s] |R|

early01 0.00 0.18 0.59 3488033660 3487969810 80 150
early02 0.23 0.38 0.55 11174229530 11149038115 155 300
early03 0.33 0.46 0.62 180296655 179700885 230 450
early04 0.82 1.01 1.30 286542955 284205965 305 600
early05 1.21 1.65 2.15 2250780840 2223814105 380 750
early06 0.67 0.92 1.29 24323788785 24160989040 455 900
early07 0.02 0.23 0.36 45826660 45815700 80 150
early08 0.14 0.38 0.50 109951705 109798470 155 300
early09 1.81 2.29 3.16 18403475 18075485 230 450
early10 0.15 0.27 0.46 18527621330 18500638020 305 600
early11 2.38 3.08 3.79 29228535 28549460 380 750
early12 0.66 0.84 1.13 24090764105 23933097895 455 900
early13 0.02 0.16 0.30 582851885 582708670 80 150
early14 0.55 0.74 1.15 95303690 94780375 155 300
early15 0.04 0.09 0.15 1773559940 1772831110 230 450
early16 1.00 1.48 2.09 3320127835 3287392325 305 600
early17 0.14 0.24 0.35 3022396235 3018108020 380 750
early18 1.24 1.41 1.70 5193154610 5129752375 455 900
early19 1.30 2.22 3.17 9410600 9290203 80 150
early20 1.64 2.78 4.30 4841355 4763065 * 155 300
early21 0.82 1.67 2.50 1303452430 1292914150 230 450
early22 0.81 1.71 3.05 205125754 203485635 305 600
early23 1.95 2.91 4.01 56282850 55207660 380 750
early24 3.06 3.93 4.70 17869125 17337730 455 900
early25 0.57 0.77 0.94 67147715 66769325 80 150

hidden01 0.03 0.09 0.35 67316010 67292650 * 80 150
hidden02 0.88 2.41 3.71 872416710 864791960 * 155 300
hidden03 0.18 0.39 1.02 1353930150 1351465995 * 230 450
hidden04 1.76 3.28 4.17 5396485 5303105 * 305 600
hidden05 0.36 1.57 2.46 2402024544 2393395485 * 380 750
hidden06 0.40 0.71 0.93 33045125 32914360 455 900
hidden07 0.04 0.30 1.19 102088705 102045725 * 80 150
hidden08 0.06 0.17 0.32 728819050 728364305 * 155 300
hidden09 0.71 1.35 2.17 1697110962 1685175791 * 230 450
hidden10 0.49 1.06 1.71 31344765 31190970 * 305 600
hidden11 0.67 1.72 2.83 4059070475 4031918125 * 380 750
hidden12 0.16 0.26 0.38 2986458380 2981590210 * 455 900
hidden13 0.00 0.02 0.03 5238030267 5237773357 * 80 150
hidden14 0.14 0.21 0.32 1379477545 1377525235 * 155 300
hidden15 0.00 0.19 0.32 163481575 163478435 * 230 450
hidden16 0.94 1.58 2.03 53197430 52700705 305 600
hidden17 0.02 0.09 0.18 27293217890 27286839381 * 380 750
hidden18 0.62 0.85 1.20 52905170 52580595 455 900
hidden19 0.00 0.01 0.03 4379039855 4379008805 * 80 150
hidden20 0.34 1.27 2.22 125693035 125271615 * 155 300
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gap to BKS [%]

instance min. avg. max. best BKS src time b [s] |R|

hidden21 0.62 1.04 1.25 33114585 32910875 * 230 450
hidden22 0.70 1.38 2.44 6689360 6642535 305 600
hidden23 0.14 0.37 0.65 22304557150 22272834550 * 380 750
hidden24 0.06 0.20 0.33 31330274560 31312199595 * 455 900
hidden25 0.00 0.01 0.01 549508710 549488300 * 80 150

late01 0.00 0.00 0.00 3843636295 3843609240 * 43 75
late02 0.70 1.51 4.42 897763770 891561525 * 155 300
late03 0.02 0.05 0.15 15535363935 15532540150 * 268 525
late04 0.20 0.29 0.36 2705485857 2700203485 * 380 750
late05 0.62 1.83 3.27 37427180 37196690 * 493 975
late06 0.05 0.12 0.26 5194729860 5192224880 * 605 1200
late07 0.00 0.00 0.00 267631560 267631530 * 43 75
late08 0.10 0.28 0.44 7118442740 7111546935 * 155 300
late09 0.06 1.34 2.07 1551475355 1550595930 * 268 525
late10 0.10 0.19 0.33 3073554830 3070477570 * 380 750
late11 0.19 0.27 0.37 33951659670 33888834870 * 493 975
late12 0.18 0.59 1.00 887941400 886355845 * 605 1200
late13 0.01 0.13 0.39 3463250 3462820 * 43 75
late14 0.26 0.44 0.58 96614850 96366140 * 155 300
late15 1.04 1.30 1.83 1556467308 1540403270 * 268 525
late16 0.12 0.52 0.90 21123618456 21099295832 * 380 750
late17 0.27 0.46 0.68 2957585830 2949662170 * 493 975
late18 1.60 1.89 2.37 37491730 36901090 605 1200
late19 0.01 0.03 0.04 29550000 29545765 * 43 75
late20 0.19 0.67 1.22 1990577285 1986794050 * 155 300
late21 0.81 1.91 3.00 148396440 147204150 * 268 525
late22 1.73 3.30 4.67 12762200 12545705 * 380 750
late23 1.31 1.88 2.60 262347197 258961642 * 493 975
late24 0.19 0.47 1.00 32635102890 32572300070 * 605 1200
late25 0.00 0.00 0.01 3072164955 3072105195 * 43 75

The maximum average gap of 3.3% is obtained for instance late22 and the worst gap of
4.7% over all instances and runs is obtained for instance early24, i.e., all individual runs
stay below 5% gap. The solution method performs well on all considered instances without
peculiar outliers. This indicates that the adaptive layer and general arrangement of the
procedures and heuristics are effective.

Regarding the sources of BKS values, we note that the early instances have been avail-
able throughout the all time best challenge and the development of the solution methods by
the challenge participants. It is therefore likely that the BKS values for these instances are
better than for the other instance sets. Of all the BKS values for the early instances, only a
single value was obtained by our proposed solution method. The reasons are not completely
clear, but likely options are (i) that we did not run our method for enough time or (ii) that
our method, while obtaining good solutions fast, fails to obtain solutions of high quality.
We expect that most of the BKS values reported for instance sets late and hidden will be
improved in the future.
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5.7.2 Influence of time limits

The time budget b is implicitly considered in the adaptive layer by estimating the num-
ber of remaining iterations from the current number of iterations per second and the re-
maining number of seconds. Therefore we want to study the solution method’s perfor-
mance under varying time budgets and investigate whether the proposed adaptive mech-
anism yields good results if the time budget is decreased. We consider time limiting factors
β P t1.0, 0.5, 0.25, 0.125u, i.e., we iteratively halve the time limit. We run 10 replications for
each instance and time limit. Table 5.4 shows the obtained results. The columns under (a)
report the average minimum gap, the columns (b) report the average mean gap and columns
(c) report the average maximum gap obtained per instance and time limiting factors. The
last row reports the worst gaps over all individual runs and instances.

Table 5.4: Results for different time limiting factors β P t0.125, 0.25, 0.5, 1.0u

set (a) avg. min gap [%] (b) avg. mean gap [%] (c) avg. max gap [%]

0.125 0.25 0.5 1 0.125 0.25 0.5 1 0.125 0.25 0.5 1

early 1.21 0.95 0.86 0.74 1.85 1.49 1.27 1.10 2.81 2.09 1.77 1.53
hidden 0.69 0.44 0.28 0.22 1.27 0.90 0.73 0.61 1.98 1.53 1.20 1.07
late 0.69 0.46 0.37 0.25 1.18 0.91 0.76 0.60 1.85 1.43 1.26 0.98
all 0.86 0.62 0.51 0.40 1.43 1.10 0.92 0.77 2.21 1.68 1.41 1.19

all 9.46 6.18 4.70 4.36

With increasing time limit the average best, mean and worst solution quality improves,
as could be expected. However, the average worst gaps obtained over all instances do not
increase drastically but stay below 3%. In fact, as shown in the last row, all of the indi-
vidual 3000 runs resulted in gaps below 10% even for β = 0.125. We suspect these results
due to the adaptive layer’s time limit and runtime performance dependent cooling schedule
that decreases the time spent with open exploration of the search space as the time limit is
decreased.

5.7.3 Influence of embedded heuristics

The solution method is essentially an ensemble of procedures and specialized heuristics. This
raises questions regarding the actual contributions of the individual heuristics to the overall
performance of the method. In this experiment, we selectively exclude components from the
solution method and compare the results. The considered components are (i) the adaption
of procedure and mode weights (ADAPT), (ii) the bin packing of subtours into trucks (BPP),
(iii) the embedded VND heuristics and (iv) the truck scheduling (TS). Each configuration
was run on all 75 instances with 10 replications and a time limiting factor β = 0.5. For
each instance, the gaps of the 10 runs are averaged and denoted by gap. The results are
shown in Table 5.5. Columns set and configuration report the instance sets and method’s
configuration. Columns gap report the average and maximum gaps and column worst run
reports the worst gap over all runs and instances.

The contributions of the bin packing (BPP) and the truck scheduling (TS) are rather small,
yet noticeable, as on average, the baseline results are always slightly better. Regarding the
observed worst runs, there is not much of a difference either between the baseline and the
runs without BPP and TS. The contributions of the VND heuristics are comparatively large,
especially when the maximum mean gaps and worst runs are considered, indicating that the
VND heuristics are required to achieve a reasonably good performance on a certain subset
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Table 5.5: Gaps for different configurations of the solution method with β = 0.5

gap [%]

set configuration avg. max. worst run [%]

baseline 0.95 3.82 5.14
no BPP 1.16 4.58 5.49
no TS 1.01 4.63 5.76
no ADAPT 3.94 16.23 17.51
no VND 2.75 19.55 34.01

all

no ADAPT+VND 8.41 45.14 54.51

baseline 1.27 3.82 5.14
no BPP 1.44 4.58 5.38
no TS 1.39 4.63 5.76
no ADAPT 4.63 14.03 15.52
no VND 3.22 19.55 34.01

early

no ADAPT+VND 9.58 45.14 54.51

baseline 0.80 2.83 4.04
no BPP 1.01 4.05 5.44
no TS 0.83 2.49 4.23
no ADAPT 3.98 16.23 17.51
no VND 2.29 7.13 8.33

hidden

no ADAPT+VND 7.18 26.31 30.49

baseline 0.78 3.47 4.98
no BPP 1.02 3.98 5.49
no TS 0.81 3.09 4.95
no ADAPT 3.22 11.08 12.19
no VND 2.74 12.35 13.38

late

no ADAPT+VND 8.46 25.83 28.36

of the instances. The worst average gaps are obtained if the adaptive behavior regarding the
procedures and mode decisions is excluded, yet the worst averages are often smaller than
the worst averages of the runs with VND excluded. This indicates that the adaptive behavior
influences the performance on a larger number of instances, while the actual contribution
of the VND depends on instance specifics. The frequencies of gaps in Figure 5.13 support
this interpretation. With VND excluded, most of the gaps to baseline results are in the range
from 0% to 3% with most observations around 0.5% while the gaps with ADAPT excluded
are more spread out and shifted towards larger gaps with most observations around 2.5%.
An analysis of the instances with the largest gaps obtained with excluded VND indicates
that the VND performed well when the total costs are not completely dominated by the
truck distance costs and especially when the number of truck tours is important. Excluding
ADAPT and VND (ADAPT+VND) the results are drastically worse with individual worst gaps
above 50% and the distribution of gaps is shifted even further towards larger gaps with most
observations in the range of 1% to 9%.

Note, that for both, VND and ADAPT excluded, there are a few runs with improved results
compared to the baseline, i.e., the adaptive behavior and the VND are not always beneficial.

Given these results, the bin-packing and the truck scheduling are not essential components
of the solution method. They may still provide small gains justifying their inclusion. On the
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Figure 5.13: Frequencies of gaps to baseline results obtained in the runs without adap-
tive behavior, VND and both, respectively. The bin width is 1%.

other hand, the VND heuristics and the adaptive method are essential components with large
contributions. While the VND heuristics provide large contributions for a specific subset of
the instances, the adaptive method for procedures and modes contributes to the observed
overall performance on a larger set of instances. We conclude that the observed baseline
performance is an emergent property of both, the adaptive behavior and the VND.

5.7.4 Scheduling heuristic

The scheduling heuristic applied in the solution method does not fully exploit the opportu-
nities provided by the scheduling constraints. In fact, as was shown, the gap between the
heuristic and the optimal solutions may be arbitrarily large. In this experiment, we compare
solutions obtained by the heuristic with optimal solutions on scheduling instances that arose
during runs of the solution method on the early instances. In total, 707 824 unique schedul-
ing instances from the 25 early instances were exported and all of these were solved with
an IP solver using formulation (5.9)–(5.14) developed in Section 5.5.1.

The heuristic and optimal solutions differed only for 22365 (3.16%) of the scheduling
instances. Aggregated over all instances, the average gap is 2.96%, with a maximum gap
of 4357%. Aggregated over all instances with differing heuristic and optimal solutions, the
average gap is 40.8%. The maximum gap of 4357% is quite large, but refers only to the
cost of the scheduling problem without taking other costs into account. If the differences
between the heuristic and the optimal scheduling solutions are examined as percentage of
the BKS values of the corresponding complete instances, then the average and maximum
percentages over all instances are 0.0004% and 0.4%, respectively. The average percentage
over all instances with differing heuristic and optimal solutions is 0.01%.

Given these results, we conclude that the scheduling heuristic used in the solution method
is sufficient for the considered instances and their objective functions’ penalty scaling pa-
rameters a1, as the penalty terms contribute far less than 10% to the overall cost on most
instances. For the majority of instances, the heuristic provides optimal results, while rather
large gaps are obtained in a few cases. Nevertheless, relative to the total cost of the complete
solutions, these differences in the scheduling solutions are comparatively small.
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5.8 Comparison with other solution methods

In this section, we review other solution methods for the same problem and compare them
with our method. More precisely, we compare our solution method with those proposed by
the other seven finalist teams of the restricted resources challenge. Additionally, we perform
a direct comparison of our method with the method proposed by team MJG. To the best of
our knowledge, there are currently four research articles proposing solution methods for the
VSC2019 problem as listed in Table 5.6.

Table 5.6: Research articles

team members final rank article

UOS Graf, B. 1 Graf [51]
MJG Geiger, M.J. 2 –
CokaCoders Jagtenberg, C. et al. 3 Jagtenberg et al. [61]
AAVK Kastrati, V. et al. 6 Kastrati et al. [64]
– Kheiri, A. et al. – Kheiri et al. [66]

Jagtenberg et al. [61] propose a matheuristic that selects routes using an exact set parti-
tioning problem (SPP) formulation while the routes themselves are generated heuristically.
They decompose the problem between trucks and technicians and propose a SPP formula-
tion for each. First, a set of candidate routes for the technicians is generated using a greedy
randomized adaptive search procedure (GRASP) approach. Then the SPP is solved exactly to
obtain an optimal selection of technician routes. Until a fixed time limit is reached or no
further improvements are recorded, the selected technician routes are passed to a neighbor-
hood operator that generates neighboring routes. These generated routes are added back
to the set of possible routes and the SPP is solved again. Subsequently, a similar iterative
approach is performed to generate a partial truck solution constrained by the installation
days of the partial technician solution generated before.

Kheiri et al. [66] provide a mixed integer programming (MIP) formulation modeling the
complete problem. Their modeling of the scheduling constraints corresponds to the
model (5.9)–(5.14) given in Section 5.5.1. To solve larger problem instances they propose
a hyper-heuristic (HH) that governs the selection and application of a set of 25 predefined
low level heuristics. Their description of the low level heuristics indicates that the heuristics
are randomized and do not take changes of the objective function into consideration during
move evaluation. Instead, after a sequence of low level heuristics applications, the candi-
date solution is evaluated w.r.t. a current best solution. The complete approach is population
based. At the start of each generation, a solution is drawn randomly from the population.
Then, the low level heuristics are applied iteratively to the chosen solution and the result is
compared with the globally best solution.

Although a research article is not available at the time of writing, a brief description of
the method developed by team MJG is provided in the informal article [45]. From presenta-
tions given by Martin Josef Geiger of team MJG, we provide a high-level description of their
solution method. The method utilizes a generalized neighborhood operating on tours for
trucks and technicians. The current solution is improved by a variable neighborhood search
like procedure that evaluates swaps between tours, evaluating moves w.r.t. all subsets, e.g.,
removing two requests from one tour and one request from another tour and swapping these
subsets. Additionally, all routes are regularly improved using a 2-opt operator. Candidate so-
lutions are accepted according to a late acceptance hill-climbing (LAHC) acceptance criterion,
a discrete variant of SA. In contrast to our solution method, the solution method of team
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MJG has a small number of parameters, essentially only the LAHC list length parameter.
Kastrati et al. [64] describe an iterated local search (ILS) approach based on seven problem

specific neighborhoods and additional destroy and repair operators to facilitate appropriate
shaking. Their neighborhoods operate on various levels of the solution representation, e.g.,
swapping or moving truck subtours between trucks or days and similar methods for techni-
cians. In contrast to our method, some of their neighborhoods operate on complete requests,
i.e., they operate on the delivery and the installation of a single request simultaneously. To
generate initial solutions, they employ a greedy best-fit heuristic with integrated backtrack-
ing to handle cases in which the greedy heuristic alone would not provide a feasible solution.
They report that this approach provided feasible initial solutions for all considered instance
sets. Nevertheless the construction heuristic does not guarantee feasible solutions.

5.8.1 Challenge results

The results were obtained by the challenge organizers on a machine whose hard- and soft-
ware specifications are unknown to us. Hence, the time limiting factor β remains unknown
as well. The challenge organizers disclosed the raw results on the challenge’s website3.

The ranking procedure used by the challenge organizers (cf. [54]) is as follows: each
participating team’s solver is run on the 25 instances from the hidden set with nine runs per
instance. For each team and instance, the best and worst runs are removed and the average
cost for each team and instance is calculated over the remaining seven runs. Per instance,
all teams are ranked 1, . . . , 8 w.r.t. increasing average costs, i.e., the best team on a specific
instance is assigned rank 1, while the worst is assigned rank 8. Finally, the teams are ordered
by their average rank, the team with the smallest average rank takes first place.

Based on the raw data provided by the challenge organizers, we applied the described
ranking procedure. The results are shown in Table 5.7. Columns avg. gap to BKS give the
minimum, average and maximum gaps to the BKSs over all 25 instances. Columns ranks
give the minimum, average and maximum ranks for the individual instances, respectively.
The average rank column implies the final ranking of the restricted resources challenge as
reported in column final rank. Column #best gives the number of instances on which the
team derived the best solution among all participating teams.

Table 5.7: Summarized results of the restricted resources challenge

avg. gap to BKS [%] ranks

team min. avg. max. min. avg. max. final rank #best

AAVK 1.60 26.69 106.16 4 5.84 8 6 0
CokaCoders 0.38 18.79 149.22 2 4.60 8 3 0
justFall 1.63 27.07 101.66 4 6.24 8 8 0
MJG 0.11 1.45 3.90 1 2.04 4 2 5
orlab 0.38 18.91 53.32 2 4.80 8 4 0
TCSExplorer 2.08 8.70 21.11 3 5.28 8 5 0
UOS 0.01 0.88 3.13 1 1.20 2 1 20
wanderer 1.75 20.64 59.32 5 6.00 8 7 0

The average ranks show that team UOS (the author), team MJG and team CokaCoders
achieved the 1st, 2nd and 3rd place with average ranks of 1.2, 2.04 and 4.6, respectively. The
worst rank on any instance of our solution method is 2, and rank 4 for team MJG. All other

3VSC2019 website – solutions: https://verolog2019.ortec.com/downloads (last accessed: 2021-03-01)
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teams ranked last on at least one instance. Correspondingly, our method achieved the best
solution among all participants in 20 instances and was outperformed only by team MJG
on five instances. Kheiri et al. [66] performed experiments under the rules of the restricted
resources challenge themselves and compared their results to those published by the challenge
organizers. According to their calculations, their HH approach would have ranked 6th in the
final ranking between teams TCSExplorer and AAVK.

Considering the average gaps to the BKSs, the worst average gap of our solution method
is 3.13%. In contrast the worst average gap for team CokaCoders is slightly above 149%.
Nevertheless, all teams achieved an average gap of below 3% on at least one instance. Over
all instances, the average gaps of teams UOS and MJG are relatively small and below 2%.
The next best average gap is that of team TCSExplorer with 8.7%. All other teams are well
above 15%.

We observe that all approaches worked well on some instances, most of the approaches
seem to be rather focused on specific instance structures as can be seen by their large range
of achieved average gaps, i.e., these approaches are really good on some instances, but not
as good on other instances by a large margin.

Table 5.8: Results of the restricted resources challenge for individual instances

avg. gap to BKS [%]

instance AAVK CokaCoders justFall MJG orlab TCSExplorer UOS wanderer

hidden01 1.68 1.05 2.85 0.69 1.83 2.08 0.07 2.55
hidden02 89.21 14.77 49.48 2.43 50.22 11.77 2.37 45.08
hidden03 3.21 1.02 4.13 0.95 1.60 5.76 0.35 2.95
hidden04 15.47 149.22 67.13 1.51 21.01 12.79 3.13 34.30
hidden05 106.16 18.09 79.13 3.22 49.73 21.11 1.92 44.71
hidden06 2.22 6.13 3.68 0.11 1.21 2.68 0.60 2.69
hidden07 35.79 8.09 30.12 0.94 30.16 8.23 0.23 39.82
hidden08 3.02 1.15 3.92 0.62 1.20 8.23 0.15 3.93
hidden09 82.69 15.37 56.51 3.60 53.32 20.97 1.67 59.32
hidden10 57.47 41.60 61.55 3.90 38.17 16.13 1.32 54.52
hidden11 28.43 38.19 27.11 2.92 51.87 13.54 2.12 33.75
hidden12 3.89 2.48 3.55 0.31 1.72 6.86 0.30 2.67
hidden13 2.51 0.49 1.63 0.62 1.17 3.56 0.03 1.75
hidden14 1.90 0.66 2.66 0.90 1.01 4.84 0.22 1.97
hidden15 2.25 7.99 6.78 1.40 1.26 3.28 0.25 2.34
hidden16 20.99 30.65 18.66 0.28 35.61 12.43 1.59 27.23
hidden17 2.43 2.14 1.95 0.50 0.88 3.46 0.13 2.35
hidden18 5.28 27.13 11.41 0.14 8.02 4.86 0.84 5.97
hidden19 1.60 0.49 1.66 0.12 0.38 2.36 0.01 2.11
hidden20 83.92 16.70 69.90 3.68 33.77 12.94 1.50 53.96
hidden21 18.01 37.45 25.43 2.95 43.60 9.58 0.92 31.20
hidden22 13.95 38.06 40.23 0.51 18.85 5.69 1.63 20.89
hidden23 3.37 0.45 3.04 0.97 1.66 6.15 0.42 3.60
hidden24 2.87 0.38 2.53 0.83 0.79 5.18 0.20 2.02
hidden25 78.97 10.04 101.66 2.04 23.68 13.07 0.01 34.33

Table 5.8 reports the average gaps for each team and instance individually. We observe that
for some instances all teams achieved similar gaps, e.g., instances hidden01 and hidden19
with all average gaps below 3%. In contrast, instances hidden04 and hidden05 gave average
gaps ranging from 1.51% to 149.22% and 1.92% to 106.16%, respectively. Overall, the results
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indicate that most solution approaches had difficulties on the same subset of instances, yet,
the approaches of team UOS and team MJG provide good results more consistently.

5.8.2 Comparison with team MJG

In the following, we compare the solution methods of teams UOS and MJG, ranked 1st and
2nd in the challenge, in more detail and evaluate the influence of the time limit on the
ranking over all instances. Due to software restrictions the experiments were performed
on a comparable machine running 64bit Windows 10 on an Intel i7-6700 3.4GHz CPU and
16GB RAM. Our solution method was compiled with MSVC++ version 14.16.

Both solvers were run on the same machine on all instances with nine replications and
the mean solution costs over the replications for each instance were calculated. We then
compare the mean costs for each instance and all combinations of time limits and calculate
the percentage of instances that our solver UOS achieved smaller average costs than solver
MJG.

Table 5.9: Percentage of instances where solver UOS obtained smaller average costs
than solver MJG for time limiting factors β P t0.0625, 0.125, 0.25, 0.5u.

(a) all

UOS
MJG

0.0625 0.125 0.25 0.5

0.0625 84.00 70.67 60.00 53.33
0.125 90.67 84.00 74.67 69.33
0.25 96.00 89.33 82.67 77.33
0.5 100.00 94.67 89.33 84.00

(b) |R| ě 450

UOS
MJG

0.0625 0.125 0.25 0.5

0.0625 79.17 58.33 41.67 35.42
0.125 87.50 77.08 62.50 58.33
0.25 93.75 83.33 75.00 66.67
0.5 100.00 91.67 83.33 75.00

The results in Table 5.9a show that our solver achieved better results on the majority of
instances across all combinations of time limits. Considering both solvers with equal time
limits, the ratio varies slightly but is more or less the same. If only larger instances with
|R| ě 450 are considered, then our solver performs worse but still achieves better results on
the majority of instances for most combinations as shown in Table 5.9b. Only for the smallest
time limit does it fall behind solver MJG. We conclude that our solver is comparatively fast
and adapts well to the given time limit, especially on smaller instances.

5.9 Conclusions

In this chapter we proposed a combination of ALNS and VND to solve a complex combined
multi-period, multi-depot and multi-capability vehicle routing and scheduling problem. A
decomposition approach is applied to the problem, resulting in two main subproblems cor-
responding to the routing of trucks and the routing of technicians, respectively. Specialized
heuristics are then in turn applied to improve the subproblems. We explicitly consider tight
restrictions on the computational budget and derive an extension of the adaptive method
used in the ALNS framework. This adaptive layer adjusts the solution method to the charac-
teristics of the instances, the time limit and the computational environment.

The results show that the integration of the simple heuristic frameworks provides good re-
sults in a small amount of time. The proposed multi-level adaptive mechanism is promising
regarding the subproblem selection and budgeting of the available computation time, es-
pecially regarding the heterogeneously parameterized objective functions. That means, the
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adaptive layer tends to allocate more time to the improvement of the subproblem that dom-
inates the objective function or provides more possibilities for improvement, respectively.

The solution method performs well on all considered instances, with worst individual gaps
below 5% for sensible time limits and still below 10% if only a quarter of that time budget
is used. The comparison with solvers of other participating teams in the challenge showed
that our proposed solution method is able to find comparatively good solutions over the
complete set of instances while some other approaches performed well on only a subset of
the instances. A comparison with varying time limits furthermore showed that our method
is comparatively efficient and obtains good results even for small time limits.

In conclusion, the provided solution method realizes a best effort approach regarding
solution quality and a given time budget and finds good solutions fast. It may therefore be
used as a seeding heuristic providing initial solutions to better, but slower heuristics.
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Conclusions

In the following we provide a summary of this thesis, including the tackled problems and
the obtained results. Furthermore, we close with a discussion of future research directions
in the context of large-scale vehicle routing problems (VRPs).

In Chapter 1 we highlighted the importance of research on large-scale VRPs and accompa-
nying problems motivated by the challenges arising in the logistics sector. The logistics sector
needs to adjust to increasing demands, larger operational areas, increased customer expec-
tations and ever-changing legislative requirements. In that regard, optimization techniques
help to improve their processes, from strategical decision making to day-to-day operations.

In Chapter 2 we provided background information on classic VRPs, local search, large
neighborhoods and metaheuristics. Additionally we discussed experimental heuristics re-
search and aspects to keep in mind when designing, performing and evaluating computa-
tional experiments.

In Chapter 3 we extended research on the exponential multi-insertion neighborhood (MIN)
for the vehicle routing problem with unit demands (VRPU). Besides theoretical aspects of the
neighborhood like its connectivity, diameter and the quality of local optima we have shown
that finding an optimal set of mobile nodes is NP-hard. To make use of the MIN in a heuris-
tic solution method we proposed various heuristic node selection procedures and compared
the resulting solution approach with two approaches from the literature in a computational
study. The results indicate that the MIN based heuristic solution method is effective and ef-
ficient, especially when augmented with a variable neighborhood descent (VND) over smaller
neighborhoods. On large-scale instances or with tight time limits, the MIN is a viable op-
tion to efficiently reach promising regions of the solution space starting from arbitrary initial
solutions.

In Chapter 4 we continued research on tree-based construction heuristics for the preemptive
stacker crane problem (PSCP). We merged results from the literature on the preemptive swap-
ping problem (PSP) and the PSCP to derive theoretical bounds on the benefits of preemption
and the benefits of additional nodes that are used for preemption only. In addition, we
proposed an adaptation of the modified Karp-Steele patching algorithm for the PSCP and
conducted extensive computational experiments showing that our method outperforms the
state-of-the-art in both, quality and efficiency. We identified two polynomial-time solvable
subproblems that turn sequences of requests into possibly preemptive solutions containing
drop nodes. As such we observe that to solve the PSCP it is sufficient to find a specific
permutation of the requests.

In Chapter 5 we considered the problem of the VeRoLog Solver Challenge 2018–2019
(VSC2019) that requires the routing and scheduling of delivery vehicles and technicians with
synchronization between deliveries and subsequent installations. We proposed a method
combining adaptive large neighborhood search (ALNS), VND and problem specific procedures
to minimize the number of trucks and truck tours. Additionally, a subproblem decomposition
is performed such that the procedures either target the truck or the technician portions of a
solution. The extension of ALNS’s adaptive layer to the subproblem selection helps to allo-
cate the available but scarce computational budget in such a way that the method performs
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comparatively well across a wide range of different instances. As such, our method was able
to obtain the first rank in the restricted resources challenge.

In conclusion, as the computing resources and processor speeds have increased over the
past decades, so have the scale and complexity of the problems that arise in real-world
settings. To efficiently solve complex and large-scale problems it continues to be necessary
to make use of structural properties like unit demands or unit vehicle capacities that result
from the specific scenarios under study and to allot the available computing resources in a
best possible way. The results from Chapters 3 and 4 highlight how these properties can be
used to derive efficient search procedures on the global and local scale. Similarly, the results
of Chapter 5 highlight how complex combined problems can be tackled by decomposition
and an adaptive allotment of the computing resources.

Future research directions

Effectively and efficiently tackling large-scale problem instances on the global scale requires
additional research effort in multiple domains. These include (i) the study of widespread
real-world special cases and their structural properties, (ii) the study of subdivided search
processes that comprise different methods operating on different levels of granularity at
different times of the search process and (iii) the study of problem decomposition in con-
junction with parallelization and distributed solution methods.

While the study of generalized problems is intriguing because they allow to model and op-
timize a wide range of specific problems, their generality decreases the number of structural
properties and assumptions that may be used to derive more efficient algorithms. Despite
being special cases, certain problems occur comparatively often in practice and are thus
worth additional research effort even if more generalized solution methods exist that per-
form well enough on smaller instances. For example, problems involving containerized road
transportation with unit demands (e.g., swap bodies (SBs)) and vehicle capacities of one or
two occur regularly in real-world settings.

State-of-the-art approaches on up to 500 nodes are not necessarily best suited for 5000 or
10000 nodes because they may not scale appropriately. From an algorithmic point of view
further research effort should be spent on identifying more granular search strategies. For
example, instead of providing one approach for the complete search process, the process
may be divided into segments that employ different algorithms operating on different levels
of granularity. While these approaches are mentioned in the literature, their overall coverage
is comparatively small.

A large body of research is focused on sequential algorithms that perform well on conven-
tional computer architectures. Nevertheless, modern parallelized and distributed hardware
needs to be leveraged in large-scale practical settings. Parallelizing sequential algorithms
is usually possible to some degree, however, different approaches should be investigated.
These may be less efficient in a sequential setting but may scale better when run on paral-
lelized and distributed hardware.
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